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ARTICLE INFO ABSTRACT
Keywords: The extraction and exploitation of Surrogate Safety Measures (SSMs) have gained prominence in recent years,
Vehicle tracking aided by rapid emerging technologies. SSMs can be applied in all aspects of safety, enabling new insights for

Homography transformation
Time-to-Collision estimation
Kalman filtering

Object re-identification
Pedestrian behaviour analysis

analysing road user behaviour. In this context, this paper presents an integrated framework for tracking pe-
destrians and vehicles in complex urban environments, with a focus on analysing behaviours in relation to the
traffic light status and the computation of the Time-to-Collision (TTC). Utilising advanced computer vision object
detection and the feature extraction models of YOLOv8 and ResNet-50, this framework integrates Kalman
filtering, homography transformations, and object re-identification to achieve high accuracy. The data used for
this study were roadside video recordings from the Athens centre (Greece). Notably, the results show accuracy
rates of 50 % to 70 % in detecting traffic light statuses and identified a 23 % discrepancy on average between
manual and automated counts of illegal crossings. One of the key strengths and contributions of the study is the
utilisation and transformation of street-level data provided by smartphone camera recordings, which emphasise
the ease of transferability of the proposed approach without the requirements of specialised, costly, or heavy
equipment. The analysis of pedestrian compliance, particularly during intergreen phases, provides novel
knowledge on pedestrian behaviour and highlights opportunities to improve intersection design for safety. This
study underscores the potential of computer vision detection systems to provide reliable, real-time data that takes
the road network conditions into account, ultimately contributing to safer urban traffic management and
informed policy decisions.

developed, many of which are now considered standard approaches in
the literature and have been widely implemented in various applications
(Ciaparrone et al., 2020). Despite significant advancements in ADAS,
including pedestrian detection and safety systems, there still appears to
be increased pedestrian fatalities over the past 10 years (Yusuf et al.,
2024). This persistent challenge underscores the need for tailored ap-
proaches to improve road safety further.

Crowded pedestrian crossings, particularly those in city centres or
near business districts, remain a critical area for road safety. Although
crossings are typically associated with lower-severity vehicle-pedestrian
crashes than other parts of the road networks (e.g., travel lanes), the
frequency of such events tends to be higher (e.g., Islam et al., 2022;
Okafor et al., 2023). The increased frequency can be attributed to
greater exposure (i.e., higher vehicular and pedestrian flows) and
heightened complexity (e.g., a high density of conflict points between
pedestrians and vehicles) (e.g., Zegeer et al., 2002; Barabino et al.,

1. Introduction

The complexity of modern urban environments, characterised by
dense traffic and a diverse range of road users, necessitates an inter-
disciplinary approach to ensure road safety. Combining insights from
transportation engineering and computer vision is vital for developing
effective solutions. A key element of these efforts is the ability to track
pedestrians and vehicles accurately, which plays a crucial role in
advancing traffic monitoring systems, autonomous driving technologies,
and urban safety mechanisms. By monitoring and predicting the
movements of pedestrians and vehicles, it becomes possible to improve
both road safety and traffic efficiency.

Digital video technology has long been used to monitor vehicles and
pedestrians, gaining significant traction in both commercial and aca-
demic sectors. Over the years, various methodologies have been
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Nomenclature

ADAS Advanced Driver Assistance Systems
AVs Autonomous Vehicles
CAD Computer-Aided Design

CNNs Convolutional Neural Networks

CoV Coefficient of Variation

CPU Central Processing Unit

DL Deep Learning

DST Deceleration to Safety Time

HSV Hue Saturation Value

LIDAR  Laser Imaging Detection and Ranging
LSTM Long Short-Term Memory

MAE Mean Absolute Error
MAPE  Mean Absolute Percentage Error
MATLABO© MATrix LABoratory

MOT Multiple-Object Tracking

PET Post-Encroachment Time

PHOEBE Predictive Approaches for Safer Urban Environment
RADAR Radio Detection and Ranging

RAM Random Access Memory

Re-ID Re-Identification

ResNet Residual Network

RGB Red Green Blue

ROIs Regions of Interest

RMSE Root Mean Squared Error

SORT Simple Online and Real-time Tracking
SOT Single-Object Tracking

SSMs Surrogate Safety Measures

TTC Time-to-Collision

VRUs Vulnerable Road Users

YOLO  You Only Look Once

2024). Consequently, crowded pedestrian crossings should be priori-
tised for road safety analysis.

Addressing these challenges requires advanced tools to accurately
track pedestrians and vehicles to better understand traffic dynamics and
identify potential hazards. However, such environments present signif-
icant difficulties due to the high density of objects, which can result in
overlapping and occlusion.

Video footage captured from elevated camera positions, such as high
poles or drones, offers a promising solution to the challenges of crowded
environments. High-mounted cameras are particularly effective in
reducing issues like overlapping, occlusion, and lighting inconsistencies
(e.g., shading). However, these solutions also have notable limitations.
High-mounted cameras depend on fixed installations, which may not be
feasible in all desired locations. Similarly, drones are constrained by
short battery life, strict regulatory requirements, and high costs associ-
ated with both equipment and operation.

In contrast, mobile cameras positioned near ground level on the
roadside offer a more flexible and cost-effective alternative for capturing
videos of pedestrian crossings. Despite their advantages, roadside cam-
eras introduce challenges of their own, as overlapping, occlusion, and
lighting variations become more prominent in such setups. To ensure
their effectiveness in tracking pedestrians and vehicles, sophisticated
procedures are required to process video data effectively.

This paper tackles this need by developing a framework to track
pedestrians and vehicles in crowded urban environments using com-
puter vision. Moreover, it evaluates their legal or illegal behaviour at
traffic lights, counts the number of crossings at specific points, and
calculates the TTC'between pedestrians and vehicles. The framework is
implemented by collecting video data from smartphone cameras
mounted on ground-level tripods. Moreover, these cameras are easily
adaptable and accessible and do not require specialised, expensive, or
bulky equipment.

The framework integrates advanced deep learning models for object
detection and feature extraction, such as YOLOv8 and ResNet-50,
alongside a Re-ID network to consistently track objects across multiple
frames. Homography transformations map image coordinates to real-
world ground plane coordinates, providing spatial context and
enabling accurate tracking and behaviour analysis. Kalman filters pre-
dict object movement across frames, reducing noise and ensuring

! TTC determines the time remaining before two objects (e.g., a pedestrian
and a vehicle) collide, is a critical metric for assessing potential collision risks. It
is vital for proactive traffic safety measures, enabling authorities to implement
preventive actions before a collision occurs (Nikolaou et al., 2023; Ziakopoulos
et al., 2024).

continuity in tracking, while the Hungarian Algorithm optimises the
association between detected and tracked objects, minimising mis-
matches and improving reliability in complex urban scenes. Combining
these techniques ensures the framework achieves high accuracy and
robustness in complex urban environments with dense traffic and
frequent occlusions.

The framework’s capabilities to analyse pedestrian and vehicle
behaviour, count crossings, and calculate TTC from transformed street-
level data render it a powerful tool for monitoring and enhancing road
safety in urban settings with a researcher-friendly, low-cost, transferable
approach.

In summary, this paper aims to present an innovative framework that
combines state-of-the-art deep learning models, homography-based
transformations, Kalman filtering, and optimal assignment algorithms
to achieve high-accuracy pedestrian and vehicle tracking in urban set-
tings. The system’s ability to detect illegal behaviour and estimate TTC
provides valuable insights for improving traffic safety and supporting
urban planning and policy decisions.

Following this Introduction, the paper is structured as follows: In
Section 2, the relevant research is outlined in a Literature Review.
Section 3 describes the Methodology, detailing the framework’s devel-
opment and implementation. Section 4 presents the data required and
their processing. Section 5 reports the Results, showcasing the perfor-
mance in tracking accuracy, compliance analysis, and TTC estimation
within complex urban scenes. Section 6 provides a Discussion on the
practical implications, adaptability, and limitations of the framework
and emphasises future work by summarising the contributions and
suggesting enhancements for model robustness and extended analysis
capabilities.

2. Literature review
2.1. Object tracking

In recent years, object tracking based on computer vision has become
a cornerstone technology for enhancing traffic systems in urban envi-
ronments (e.g., Zou et al., 2023). Object tracking is the process of
following a particular object or multiple objects in a sequence of frames
from a video or image sequence. The goal is to locate the object of in-
terest and monitor its movement over time, overcoming challenges such
as occlusion, changes in scale, orientation, appearance, and environ-
mental factors like lighting or weather conditions (Razzok et al., 2023).
These challenges underscore the complexity of implementing robust
tracking systems in real-world scenarios.

Object tracking can be organised into two levels: SOT (Yadav and
Payandeh, 2018; Ramalakshmi and Alex, 2016; Koller-Meier and Ade,
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2001; Held et al., 2016) and MOT (Kocur and Ftacnik, 2021; Zhang
et al., 2021). SOT aims to estimate the trajectory of a target object over
time based on its initial location in the first frame of a video sequence.
MOT involves tracking multiple objects simultaneously, introducing
additional challenges such as appearance changes, identity switching,
and object occlusion, especially in dense or dynamic scenes (Ciaparrone
et al., 2020; Luo et al., 2021). These complexities underscore the
increasing demands on tracking systems as they evolve from operating
in controlled environments to managing chaotic real-world conditions
(Kasturi et al., 2008).

2.2. Techniques for MOT

MOT systems rely on various techniques to detect and track objects
across a sequence of frames, divided broadly into traditional approaches
and modern deep learning-based methods. While traditional approaches
laid the groundwork for MOT, modern methods have sought to address
their limitations, particularly in complex scenarios with high-density or
rapidly changing environments.

2.2.1. Traditional approaches

Historically, MOT methods have relied on classic algorithms such as
Kalman filtering and the Hungarian algorithm for trajectory prediction
and data association (e.g., Luetteke et al., 2012; Hamuda et al., 2018).

Kalman filtering, first proposed by Kalman (1960), is a predictive
tracking method that estimates an object’s future position based on its
motion history. By filtering out noise and minor fluctuations, it gener-
ates a smoother tracking trajectory and has become a cornerstone of
MOT systems (Maghdid et al., 2011; Ge et al., 2021). In the context of
multiple-object tracking, Kalman filtering typically operates in two
stages: first, predicting object positions and, second, applying data as-
sociation methods to robustly match these predictions with detected
objects across frames (Hamuda et al., 2018).

Various extensions of Kalman filtering have been developed for
specific tracking scenarios. For example, a Bayesian network was inte-
grated with Kalman filtering to address the challenge of associating
detections of multiple individuals in indoor environments (Chang and
Gong, 2001). Similarly, a distributed monitoring system employed
Kalman filtering to track moving people across multiple viewpoints
(Nguyen et al., 2003). In outdoor environments, a Combined Gaussian
Hidden Markov Model and Kalman Filter improved detection and
tracking accuracy, showcasing adaptability to dynamic settings (Vasuhi
and Vaidehi, 2014; Vasuhi et al., 2015).

The Hungarian algorithm, introduced by Kuhn (1955), complements
Kalman filtering by addressing the data association problem. It assigns
detected objects across consecutive frames by minimising the distance
between predicted and detected positions, effectively linking detections
over time. The combination of Kalman filters and the Hungarian algo-
rithm has been widely adopted due to its ability to optimise object
matching and manage challenges such as occlusion. For instance, this
combined approach has been applied to track multiple objects using a
single camera, enhancing tracking accuracy even in occlusion (Luetteke
et al., 2012; Nandashri and Smitha, 2015). Yussiff et al. (2014)
demonstrated its effectiveness in linking data between frames to main-
tain consistent tracking over a sequence.

In specialised applications, the versatility of Kalman filtering and the
Hungarian algorithm has been evident. For instance, they were used to
track multiple crop plants in video sequences, with the Hungarian al-
gorithm determining object centroids and mitigating misdetections
caused by environmental factors such as weather conditions, vibrations,
and varying capture speeds (Hamuda et al., 2018). These techniques
have also been applied in transportation systems, such as processing
video from moving platforms like transit buses for traffic monitoring
(Redmill et al., 2023).

Despite their demonstrated strengths, traditional MOT methods,
including Kalman filtering and the Hungarian algorithm, face significant
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limitations in crowded scenes with high levels of occlusion and noise.
The complexity of such environments often overwhelms these ap-
proaches, underscoring the need for advanced techniques to handle
these challenges effectively (Hamuda et al., 2018).

2.2.2. Modern approaches

In recent years, DL algorithms have become the leading approach for
object detection, recognition, and tracking in ADASs and AVs (e.g.,
Yusuf et al., 2024). These algorithms provide superior accuracy and the
ability to handle challenging conditions more effectively than tradi-
tional methods (Shivanna Malligere and Guo, 2023). Central to these
advancements are CNNs, which extract features from images and are
trained on labelled datasets containing annotated objects. Once trained,
CNNs can detect objects in unseen images, classify them, and when
combined with Kalman filters, track object states over time, enabling
robust detection and tracking capabilities (Shivanna Malligere and Guo,
2023).

The development of CNNs has significantly advanced the field, with
YOLO models leading the way. Introduced in 2016, YOLO transformed
object detection by reframing it as a single-pass regression problem,
simultaneously predicting bounding boxes and class probabilities from
image pixels. This unified approach enhanced both speed and accuracy,
making YOLO a cornerstone in real-time applications. Since its incep-
tion, the YOLO family has continued to evolve, with iterations such as
YOLOv7 and YOLOVS offering real-time processing and robust detection
in dense environments (Redmon, 2016; Guerrieri & Parla, 2022; Hus-
sain, 2023; Wang et al., 2023a; Hnoohom et al., 2024; Ultralytics, 2024).
Among these, YOLOV8 stands out for its state-of-the-art deep learning
techniques optimised for complex environments like urban settings,
where overlapping objects and rapid movements present significant
challenges (Wang et al., 2023a).

Efforts to improve MOT have led to frameworks like FairMOT, which
integrate detection and RelD tasks into a unified model using a Cen-
terNet backbone. This integration achieves balanced and accurate per-
formance, overcoming the limitations of earlier approaches that treated
detection and tracking as separate tasks (Zhang et al., 2021). However,
despite these advancements, persistent challenges remain, including
occlusions (where objects are blocked from view), identity switches
(where an object’s identity is mistakenly reassigned), and overlapping
objects, which can undermine tracking accuracy (Ciaparrone et al.,
2020).

Solutions such as DeepSORT and TrackletNet have addressed some
challenges by incorporating appearance models for object ReID across
frames. For instance, DeepSORT enhances tracking precision by
combining Kalman filters with appearance-based features and employs a
cascade matching mechanism that integrates motion and appearance
data, effectively reducing identity switches in dense environments
(Wang et al., 2019; Wang et al., 2023a). The integration of YOLO with
DeepSORT has demonstrated remarkable success in real-time tracking of
pedestrians and vehicles in complex driving scenarios, achieving higher
accuracy and outperforming earlier models in benchmarks like MOT17
and MOT20 (Wang et al., 2023a). This integration of detector and
tracker frameworks has shown robust performance, making it a
preferred solution for real-world applications such as autonomous
driving.

Beyond AVs, the application of DL-based tracking systems has
expanded to surveillance domains, where person RelD is critical, espe-
cially in environments with multiple overlapping camera views. Recent
advancements, such as the latest YOLO and ResNet models, have further
improved the accuracy and speed of tracking systems. YOLOV8 excels at
real-time detection, making it highly effective for tracking pedestrians
and vehicles in congested urban areas. Meanwhile, ResNet-50, a deep
CNN originally developed for image classification, is widely used for
feature extraction. Its ability to extract rich features helps in dis-
tinguishing objects and maintaining consistent tracking across frames,
even in challenging scenarios (He et al., 2016; MathWorks, 2024a).
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However, significant challenges persist. These include objects leav-
ing the frame due to occlusions or range limitations and variations in
pose, orientation, and lighting between frames. These issues often result
in tracking errors, where reappearing objects are mistaken for new ones,
leading to inconsistent tracking. To mitigate these problems, integrating
RelD networks is essential for maintaining consistent object identities.
ReID networks can address many of these challenges by associating
objects over extended temporal sequences, enabling more reliable
tracking (Zheng et al., 2015; Li et al., 2018; He et al., 2019).

While the field has made impressive strides, these limitations un-
derscore the need for further research. Current methods struggle with
long-term tracking in dynamic and cluttered environments, particularly
in persistent occlusions or rapid object appearance changes. Developing
advanced integration frameworks that synergise detection, ReID and
trajectory prediction remains a promising area for improvement, with
significant implications for real-world applications in traffic systems and
surveillance.

2.2.3. Homography transformation and TTC estimation

One critical step in tracking pedestrians and vehicles is converting
image coordinates to real-world ground plane coordinates. This trans-
formation is achieved through homography, a projective transformation
that maps points in the video frame to corresponding real-world co-
ordinates. Homography is particularly useful in traffic systems, where
image data must be accurately mapped to ground surface coordinates
(Luo et al., 2023). In this context, homography-based techniques have
been applied for specific purposes, such as estimating the orientation of
a vehicle-mounted camera relative to the road surface. Dynamic changes
in camera orientation due to road irregularities or vehicle dynamics can
significantly impact tracking accuracy and behaviour analysis
(Westerhoff et al., 2016). These transformations are essential for pro-
jecting video coordinates onto a real-world ground plane, enhancing
tracking precision and enabling detailed behaviour analysis, such as
detecting illegal crossings and assessing proximity to traffic signals
(Hartley & Zisserman, 2004). By aligning image-plane data with real-
world context, this approach improves behaviour analysis and facili-
tates more accurate estimations of SSMs.

SSMs are increasingly utilised in traffic safety research as alterna-
tives to traditional crash data, which can be limited or outdated. These
proactive safety indicators analyse near-misses, conflicts, and other
critical interactions between traffic objects, enabling researchers to
evaluate risk levels without relying on crash occurrences (e.g., Tarko,
2018; Gehrke et al., 2023). Key SSMs include TTC, PET, and DST, among
others. TTC is a vital metric for assessing potential collision risks be-
tween pedestrians and vehicles. It estimates the time remaining before
two objects (e.g., a pedestrian and a vehicle) will collide based on their
relative speed and distance (Rosu et al., 2023). The TTC metric provides
a valuable tool for assessing imminent collision risks in traffic scenarios,
giving accurate input for the road safety sector (Minderhoud and Bovy,
2001; Vogel, 2003; Hnoohom et al., 2024). Often, Kalman filters, which
predict future object positions based on current motion, are integrated
into TTC estimation frameworks. These filters provide robust pre-
dictions by continuously updating state estimates with new measure-
ments, allowing systems to flag potential collision risks in real-time (Lim
et al., 2018).

In applications involving monocular cameras, such as real-time for-
ward collision warning systems, TTC estimation can be particularly
challenging due to the inherent limitations of monocular vision, notably
the lack of depth perception. To address this, researchers have devel-
oped advanced filtering methods, such as the nested Kalman filter, sta-
bilising distance and velocity measurements, even without additional
sensors like LIDAR or RADAR. This nested filtering approach reduces
noise and inaccuracies in the data collected from monocular cameras,
significantly improving the accuracy of TTC estimation (Lim et al.,
2018). For instance, using a monocular camera, the width of a detected
vehicle can serve as a proxy to estimate its distance from the camera.
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Velocity is then derived from the change in distance over time. The
nested Kalman filter stabilises the noisy distance data and applies a
secondary filter to predict and stabilise the relative velocity of the
detected object. Once both distance and velocity are stabilised, the TTC
can be accurately calculated. This process reduces false alarms in colli-
sion warning systems, ensuring that only genuine threats are flagged
(Lim et al., 2018).

Despite these advancements, homography and TTC estimation in
real-time traffic scenarios still face challenges. Calibration errors, dy-
namic road conditions, and the limitations of monocular vision, espe-
cially in crowded environments, might hinder accuracy.

2.3. Literature gaps

Despite considerable progress in object detection, tracking, and
behaviour analysis in urban environments, several important gaps
remain in the related literature:

1. Limited Integration of Multiple Advanced Models: Most studies
focus on using individual models for either object detection or Re-ID.
For instance, Li et al. (2018) and He et al. (2019) apply deep learning
models for specific tasks, but they seldom integrate these into a
comprehensive framework. There is a gap in developing systems that
combine multiple models, such as YOLOVS for detection, ResNet-50
for feature extraction, and a Re-ID network for maintaining object
identities across multiple frames. This integration could significantly
enhance tracking robustness and accuracy, particularly when utilis-
ing smartphone camera data collected from ground-level perspec-
tives in crowded urban environments. Such data, though more
susceptible to occlusion and lighting variations, offers a flexible, low-
cost alternative with the potential to improve the transferability of
tracking systems across diverse urban environments.

2. Lack of Real-World Coordinate Mapping in Tracking: While
homography transformations are recognised for their ability to
project image coordinates onto real-world planes (Hartley & Zisser-
man, 2004), much of the research remains limited to pixel-based
tracking. It limits the capacity to perform behaviour analysis in
real-world terms, such as assessing pedestrian compliance with
traffic signals or monitoring vehicle trajectories (Rosu et al., 2023). A
gap exists in integrating homography transformations for accurate
projection to real-world coordinates, crucial for applications like
traffic safety analysis (Wang et al., 2023a). This integration could
substantially improve tracking performance by addressing the
perspective distortions inherent in smartphone recording.

3. Challenges in Handling Dynamic Environments Using Predic-
tive Models: Kalman filters are commonly used for predictive
modelling in tracking, but their performance degrades in complex,
dynamic environments, especially when faced with noise and sudden
object movements (Maghdid et al., 2011). Current studies do not
fully address these limitations, and there is a need for adaptive noise-
tuning techniques that can improve the performance of Kalman fil-
ters in handling unpredictable object movements and varying con-
ditions, such as in the case of crowded urban environments.

4. Limited Re-ID Applications Across Multiple Object Domains:
Most existing Re-ID research focuses either on pedestrian or vehicle
Re-ID in isolation (He et al., 2016; Li et al., 2018). There is limited
work extending Re-ID to handle diverse object types within the same
system. Extending Re-ID methods to multiple domains (pedestrians
and vehicles) would reduce tracking errors and improve object
identity maintenance after occlusions. This multi-domain Re-ID re-
mains underexplored and is crucial for more robust tracking in real-
world applications (Zheng et al., 2015).

5. Insufficient Integration of Behavioural Analysis with Object
Tracking: While object tracking is a well-explored field, its inte-
gration with behavioural analysis is limited, particularly in scenarios
involving compliance with traffic signals. Previous literature
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emphasises object tracking but often overlooks combining this with
real-time traffic signal detection for assessing pedestrian and vehicle
behaviours, such as illegal crossings (e.g., Kasturi et al., 2008). There
is a need for integrated systems that combine object tracking with
behavioural analysis to provide a more comprehensive view of road
safety in crowded urban environments (Rosu et al., 2023), particu-
larly for VRUs as pedestrians.

6. Underutilisation of TTC for Pedestrian-Vehicle Interaction
Analysis: TTC has been widely utilised as a safety indicator,
particularly in vehicle-to-vehicle interactions (e.g., Vogel, 2003).
However, its application in predicting pedestrian-vehicle in-
teractions remains limited and has primarily been explored through
simulations or controlled scenarios involving non-motorised vehi-
cles, such as bicycles or wheelchairs (e.g., Rosu et al., 2023; Hnoo-
hom et al., 2024). This highlights a research gap in addressing
pedestrian safety within mixed traffic scenarios. Expanding the use
of TTC to analyse pedestrian-vehicle interactions in real-world set-
tings with motorised vehicles could aid in identifying high-risk sit-
uations before collisions occur, thereby contributing to improved
road safety measures in crowded urban environments.

The present research aims to contribute to the State-of-Art by filling
all these gaps in a comprehensive manner.

3. Methodology
3.1. Overview

As depicted in the flowchart in Fig. 1, the proposed framework is
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organised into three main blocks:

1. BLOCK 1 manages video input, model loading (i.e., YOLOvS8, ResNet-
50, and Re-Id Network), and homography initialisation.

2. BLOCK 2, the core processing block, focuses on frame-by-frame ob-
ject detection, tracking, behaviour analysis, counting, speed analysis,
and TTC computation.

3. BLOCK 3 generates the final outputs, including annotated videos,
map projections, and data files that store tracking information and
TTC values for further analysis.

The content of each block is detailed in what follows.
3.2. Block 1: Video definition, model loading, and initialisation

As shown in the flowchart in Fig. 2, BLOCK 1 manages video input,
model loading, and homography initialisation and is organised into 3
Steps. The content of each Step is detailed below.

3.2.1. Step 1.1: Acquire, Pre-Process and Load Raw Videos

In Step 1.1, the input videos are collected, pre-processed, and loaded
as a sequence of frames. This step consists of three critical phases,
described in the following.

3.2.1.1. Video acquisition and storing. Videos are recorded by trained
personnel using portable devices, such as video cameras or smartphones,
securely mounted on a tripod. The recording devices must have suffi-
cient battery capacity (or be connected to a portable power supply) and
ample storage to ensure uninterrupted operation throughout the entire

Input: Raw Video, YOLOvE, ResNet-50, Re-ID Network

'

BLOCK 1: Video Definition, Model Loading, and Initialization

'

Cutput: Initialized Models, Filters, Homography Matrix

'

BLOCK 2: Frame Processing

'

Output; Processed Frames, Tracking Data, Behavior Status

'

BLOCK 3: Generating Final Outputs

'

g

el
g
el

Output: Annotated Videos, Tracking and TTC Data Files

—
_

—
g

Fig. 1. Flowchart with the structure of the proposed algorithm.
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/ Input Raw Video /

L

Step 1.1: Acquire, Store, Pre-Process and Load Kaw Videos

v

/ Pre-Processed Video Frames /

L

Step 1.2: Load YOLOw8, ReslNet-50, and Re-ID Network

V

/ Loaded Ubject Detection and Re-1U) Models /

L

Step 1.3: Define Homography Matnx

v

/ Homography Matriz /
\J

Step 1.4 Imtialize Kalman Filters and History Structures

;4

/ Initiaized Ealman Filters, History Structures /

v

/ Final Output: Loaded Video, Initialized Models, Filters, and Homography Matnx

Fig. 2. Flowchart of BLOCK 1.

monitoring period. The tripod is crucial for maintaining video stability
and preventing movements that could compromise the accuracy of the
tracking process. The acquisition point and horizontal camera angle
must be carefully selected to ensure clear visibility of pedestrian crossing
areas, traffic lights, and approaching vehicles. The vertical camera angle
should be adjusted so that the video plane is approximately perpendic-
ular, thereby minimising perspective distortions.

This study represents an experimental approach using a cost-
effective, portable solution for rapid field research as opposed to
cumbersome and costly fixed sensors. Videos are captured from street
level, offering a novel perspective for analysing pedestrian and traffic
interactions. This innovative approach is exploratory in nature, as it was
uncertain how far this method could advance, given potential challenges
such as lighting, camera angle, weather conditions, and other environ-
mental factors affecting error rates. Additionally, care must be taken to
avoid elements in the visual field, such as moving vegetation or
obstructive road furniture, that could hinder the tracking process. The
recording resolution should strike a balance between ensuring adequate
detail for tracking and minimising unnecessary data load, with consid-
eration given to the distance between the recording point and the scene.
Admittedly, higher engagement of field researchers is required in this
stage compared to the others.

After the acquisition, to safeguard privacy, all video data is stored in
secure environments protected by password-accessible systems,
restricted to authorised personnel only, and permanently erased from
portable devices. Encryption techniques are used to protect sensitive
information during storage and transmission. These safeguards ensure
compliance with privacy regulations and high-security standards.

3.2.1.2. Manual pre-processing. Subsequently, the videos are manually
reviewed and pre-processed to eliminate potential sources of malfunc-
tion in the algorithm. If significant movements (e.g., camera shifts) are
detected in the footage, the affected video must be divided into smaller,

stable portions. Each portion should be processed separately to ensure
alignment, as major movements can disrupt the accuracy of homog-
raphy transformations applied later in the process.

3.2.1.3. Loading videos into the processing environment. Once pre-
processed, the videos are loaded into the automatic processing envi-
ronment as a sequence of frames. This sequential representation is
crucial for analysing visual data over time.

More formally, let:

e V be the input video

e T be the set of timestamps associated with V and t € T be the generic
timestamp.

o F be the set of frames extracted from V, and f(t) € F be the frame at
the generic timestamp t € T.

e At be the time interval between two consecutive frames.

Each frame f(t) € F is represented as a three-dimensional matrix of
size h x w x 3, where:

e h is the height of the frame in pixels.

e w is the width of the frame in pixels.

e The number 3 corresponds to the three colour channels in the RGB
colour space.

By loading the video this way, the algorithm can process each frame
individually, detect and track objects, and analyse movements.

3.2.2. Step 1.2: Load YOLOvVS, ResNet-50 and Re-ID network

In Step 1.2, several pre-trained deep-learning models are loaded to
effectively detect and track objects within the frames. This is a crucial
task as these models provide the tools for object detection, feature
extraction, and Re-ID.
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3.2.2.1. YOLOVS for object detection. In this phase, a pre-trained YOLO
model is loaded to detect pedestrians and vehicles within each frame.
Specifically, YOLOVS is selected for its superior performance in dense
urban environments, where accurate detection is critical. Particularly,
the “yolov8m” version of YOLOV8 is employed in this study. As a
medium-sized pre-trained model, “yolov8m” balances computational
demand and accuracy (MathWorks Development, 2024).

3.2.2.2. ResNet-50 for feature extraction. In this phase, a pre-trained
MATLABO ResNet-50 is loaded and prepared to extract feature vectors
from each detected object, encapsulating their visual appearance. The
model is trained on over a million images, contains 177 layers corre-
sponding to a 50-layer residual network, and can classify images into
1,000 different object categories (MathWorks, 2024a).

3.2.2.3. Re-ID network for object Re-identification. Therefore, in this
phase, a pre-trained MATLABO Re-ID network is loaded and prepared to
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extract embeddings, which are vector representations of objects that
capture essential features (e.g. shape, colour, texture) in a compact form.
These embeddings are designed to be invariant to changes in viewpoint,
lighting, and occlusions, ensuring accurate and continuous tracking
(MathWorks, 2024b). Importantly, the features used for Re-ID are nu-
merical representations that cannot be traced back to personal data.

3.2.3. Step 1.3: Define homography matrix

In Step 1.3, a homography matrix, denoted as H, is defined to map
points from the v video plane (video coordinates) to the ground plane
(real-world coordinates). This process involves selecting some reference
points and fitting the homography matrix by solving a system of linear
equations. More details are provided in the Supplemental Materials
(Section 1).

3.2.4. Step 1.4: Initialise Kalman filters and history structures.
In Step 1.4, Kalman Filters and history structures are initialised for
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the predictive tracking of the objects and for storing all relevant infor-
mation for each tracked object, respectively.

3.2.4.1. Kalman filters for predictive tracking. In this phase, Kalman fil-
ters are initialised and prepared to predict the future positions and ve-
locities for each tracked object, aiding in maintaining object identities
over time.

3.2.4.2. History structures. To maintain a record of each object’s state
over time, in this phase history structures are initialised for both pe-
destrians and vehicles (i.e., HIS,4 and HIS,.,, respectively). These
structures are initialised to maintain a record of each object’s state over
time, including positional and velocity data, as well as appearance
features like colour and shape. They are essential for maintaining
consistent identities for tracked objects and analysing object behaviours
across frames, helping to reduce errors in identity switches and occlu-
sion scenarios.

3.3. Block 2: Frame processing

As shown in the flowchart in Fig. 3, BLOCK 2 processes each frame
and involves 13 steps to detect, predict, and track objects while ana-
lysing their behaviours and calculating important metrics like speed and
TTC.

3.3.1. Step 2.1: Detect objects and extract features

Step 2.1 involves the detection of the objects (i.e., pedestrians and
vehicles) and the extraction of some object’s characteristics that will
support the subsequent tracking process.

3.3.1.1. Object detection with YOLOV8. In each frame f(t) € F, the
YOLOv8 model is applied. This detection provides the locations and
confidence scores of objects in the frame.

More formally, let:

e YOLO(f(t)) be the YOLOV8 object detection function applied to the
frame f(t).

e N(t) be the set of objects detected in frame f(t) at time t € T. Each
element n € N(t) represent a detected object at time t € T.

e D(t) be the set of detection data in frame f(t). Each element d, € D(t)
represents the detection data associated to the detected object n €
N(t) at time t € T. More details on detection data are provided in the
Supplemental Materials (Section 2).

Thus, the set of object detections D(t) is computed by applying the
YOLOvV8 model, according to Eqn. (1):

D(t) = YOLO(f(t));Vt € T; (€9)]

Using YOLOVS8 ensures efficient and accurate object detection, which is
critical for initiating and maintaining tracking throughout the video
sequence.

3.3.1.2. Feature extraction with ResNet-50 and object Re-Identification
with Re-ID network. In each frame f(t) € F, the ResNet-50 model is
applied to extract feature vectors from each detected object, encapsu-
lating its visual appearance. These feature vectors enable the framework
to compare objects based on visual characteristics, facilitating consistent
tracking across frames. Similarly, the Re-ID Network model extracts
embeddings—compact, numerical representations of each object’s
unique features—to support accurate and continuous tracking. Using
these embeddings, the framework can re-identify and match objects that
reappear after being temporarily occluded or out of view, ensuring
precise and continuous tracking.
More formally, let be:
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e ResNet(f(t),b,) and ReID(f(t),b,) be the ResNet-50 and Re-ID
Network functions applied to the frame f(t) and bounding box by,
respectively.

o rn(t) and e, (t) be the feature and the embedding vector for the object
n € N(t) at time t € T, respectively.

For a detected object n € N(t), the feature and the embedding vectors
are computed as r,(t) = ResNet(f(t),b,) and en(t) = ReID(f(t),bn)
(Vt € T;Vn € N(t)), respectively.

3.3.2. Step 2.2: Predict positions with Kalman filter

Step 2.2 involves predicting the future positions of the objects. This
task is fundamental for maintaining consistent tracking and preparing
for behaviour analysis.

More formally, let be M(t) be the set of tracked objects at time t € T.
Each element m € M(t) represent a generic tracked object, which may
correspond to a detection n € N(t) after the matching process.

In each frame f(t) € F, Kalman filters are used to predict the future
positions and velocities for each m € M(t), aiding in maintaining object
identities over the frames.

The Kalman filter operates in two phases — prediction and update —
and integrates an adaptive noise-tuning process based on exponential
smoothing. More details about Step 2.2 are provided in the Supple-
mental Materials (Section 3).

3.3.3. Step 2.3: Average features for tracked objects

In Step 2.3, once an object m € M(t) has been successfully tracked
across multiple frames, its average feature and embedding vectors,
denoted as 7n(t) and en(t), respectively, are computed over the time.
This averaging helps to smooth out variations and improve the consis-
tency of the object’s representation, making the matching process more
stable and reliable across successive frames. The length of the history
used for averaging is dynamically adjusted based on the object’s
tracking performance. Specifically, the number of consecutive frames in
which the object has been successfully matched influences the history
length, increasing it as the object remains tracked over more frames.
This approach enables more robust smoothing over time, enhancing
stability during occlusion or erratic movements (Yilmaz et al., 2006).
More details about the averaging are provided in the Supplemental
Materials (Section 4).

3.3.4. Step 2.4: Apply homography projection

In Step 2.4, the detected and tracked objects are projected from video
coordinates onto the ground plane using the homography matrix H. This
task is a prerequisite for analysing object movements in real-world co-
ordinates, which is essential for assessing behaviours relative to traffic
lights and calculating distances and speeds accurately.

More formally, for each detected object n € N(t), the bottom-centre
point of its bounding box in video coordinates, denoted as pimqgen, is
selected. Next, the corresponding point in the world (ground) plane,
denoted as pyondn, is computed by applying homography:

Puorian = H ® Pinagen; 1 € N(2); 2

Similarly, for each tracked object m € M(t), the predicted position in
video coordinates, denoted as Pimagem, is extracted from the Kalman
Filter and the corresponding point in the world (ground) plane, denoted
as Dworidm, is computed by applying homography:

Dwortdm = H ® Dimagem; VM € M<t)1, 3)

3.3.5. Step 2.5: Match objects using the Hungarian algorithm

In Step 2.5, detected objects are matched with tracked ones, which is
crucial for maintaining consistent identities. The matching is performed
using the Hungarian Algorithm, the Munkres variant of which is chosen
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because it improves computational efficiency and handles real-world
scenarios more effectively (Munkres, 1957). The matching process is
outlined as follows.

3.3.5.1. Cost matrix construction. A cost matrix C is generated where
each element C, ,, represents the cost of assigning the detected objectn
N(t) to the tracked object m € M(t). The cost is calculated based on
multiple factors to ensure robust matching. More formally, let:

e JoUp,, be the Intersection over Union between the bounding boxes b,

and by, defined as follows (higher values indicates a better spatial
match):

area(b, N Em)

sVt € T;V(n, N M(t); 4
arca(b, Uby) te (n,m) € N(t) x M(t) 4)

This metric is commonly used in object detection to quantify how
closely two bounding boxes match, with higher values indicating a
better spatial alignment. Here, “union” refers to the mathematical union
of the areas, not a physical joining of the objects.

o CosSiMpqnm be the Cosine Similarity of feature vectors r,(t) and
Tm(t), defined as follows (values close to 1 indicate high visual
similarity):

rn(t) ° T‘m(t)

7Hrn(t)\ll\?m(t)|\;w € T;V(n,m) € N(t) x M(t); 5)

COSSimfeaLn,m =

o CosSiMemp nm be the Cosine Similarity of embedding vectors e, (t) and
em(t), defined as follows (values close to 1 indicate high visual
similarity):

eq(t) e en(t)

llea(e)][[[em(e)]]

CosSiMempnm = ;Vt € T;V(n,m) € N(t) x M(t); 6)

e d,, be the Euclidean distance between projected ground positions
Dworldn and Dyoriam, defined as follows (smaller distances indicate
better alignment):

dn,m = prorld.n - ﬁworld.m”;vr S T:, V(Tl, m) € N(t) X M(t)§ (7)

® Dy, be the maximum expected Euclidean distance diengoignm for
normalisation.

® WioU, Wieats Wemp and Weene be the weights for IoUym, CosSiMparnm,
CosSimemp nm and dn, factors, respectively. The values must be
assigned such that Wiy + Wear + Wemp + Weene = 1.

e Spm be a binary variable, defined as follows:

P 1 if detected object n is assigned to tracked object m
S otherwise ’

Vt € T;V(n,m) € N(t) x M(t); ®

The total cost C,, is computed as a weighted sum of these factors, as
indicated in Eqn. (9). Negative signs are applied to IoUy m, C0sSiMyeqt nm
and CosSimemp n m because higher values of these factors indicate a better
match, and, thus, a lower cost. Additionally, cosine similarity returns
values between —1 and +1, and d,, represents a distance that can
exceed 1. Since the cost matrix involves different metrics, it’s common
to normalise all metrics to the same range, typically between 0 and 1, to
ensure consistency when combining them. Therefore, normalisations are
introduced in Eqn. (9) for these factors.
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CosSiMyeqenm + 1

Cn.m = —Wpu ® IOUn.m — Weear ® 2 — Wemb
. CosSiMempnm + 1 A Wegs dcentroid.n,m; Ve
2 'max
€ T;V(n,m) € N(t) x M(t); 9

3.3.5.2. Optimal assignment. The assignment problem is formulated as
follows:

minz Z CrmOam; Vt € T; (10)

neN(t) meM(t—At)

Subject to the following constraints:
1. Each detected object is assigned to at most one tracked object

> bum < 1;VE € T;Vn € N(b); 11)

meM(t—At)
2. Each tracked object is assigned to at most one detected object

> 6um < 1;Vt € T;¥m € M(t — At); 12)

nenN(t)

This optimisation is solved using the Munkres variant of the Hungarian
Algorithm, ensuring that the best possible matches between detected
and tracked objects are established (MathWorks, 2024c).

3.3.5.3. Identification of unmatched objects. When new detected objects
do not correspond to any existing tracked objects, they are marked as
unmatched detections. Similarly, when existing tracked objects do not
correspond to newly detected objects, they are marked as unmatched
tracks. These unmatched objects are stored for potential Re-ID in sub-
sequent frames.

3.3.6. Step 2.6: Apply Savitzky-Golay filter for unmatched objects

After applying the matching process, in Step 2.6, the Savitzky-Golay
filter is applied to smooth the trajectory of tracked pedestrians and ve-
hicles that have temporarily gone unmatched (Savitzky & Golay, 1964).
The filter helps prevent abrupt position changes caused by missing de-
tections (e.g., temporary occlusions), ensuring the predicted trajectories
of unmatched objects remain consistent and accurate for Re-ID or
further tracking. More details about the filtering process are provided in
the Supplemental Materials (Section 5).

3.3.7. Step 2.7: Re-Identify unmatched objects

In Step 2.7, the Re-ID embedding vectors for detections and tracks
that remain unmatched after the assignment are compared to re-identify
objects that may have reappeared after occlusion or temporary disap-
pearance. More formally, let:

e leng_Reld be the history length (expressed in number of frames or,
equivalently, in number of timestamps) for the Re-ID process.
o Orea be the cosine similarity threshold for the Re-ID process.

If the cosine similarity between the Re-ID embeddings vectors ex-
ceeds Ogqq, the unmatched detection is re-associated with the corre-
sponding unmatched track, as follows:

If CosSiMempnm > Orerd, then assign n to m;

vt € T;V(n,m) € N(t) x M(t) | n = unmatched and m = unmatched,
13)

3.3.8. Step 2.8: Detect traffic light state

In Step 2.8, the state of the pedestrian traffic lights is detected by
analysing specific ROIs within the frame where the traffic lights are
located. This process is essential to support the subsequent object
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behaviour analysis and to determine legal or illegal actions made by
pedestrians and vehicles. It proceeds as follows.

3.3.8.1. Colour space conversion. Colour segmentation is performed by
converting the pixel values within the ROIs from the RGB colour space to
the HSV colour space. HSV is preferred because hue values are more
invariant to lighting conditions, making colour detection more reliable
(Gonzalez & Woods, 2018).

Let be:

® ROI,q and ROIg.; be the ROIs corresponding to red and green
pedestrian traffic lights, respectively.

® RGB,4(t) and RGBgren(t) be the RGB pixel values in the ROI,.4 and
ROIgen, respectively, at time t € T.

o HUE,(t) and HUEg.e(t) be the hue components of the converted
HSV images corresponding to the ROI,.q and ROIgrn, respectively, at
timet e T.

Hue components are extracted from the RGB pixel values using a
proper converting function (denoted as RGBtoHUE):

HUEy4(t) = RGBtoHUE(RGB,4(t)); Vt € T: (14)

HUEgroen(t) = RGBtoHUE(RGBreen(t)); Vt € T; (15)
3.3.8.2. Thresholding and State determination. To determine the traffic
light’s state, hue values are compared against predefined thresholds that
correspond to red and green colours.

More formally, let Sy, (t) be the state of traffic light at time t € T. If
the hue values in HUEgoy_r4(t) fall within the red hue range (i.e., 0° to
10°, or 350° to 360°), then, Sy (t) = red; if they fall within the green
hue range (i.e., 85° to 150°), then, Syg(t) = green; otherwise, if neither
condition is met, or if the light is occluded by vehicles or pedestrians,
then Sygn (t) = unknown.

3.3.9. Step 2.9: Analyse pedestrians and vehicles behaviour

In Step 2.9, the behaviour of pedestrians and vehicles relative to the
pedestrian traffic light state is analysed. This is essential for identifying
legal or illegal actions. Focusing on pedestrians, let:

e PED(t) C M(t) be the set of tracked pedestrians at time t € T, and
ped € PED(t) be a generic pedestrian.

® Duworldpea De the ground plane position of tracked pedestrian
ped € PED(t).

® ROl be the ROI corresponding to the crosswalk area.

® S,q(t) be the behaviour status of tracked pedestrian ped € PED(t).

If Pworldped € ROl ross, the pedestrian behaviour is classified as follows:

illegal if Sygne (t) = red
legal if Signe(t) = green ;
unknown  if Syg, (t) = unknown

Spea(t) = (16)

Conversely, if pyoriaped & ROl 055, the behaviour is always classified as
legal.

As for the vehicles, the behaviour classification is performed in a
similarly way, by replacing the PED(t) C M(t) with the set of tracked
vehicles, denoted as VEH(t) C M(t). Moreover, since the Sy (t) refers to
the pedestrian traffic light, a vehicle is considered illegal or illegal when
the traffic light is green and red, respectively.

This behaviour analysis helps in identifying and flagging any illegal
actions, which is critical for traffic enforcement and safety applications.

3.3.10. Step 2.10: Count pedestrians and vehicles
In Step 2.10, pedestrians and vehicles crossing specific sections are
counted using a combination of tracking, history maintenance, and gate

10
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passage detection logic. This increases the algorithm performance by
ensuring accurate counts and preventing overcounting caused by oc-
clusions or identity changes (Kasturi et al., 2008).

Gates are defined for both pedestrians and vehicles. Each gate is a
line segment in the ground plane, disposed perpendicularly to the ex-
pected trajectory of the object to be counted. Therefore, pedestrian gates
are perpendicular to crosswalks, while vehicle gates are perpendicular
to the carriageway.

More formally, let:

e GA be the set of gates, and ga € GA be a generic gate.
® Niegaiga(t), Nittegatga(t) and Nypkownga(t) be the cumulative number of
legal, illegal and unknown crossings at the gate ga € GA attimet € T.

For each gate ga € GA and tracked objected m € M(t), a crossing
event is detected by considering two key factors: the projection of the
object’s centroid onto the gate ga € GA and perpendicular distance be-
tween the object’s centroid and the gate line. Hence, a flag-based and
confidence-based mechanism is implemented for overcounting preven-
tion. Each gate records three types of crossings events: legal crossings,
illegal crossings, and unknown crossings, determined by the object
status Sy, (t) (i.e., Speq(t) Or Syep(t)) at the time t € T of the crossing. Thus,
Niegatga(t); Nitegatga(t) and Nypkownga(t) are updated accordingly. More
details about the counting process are provided in the Supplemental
Materials (Section 6).

3.3.11. Step 2.11: Calculate velocity and speed

In Step 2.11, the speed of tracked objects is calculated. This is a
prerequisite for the subsequent TTC computation. More formally, let
vm(t) be the velocity vector of object m € M(t) at time t € T. For each
tracked object m € M(t), the speed is calculated as the magnitude of
vm(t). Next, to ensure accuracy, outliers in speed calculations are
removed using the Median Absolute Deviation method and considering
a maximum plausible speed (Iglewicz & Hoaglin, 1993; Leys et al.,
2013). More details about the speed calculation process are provided in
the Supplemental Materials (Section 7).

3.3.12. Step 2.12: Calculate TTC

In Step 2.12, the TTC between pedestrian and vehicle pairs is
calculated. This is crucial for assessing movement dynamics and iden-
tifying potential collisions (Rosu et al., 2023). More formally, let
TTCpeqven(t) be the TTC for the pair ped € PED; and veh € VEH; at time
t € T.Itis computed as the ratio of the magnitude of the relative position
to the magnitude of the component of the relative velocity in the di-
rection of the relative position. More details about the TTC calculation
process are provided in the Supplemental Materials (Section 8).

3.3.13. Step 2.13: Annotate frame
In Step 2.13, each frame is annotated with critical information to
facilitate visual analysis and interpretation. The annotations include:

Traffic Light State (S, (t)): Displayed as red, green, or unknown.

e Pedestrian and Vehicle IDs: Unique identifiers assigned to each

object for tracking purposes.

Speed (speed,,(t)): Displayed next to the tracked object, indicating its

current speed in meters per second.

e Behaviour Status (Sy.q, Syer): Indicated as legal, illegal, or unknown
based on the behaviour analysis.

e Minimum Time-to-Collision (min(TTCpeqyen(t))): Displayed for

the pedestrian-vehicle pair with the lowest TTC.

These annotations are overlaid on:

Original Video Frames: Providing context within the actual scene.
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e Ground-Plane View: Showing object movements and interactions in
real-world coordinates.

3.4. Block 3: Generating final outputs

As shown in the flowchart in Fig. 4, BLOCK 3 involves 3 Steps to
generate the final outputs of the framework. These include an annotated
on-street video, an annotated map video and a data file with tracking,
counting and TTC information. This block is essential for results analysis
and further applications.

3.4.1. Step 3.1: Export Annotated on-street video

In Step 3.1, a video file containing the original frames with all an-
notations is generated and saved. This video allows for visual analysis of
object movements, behaviours, and potential collision from the On-
Street perspective.

3.4.2. Step 3.2: Export annotated map video

In Step 3.2, a video projecting the real-time positions of pedestrians
and vehicles onto a static map image (e.g., aerial view) is generated and
saved. This video provides an overhead view, ensuring correct object
placement using the homography matrix for accurate correspondence
with real-world positions. It complements the On-Street video by of-
fering a top-down perspective for traffic analysis and pedestrian-vehicle
interaction.

3.4.3. Step 3.3: Export tracking, counting and TTC data
In Step 3.3, a data file (e.g., .csv or .mat format) containing detailed
information is generated and saved. It includes positions, velocities,

speeds, behaviour statuses, gate counting and TTC values for all tracked
objects.

4. Real world-experiment
4.1. Data collection

Within the context of the PHOEBE project, a comprehensive real-
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world data collection experiment was conducted in the City of Athens.
This experiment focused on the behaviour of VRUs, such as pedestrians,
in relation to traffic law violations, including speeding, illegal crossings,
and jaywalking, across different urban locations. Eight specific locations
in central Athens were identified based on their high traffic and
pedestrian volumes, together with high conflict/incident potentials.
These spots were along key road axes in the centre of Athens, such as
Leof. Vasileos Konstantinou, Leof. Vasilissis Sofias, and Panepistimiou
Street, where multiple traffic metrics, including speeding, illegal cross-
ings, and jaywalking, were monitored.

The data collection involved the use of video cameras positioned at
each location, capturing both peak and off-peak hours over the course of
two working days (Tuesday and Thursday) each week for two weeks in a
month. The intent of the experimental design was to acquire represen-
tative typical peak and off-peak areas for Athens. To ensure replicability
and avoid potential sources of error, videos were recorded under
favourable weather conditions and optimal lighting (i.e., daylight
hours). This approach yielded a total of 64 h of video footage, with 8 h
recorded per location. The scientific purpose of this data collection was
to study non-compliance behaviours and how these behaviours
contribute to potential collision risks, particularly focusing on TTC
metrics between vehicles and pedestrians.

4.2. Data processing

The overall framework was executed using a MATLABO script on a
standard mobile workstation equipped with an Intel® Core™ i7-10750H
CPU operating at 2.60 GHz, 32 GB of RAM, and Windows 11 Pro 64-bit.
About one hour of video footage from the Omonoia Square spot was
processed to show the viability of the proposed framework.

The following section outlines the key parameters established for the
processing steps. Only the steps requiring parameter settings are
included, as other steps do not necessitate specific parameters.

For defining the homography matrix (i.e., Step 1.3), aerial images
from Google Maps© were imported into a CAD environment and scaled
with a reference length to obtain a model of the real-world ground plane.
The reference points (i.e., V and G) were empirically chosen based on

/ Input Tracked Objects, Detected Behavior, Speeds, TTC, Annotated Frames /

Y

Step 4.1: Export Annotated On-Street Video
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Step 3.3: Ezport Tracking and TTC Data
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Fig. 4. Flowchart of BLOCK 3.
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easily recognisable objects in both aerial images and in video frames, e.
g., the corners of crosswalks and divisional islands. As an illustrative
example, Fig. 5 and Fig. 6 show the reference points in the video and
ground planes, respectively, chosen for the Omonoia Square spot. The
coordinates in the video and ground planes are given in Table 1, while
the resulting homography matrix is provided in Table 2.

As for the adaptive noise tuning of the Kalman filter (i.e., Step 2.2),
the adaptive factor (i.e., adaptiveFactor) was set to 0.05, balancing
responsiveness with stability. This value enabled for controlled adjust-
ments to covariance matrices, reflecting system noise characteristics and
ensuring convergence without destabilising the filter (Simon, 2006).

Regarding the averaging of features for tracked objects (i.e., Step
2.3), after several improvement attempts, the base history length (i.e.,
baseHistLength) was empirically set to 10 frames, allowing the frame-
work to establish a reliable representation of the tracked object while
maintaining responsiveness to changes in appearance. Furthermore, an
upper bound of 30 frames (i.e., upperBound) was implemented to miti-
gate potential memory overload and to allow the system to adapt to
varying tracking conditions, thereby improving performance during
periods of occlusion or erratic movements (Jia et al., 2012; Yi et al.,
2022).

For object matching using the Hungarian algorithm (i.e., Step 2.5),
the cost matrix weights Wiy, Wrear, Wemp and wee,; Were empirically set to
0.1, 0.3, 0.4 and 0.2, respectively. Particularly, the weight wgq = 0.3
emphasises feature similarity, which is crucial in crowded scenes where
visual characteristics can help differentiate objects. Research indicates
that maintaining a strong weight on feature-based metrics enhances
object discrimination in complex environments (Jia et al., 2012). Like-
wise, the highest weight, w,,, = 0.4, underscores the importance of
embedding vectors in accurately matching objects, particularly in situ-
ations with occlusions and similar appearances, as embedding-based
methods have been shown to improve robustness in such challenging
scenarios (Vi et al., 2022). Conversely, lower weights were assigned to
wpy (0.1) and ween: (0.2), indicating that while spatial alignment and

Transportation Research Interdisciplinary Perspectives 30 (2025) 101366

centroid proximity are still relevant, they are less critical compared to
feature and embedding similarities in complex environments.

In the application of the Savitzky-Golay filter for unmatched objects
(i.e., Step 2.6), a third-degree polynomial was selected. This choice is
grounded in the need to effectively balance noise reduction while pre-
serving the signal’s essential characteristics. Specifically, a third-degree
polynomial provides sufficient flexibility to model nonlinear trends
while maintaining robustness against noise, which is crucial in object-
tracking applications where precision is essential. Higher-order poly-
nomials can capture more complex patterns in the data but may also
introduce more noise and overfitting, while lower orders may not
adequately represent significant variations in the signal (Krishnan and
Seelamantula, 2013). Moreover, after thorough tuning, the history
length (i.e., LengthSavi) was empirically set to 11 frames. This choice
adheres to the requirement for an odd number of frames, which is
critical for ensuring the symmetrical application of the filter. An odd-
length window allows for a central data point, which facilitates
optimal polynomial fitting and helps maintain the temporal structure of
the tracked signal (Krishnan and Seelamantula, 2013). Additionally, the
selection of 11 frames strikes a balance between capturing enough his-
torical data to smooth noise and maintaining responsiveness to dynamic
changes in movement. This approach provides a robust representation of
the object’s trajectory while mitigating noise in crowded scenes, align-
ing with previous research on the importance of historical context for
effective filtering (Jia et al., 2012; Yi et al., 2022). The resulting matrix
of the Savitzky-Golay filter coefficients (i.e., ®) is provided in Table 3.

During the Re-ID of unmatched objects (i.e., Step 2.7), the cosine
similarity threshold (i.e., Og.1q) was set to 0.7. This value was chosen to
balance precision and recall, ensuring reliable matches while minimis-
ing false positives and negatives. This threshold aligns with established
practices in object tracking research, where values between 0.6 and 0.8
are commonly used for robust Re-ID under varying conditions, such as
occlusions or changes in appearance (Zheng et al., 2015; Luo et al.,
2019).

Fig. 5. Reference points chosen for the Omonoia Square spot. Video plane representation.
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Fig. 6. Reference points chosen for the Omonoia Square spot. Ground plane representation. The aerial image is taken from Google Maps©.

Table 1
Reference points chosen for the Omonoia Square spot. Video and image planes
coordinates.

When detecting the pedestrian traffic light state (i.e., Step 2.8), one
pedestrian traffic light for each spot was selected as a case study. Thus,
the corresponding ROIs (i.e., ROI,,q and ROIg.;) were manually defined
by carefully outlining the traffic light lanterns in the video frame plane
with a polygonal shape. As an illustrative example, Fig. 7 shows the
pedestrian traffic light ROIs chosen for the Omonoia Square spot.

Similarly, when analysing the pedestrian and vehicle behaviour (i.e.,
Step 2.9), the pedestrian crosswalk area corresponding to the traffic
light chosen in Step 2.8 was also considered as a case study. Thus, the
ROI for this crosswalk (i.e., ROl s) was manually defined by outlining
it in the video frame plane with a polygonal shape, ensuring that its
homography-projected counterpart in the ground plane aligned with the
expected position. This approach allowed for a focused analysis of the
specific area where interactions between pedestrians and vehicles occur.
As an illustrative example, Fig. 8 shows the crosswalk ROI chosen for the
Omonoia Square spot.

To count pedestrians and vehicles (i.e., Step 2.10), six gates (i.e., G)
were defined for each spot: three for pedestrians and three for vehicles.
The pedestrian gates were positioned in the middle of the crosswalk

Point ID Xy [pixels] Yy [pixels] Xg[m] Yglm]
1 247 912 8.25 5.61
2 81 715 11.16 20.97
3 679 715 18.2 18.25
4 1294 829 15.54 4.45
Table 2
homography matrix for the Omonoia Square spot.
0.00 —0.01 4.25
0.00 0.01 —8.98
0.00 0.00 1.00
Table 3
Matrix of the Savitzky-Golay filter coefficients.
0.7902 0.3357 0.0559 —0.0839 —0.1189
0.3357 0.2867 0.2238 0.1538 0.0839
0.0559 0.2238 0.2867 0.2704 0.2005
—0.0839 0.1538 0.2704 0.2925 0.2471
—0.1189 0.0839 0.2005 0.2471 0.2401
—0.0839 0.0210 0.1026 0.1608 0.1958
—0.0140 —0.0280 0.0023 0.0606 0.1305
0.0559 —0.0559 —0.0746 —0.0268 0.0606
0.0909 —0.0559 —0.1026 —0.0746 0.0023
0.0559 —0.0210 —0.0559 —0.0559 —0.0280
—0.0839 0.0559 0.0909 0.0559 —0.0140

—0.0839
0.0210
0.1026
0.1608
0.1958
0.2075
0.1958
0.1608
0.1026
0.0210

—0.0839

—0.0140 0.0559 0.0909 0.0559 —0.0839
—0.0280 —0.0559 —0.0559 —0.0210 0.0559
0.0023 —0.0746 —0.1026 —0.0559 0.0909
0.0606 —0.0268 —0.0746 —0.0559 0.0559
0.1305 0.0606 0.0023 —0.0280 —0.0140
0.1958 0.1608 0.1026 0.0210 —0.0839
0.2401 0.2471 0.2005 0.0839 —0.1189
0.2471 0.2925 0.2704 0.1538 —0.0839
0.2005 0.2704 0.2867 0.2238 0.0559
0.0839 0.1538 0.2238 0.2867 0.3357
—0.1189 —0.0839 0.0559 0.3357 0.7902
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Fig. 7. Pedestrian traffic light ROIs defined for the Omonoia Square spot.
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Fig. 8. Pedestrian crosswalk ROI, along with the pedestrian and vehicle gates defined for the Omonoia Square spot.

(referred to as the “pedestrian middle gate™) and at the right and left
edges (“pedestrian right and left gates™), perpendicular to the expected
pedestrian trajectory, i.e., parallel to the sidewalk curbs. Similarly, the
vehicle gates were positioned in the middle of the crosswalk (“vehicle
middlestream gate”) and at its upstream and downstream edges (“up-
stream and downstream vehicle gates™), perpendicular to the expected
vehicle trajectory, i.e., perpendicular to the sidewalk curbs. The strategy
of using three gates for each group (pedestrians and vehicles) aimed to
enable cross-checking of counts across the gates, ensuring more reliable
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estimates by addressing potential issues such as overcounting or
undercounting. These discrepancies can arise due to factors like the
distance of the gates from the camera or temporary object overlap. As an
illustrative example, Fig. 7 shows the six gates chosen for the Omonoia
Square spot.

Additionally, the threshold for the perpendicular distance used for
counting pedestrians and vehicles (i.e., diyresnoid) Was empirically set to
0.4 m. This value was determined through several refinement attempts,
balancing two key objectives: ensuring sufficient distance to reliably
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detect objects, and avoiding over-counting caused by changes in object
identities as they remain near the gates for an extended period, partic-
ularly in crowded scenarios.

Furthermore, after some calibration tests, the minimum threshold for
the confidence level (i.e., c_min) was chosen around 0.7 and 0.9 for
pedestrians and vehicles, respectively, as these were found to be the
values leading to the more reliable counting.

In calculating velocity and speed (i.e., Step 2.11), the threshold used
for outlier removal based on MAD (i.e., k) was set to 2.5, as this value is
effective for distinguishing between ordinary variability and true out-
liers in various contexts, aligning with recommendations in the litera-
ture for robust statistical analysis (Iglewicz & Hoaglin, 1993; Leys et al.,
2013). Moreover, the maximum plausible speed for pedestrians and
vehicles (i.e., speedqy peq and speed,,q, .o, respectively) were set to 10 m/
s and 40 m/s, respectively. These values reflect typical movement pat-
terns in urban environments while accounting for potential over-
speeding. A pedestrian speed of 10 m/s (i.e., 36 km/h) represents a
fast-running pace, and 40 m/s (i.e., 144 km/h) for vehicles accommo-
date over-speeding scenarios in urban traffic without capturing unreal-
istic outliers (Weyand et al., 2000; Martinelli et al., 2022; Raccagni).

5. Results and discussion

The detection framework is based on colour segmentation, and thus,
the recognition of the difference between the green, intergreen, and red-
light statuses could not always be depicted correctly. However, it is
important to understand the framework’s accuracy to track the correct
light status between every cycle and compare it with the manual ob-
servations. This aspect is showed in Fig. 9, which illustrates the traffic
light status across various cycles categorised into red, green, and un-
known, detected by the algorithm and contrasted with actual traffic light
status based on manual observations. Based on the traffic light status
detection comparison between the algorithm and the manual observa-
tions, the algorithm achieves accuracy levels of 50 % to 70 % in most
cases, depicting its general reliability in identifying the correct status.

After manually reviewing the videos, it was found that the lower
accuracy in some cycles was not primarily due to incorrect colour
identification (e.g., mistakenly detecting red instead of the correct green
or vice versa). Instead, the main issue was the framework’s detection of
an ‘unknown status’ in certain situations, likely caused by challenging

100%
90%
80%
70%
60%
50%
40%
30%

Traffic ligtht accuracy

20%
10%

0%
1 3 5
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conditions such as low light, temporary obstructions, or camera move-
ments due to wind. Reassuringly, from an engineering perspective, this
‘unknown’ detection is preferable to an incorrect one, as it avoids mis-
identifying the signal phase. Despite these limitations, both manual
observations and automated ones confirm that the red phase dominates
at the Omonoia Square intersection in Athens, reflecting a design that
prioritises vehicle flow over pedestrian safety.

When analysing the influence of signal phases on pedestrian
behaviour, a clear relationship emerges, particularly in how extended
red phases correlate with increased illegal crossings. Both manual and
automated methods detect a marked rise in non-compliance during
prolonged red-light intervals, with pedestrians more likely to cross
against the signal when faced with longer waiting times. Additionally, a
higher number of pedestrians cross illegally when traffic flow is low.
This is evidenced by combining manual counting and vehicle detection
data, which shows a significant correlation between illegal crossings and
red pedestrian light status during low-traffic periods.

These results highlight extended red phases and low traffic flow as
significant factors contributing to pedestrian non-compliance. This
aligns with previous research, which found that prolonged waiting times
(pedestrians tend to become annoyed and impatient as the anticipated
waiting time increases) and low conflicting volumes (pedestrians tend to
feel safer when the volume decreases) strongly influence pedestrians’
decisions to cross illegally (e.g., Ma et al., 2020; Zhu et al., 2021; Shah
and Pradhananga, 2024). Moreover, this supports the idea that pedes-
trian behaviour is shaped not only by signal status but also by real-time
traffic conditions, emphasising the complexity of decision-making at
signalised crossings.

Furthermore, during the intergreen phases—the transition period
between green and red—pedestrians frequently cross illegally, often
interpreting this phase as a ‘safe moment,” even though it is not desig-
nated for pedestrian movement. The framework does not directly detect
intergreen periods, so these illegal crossings were observed through
manual review. However, these behaviours can still be inferred by
comparing the traffic light status with the history of illegal pedestrian
crossings (see Fig. 10 for an example). A clear trend of illegal crossings is
evident after the pedestrian light turns red, coinciding with the likely
occurrence of the intergreen phase. This pattern suggests two key fac-
tors: (i) the pedestrian green phase may be too short relative to the
volume of pedestrian traffic and/or to the length of the crosswalk, and

7 9 11 13 15 17 19 21 23 25 27 29 31 33 35

Traffic light cycle

Fig. 9. Traffic light status accuracy.
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Fig. 10. Traffic light status with the illegal pedestrian crossing histories. Frames from 16,000 to 18,000 are taken as illustrative examples.

(ii) longer or ambiguous intergreen periods may further reduce
compliance, as pedestrians may interpret the lack of active vehicle
traffic as an encouragement to cross (e.g., [ryo-Asano et al., 2014).

Regarding the accuracy of counting illegal crossing events, Table 4
presents a general comparison between manual and automated counts of
illegal pedestrian and vehicle crossings over the full one-hour video
analysis period. The results show an almost perfect count of illegal
pedestrian crossings, with only a 2.61 % overcount. In contrast, a larger
discrepancy of 25.71 % is observed for illegal vehicle counts, which may
be due to, e.g., the greater difficulty in tracking vehicles, given the high
variability in the types of vehicles present in the flow (i.e., cars, mopeds,
motorcycles, buses, trucks). Nevertheless, from an engineering
perspective, this moderate overcount can be considered conservative, as
it is preferable to undercounting.

From a more nuanced perspective, Figs. 11 and 12 compare the
manual and automated counts of illegal pedestrian and vehicle cross-
ings, broken down into 15-minute intervals. The most significant dis-
crepancies are observed in vehicle counts, which may be attributed to
several reasons, e.g., vehicle heterogeneity and/or subtle or partial
crossings that occur during high-activity periods and are more easily
detected through manual observation.

Furthermore, Table 5 provides key error metrics computed for the
15-minute interval residuals, highlighting differences in accuracy be-
tween pedestrian and vehicle counts. For pedestrians, the MAE and
RMSE are relatively high, yet the MAPE and CoV are lower. This suggests
moderate accuracy and a consistent performance trend for pedestrian
counts. Notably, although the MAE and RMSE values of may appear high
at first glance, they represent approximately an average error of about
1.2 and 1.25 pedestrians per minute, which may be considered adequate
from an engineering perspective.

In contrast, vehicle counts exhibit a lower MAE but relatively higher
RMSE, indicating greater error variability. Additionally, the CoV for
vehicles is slightly higher at 0.46, reflecting less consistency in vehicle
tracking, likely due to the more diverse and dynamic nature of vehicular
flow.

Table 4
Aggregated comparison between manual and automated counts of illegal
pedestrian and vehicle crossings.

Object class Manual count Automatic count Error [%]

230
35

236
44

+2.61 %
+25.71 %

Pedestrians
Vehicles
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5.1. Speed and TTC analysis from the algorithm

The vehicle speed data show significant variations, with vehicles
decelerating during red phases and accelerating as they approach green
signals or attempting to clear the intersection before the light turns red.
These speed variations have a direct correlation with the potential
severity of a collision. For instance, higher speeds during illegal vehicle
crossings can significantly increase the likelihood of severe outcomes if a
collision with a pedestrian occurs. Additionally, pedestrian crossing
behaviour may be influenced by vehicle speed, with pedestrians likely
misjudging vehicle speeds, particularly during transitional signal
phases.

As for the TTC, its assessment offers a valuable understanding of the
closeness between pedestrians and vehicles.

Specifically, from a more general perspective, Fig. 13 shows the
relationship between TTC and vehicle speed (measured in meters per
second, m/s), independent of vehicle status. The x-axis represents speed
(m/s), while the y-axis shows TTC (in seconds) on a logarithmic scale
from 1 to 1000 s. Each point on the graph represents the average TTC at
a given speed. A clear inverse trend is visible: TTC decreases as speed
increases, which aligns with expectations. At lower speeds (0 to 5 m/s),
TTC values are relatively high, often exceeding 100 s and occasionally
reaching 1000 s. As speed increases, the time window for avoiding
collisions narrows considerably. At higher speeds (35-40 m/s), TTC
values are much shorter, indicating less time to prevent a collision.
Notably, there is greater variability in TTC at higher speeds, suggesting
that vehicles moving faster experience a broader range of collision
times—Ilikely due to differences in distance and driving dynamics.

For a more nuanced perspective, Fig. 14 illustrates the relationship
between TTC and vehicle speed while distinguishing between legal and
illegal vehicle statuses. Both series show a clear inverse relationship
between speed and TTC, but the data points for illegal vehicles are
notably more dispersed than those for legal vehicles. This greater
dispersion suggests illegal crossings are associated with a broader range
of behaviours or situational factors. Interestingly, for any given speed,
the TTC values for illegal vehicles are consistently lower than those for
legal vehicles, indicating that illegal crossings increase the chance of
collisions with pedestrians.

To summarise, the TTC analysis provides critical insights into the
proximity of pedestrians and vehicles, particularly during non-
compliant crossing events. The results show that TTC values decrease
substantially during illegal crossings, indicating an increased likelihood
of near-collisions or high-risk interactions between vehicles and
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Fig. 12. Disaggregated comparison between manual and automated counts of illegal vehicle crossings.

6. Conclusions
Table 5

Aggregated comparison between manual and automated counts of illegal

pedestrian and vehicle crossings The main contributions of this paper include:
Vi .

Pedestrians Vehicles e The development of a comprehensive framework that leverages
MAE 18.00 2.75 computer vision techniques for tracking pedestrians and vehicles,
RMSE 18.80 5.02 analysing their behaviours in relation to traffic signals, and calcu-

?&PE g'gé 8'ié lating TTC from street-level video data.
. . e The integration of advanced object detection models, predictive fil-
ters, and behaviour analysis methods to achieve robust performance

pedestrians. The findings suggest that a low TTC is a strong indicator of in complex urban environments.

critical safety incidents, and integrating TTC-based alert systems into e The design and refinement of core algorithmic components, such as
traffic management strategies could significantly enhance safety. These the Homography Projection, Kalman filter, Hungarian algorithm,
systems could provide real-time feedback to drivers and pedestrians, Savitzky-Golay filter, traffic light state detection, and TTC calcula-
warning them of imminent danger when the TTC threshold is breached. tion, with further improvements in Re-ID and overcounting correc-

tions for real-world applications.

To the best of the authors’ knowledge, this is the first study to
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Fig. 14. TTC as a function of vehicle speed, differentiating between the vehicle status (i.e., legal and illegal).

combine all these methods into a unified workflow to enhance road challenges and opportunities in applying computer vision to traffic
safety applications, and especially regarding detection of non-compliant safety, laying a foundation for future investigations. While achieving
behaviors. The framework was validated using data collected from moderate detection accuracy (50-70 %) for traffic light states, the re-
urban streets in Athens (Greece) as part of the PHOEBE project, focusing sults underscore the impact of real-world conditions, such as vibrations,
on pedestrian and vehicle interactions at signalised intersections. occlusions, weak luminance and reflective disturbances. These factors,

The present findings have significant implications for both re- though challenging, emphasise the need for innovative solutions to
searchers and practitioners. enhance accuracy. The algorithm also shows a conservative bias in

Researchers benefit from the detailed breakdown of the framework’s overreporting illegal crossings, with a deviation of approximately 2.6 %
components and mathematical underpinnings. The study highlights the for pedestrians and 25.7 % for vehicles compared to manual counts.
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Despite these difficulties, the framework demonstrates its potential for
large-scale automated traffic and road safety monitoring.

Practitioners gain actionable insights into addressing pedestrian non-
compliance and improving safety at signalised crossings. Analysis re-
veals that extended red and intergreen phases significantly contribute to
illegal pedestrian crossings, suggesting that optimised signal timing
could reduce non-compliance. TTC analysis further identifies high-speed
behaviours as key safety threats, emphasising the importance of targeted
interventions. These findings provide urban planners and policymakers
with evidence-based recommendations to improve traffic management,
promote non-motorised transport, and enhance the safety of vulnerable
road users. Data from this real-world validation is particularly valuable
for refining urban safety measures in Athens and beyond.

The framework’s scalability and flexibility ensure its applicability
across diverse urban environments, making it another significant
advantage for both researchers and practitioners. Based on applied
practice, Greek drivers are quite aggressive and prone to making unex-
pected manoeuvres. Thus, the authors expect that the framework is
easily transferable to environments in which drivers behave more
conservatively (and might yield results of increased accuracy). Its
modular design enables adaptation to various cities, allowing compo-
nents such as detection algorithms, tracking methods, and behaviour
analysis tools to be customised or replaced to meet local requirements.
This modularity ensures the system remains adaptable and cost-effective
for monitoring road safety.

The framework’s data-driven nature further enhances its utility,
enabling it to process footage from diverse sources, including smart-
phones, traffic cameras, and crowd-sourced videos. This capability al-
lows for implementation even in cities with limited infrastructure or
resources. Customisable ROIs add another layer of flexibility, enabling
users to tailor the system to local variations in traffic signal configura-
tions and road layouts.

With proper calibrations, the framework can be deployed in any
urban area, rapidly generating data on SSMs to address safety issues for
VRUs proactively. This combination of modularity, flexibility, and
transferability makes the framework a robust and versatile tool for
enhancing road safety across various urban contexts.

Despite its robustness and comprehensiveness, the framework faces
several challenges. For instance, the similar sizes and motion patterns of
motorcycles and pedestrians can lead to misclassification, complicating
the tracking and behaviour analysis process. Prolonged occlusions
caused by large vehicles blocking traffic lights or other road users also
introduce uncertainties in detection and behaviour assessment, leading
to potential errors in determining traffic light states or analysing object
trajectories. In crowded urban settings, overlapping objects within the
video frames exacerbate these difficulties, making accurate matching
and tracking more complex.

Future research could address these issues by incorporating
advanced methodologies. The integration of LSTM networks into the
detection pipeline, for example, could enable the system to predict
traffic light statuses based on historical patterns, mitigating the effects of
occlusions by leveraging the periodic nature of signal changes (e.g.,
Hochreiter, 1997; Vaswani et al., 2017; Sherstinsky, 2020; Cai et al.,
2022). Motion compensation algorithms could be applied to stabilise
videos and, thus, mitigating the negative effects of vibrations (e.g.,
Wang et al., 2023b). Additionally, the application of multi-view fusion
techniques—combining video feeds from multiple angles—could further
enhance accuracy by compensating for blind spots and occlusions (e.g.,
Tang et al., 2018; Zhao et al., 2018). However, such approaches may
necessitate more complex and resource-intensive video capture systems
compared to single-camera setups.

Another avenue for improvement lies in tracking techniques.
Advanced methods such as particle filters and more sophisticated data
association algorithms could improve the framework’s ability to main-
tain object identities during occlusions, increasing its robustness.
Additionally, addressing weak luminance and reflective disturbances is
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critical. Advanced preprocessing techniques, including histogram
equalisation and adaptive thresholding, could enhance image contrast
and facilitate more accurate signal detection under poor lighting con-
ditions (e.g., Fomani and Shahbahrami, 2017; Gonzalez and Woods,
2018; Dai et al., 2023). Hardware-based solutions, such as custom lenses
with anti-reflective coatings, polarising filters, multispectral imaging, or
infrared technology, could further mitigate these challenges and
improve system performance under variable environmental conditions
(e.g., Kim et al., 2016; Azinovi¢ et al., 2023).

Misclassifications between vehicles and pedestrians could also be
reduced by implementing a specialised Re-ID network trained on
vehicle-specific datasets. This enhancement would not only improve the
accuracy of object classification but also bolster the framework’s ca-
pacity to handle diverse scenarios effectively.

Beyond these improvements, future research should prioritise the
quantitative assessment of how variations in lighting, camera angles,
weather conditions, and other factors influence error rates in traffic light
detection and object tracking, thereby guiding data acquisition toward
optimal practices.

Lastly, the issue of privacy is paramount. Future work should explore
automatic blurring techniques for obscuring faces and license plates
during preprocessing, ensuring compliance with privacy regulations
while maintaining the integrity of the analysis.

In conclusion, the proposed framework represents a significant
advancement in automated road safety monitoring, offering a scalable,
flexible, and practical solution for researchers and practitioners alike.
With further refinements and integrations, it holds promise for
improving urban traffic management and protecting vulnerable road
users in diverse settings.
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