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Abstract

Chronic low back pain (LBP) is a leading global cause of disability. Its effective
management is complicated by a persistent clinical gap in which objective imaging
findings are often weakly aligned with patients’ subjective experiences, limiting
the delivery of personalized, biopsychosocial care. This dissertation addresses
this challenge by proposing and systematically evaluating an integrative artificial
intelligence (Al) framework designed to combine spine imaging analysis with
patient-reported outcome measures (PROMs) into clinically meaningful decision
support. The research makes five primary contributions. First, it introduces
a modular architectural framework for multimodal integration that emphasizes
explainability, clinician oversight, and human-in-the-loop governance. A proof-of-
concept evaluation involving radiologists suggests that such integration can improve
workflow efficiency and inform treatment prioritization in selected clinical scenarios.
Second, the dissertation advances automated imaging analysis through LumbarAl,
a multi-view transformer-based model incorporating curriculum learning for the
grading of eleven lumbar spinal pathologies. Third, it establishes a methodological
approach for patient phenotyping using unsupervised clustering to derive clinically
interpretable patient groups from combined imaging and psychosocial data. The
resulting patterns provide empirical support for the biopsychosocial model by
revealing meaningful heterogeneity in pain-related presentation that is not fully
explained by structural MRI findings alone. Fourth, this analysis highlights
coping-related psychosocial factors, particularly Avoidance and Positive Attitude,
as influential maladaptive and adaptive coping strategies associated with patient
stratification. Fifth, to facilitate clinical translation, the dissertation develops
a parsimonious predictive model aimed at reducing assessment burden while
preserving discriminative capability. Building on the full variable clustering
framework, a simplified four-variable model was derived based on statistical
relevance, clinical interpretability, and feasibility. This model demonstrated strong
predictive performance and enabled the formulation of transparent decision rules

and a risk-scoring scheme suitable for early screening and stratified intervention.

By progressing from critical validation of existing imaging technologies, through
the development of an improved core imaging model, to the principled integration
of psychosocial data, this dissertation offers both a technical foundation and
a clinical roadmap. It demonstrates how Al can support the integration of
structural, functional, and psychosocial information while preserving clinician
agency, contributing to more holistic, evidence-informed, and patient-centered

spine care.
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Abstract [Italian]

La lombalgia cronica e una delle principali cause di disabilita a livello globale.
La sua gestione ¢ complicata da un persistente divario clinico, in cui i risultati
oggettivi delle immagini diagnostiche risultano spesso debolmente allineati con
I’esperienza soggettiva dei pazienti, limitando 1’erogazione di cure personalizzate
di tipo biopsicosociale. Questa tesi affronta tale sfida proponendo e valutando
sistematicamente un quadro integrativo di intelligenza artificiale (IA) progettato
per combinare l'analisi delle immagini della colonna vertebrale con le misure
degli esiti riferiti dai pazienti in un supporto decisionale clinicamente significativo.
La ricerca apporta cinque contributi principali. In primo luogo, introduce un
quadro architetturale modulare per l'integrazione multimodale, che enfatizza
la spiegabilita, la supervisione clinica e la governance human-in-the-loop. Una
valutazione proof-of-concept con radiologi suggerisce potenziali miglioramenti
nell’efficienza del flusso di lavoro e nella prioritizzazione terapeutica in specifici
scenari clinici. In secondo luogo, la tesi avanza l'analisi automatizzata delle
immagini attraverso LumbarAl, un modello multi-vista basato su architetture
transformer per la valutazione di undici patologie della colonna lombare. In
terzo luogo, viene definito un approccio metodologico per la fenotipizzazione
dei pazienti mediante clustering non supervisionato, finalizzato all’identificazione
di gruppi clinicamente interpretabili a partire da dati di imaging e variabili
psicosociali. I risultati forniscono supporto empirico al modello biopsicosociale,
evidenziando una variabilita clinica non pienamente spiegata dai soli reperti
strutturali della risonanza magnetica. In quarto luogo, 1’analisi evidenzia il ruolo
di fattori psicosociali legati alle strategie di coping, in particolare ’evitamento
e 'atteggiamento positivo, quali dimensioni disadattive e adattive associate alla
stratificazione dei pazienti. Infine, per favorire la traduzione clinica, la tesi sviluppa
un modello predittivo semplificato volto a ridurre il carico valutativo mantenendo
una solida capacita discriminatoria. A partire dal modello multimodale completo,
e stato derivato un modello a quattro variabili, selezionate in base alla rilevanza
statistica, all’interpretabilita clinica e alla fattibilita, che consente la definizione
di regole decisionali trasparenti e di uno schema di valutazione del rischio per lo

screening precoce e I'intervento stratificato.

Nel complesso, questa tesi fornisce una base tecnica e una roadmap clinicamente
fondata, dimostrando come l'intelligenza artificiale possa supportare l'integrazione
di informazioni strutturali, funzionali e psicosociali, preservando ’autonomia
decisionale del clinico e contribuendo a una cura della lombalgia piu olistica,

basata su evidenze scientifiche e incentrata sul paziente.
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1

Introduction

This chapter presents the clinical background and research objectives for developing
Al tools in low back pain management. It identifies the research gap, outlines the
study’s scope and limitations, and details the specific aims and contributions of

this dissertation, concluding with an overview of the document structure.

1.1 The Global Burden of Low Back Pain

Low back pain (LBP) constitutes a major and escalating global health challenge.
It is a condition of exceptional prevalence: in 2020, an estimated 619 million
individuals were affected worldwide, with projections suggesting a rise to 843
million by 2050, driven primarily by population growth and ageing demographics
[1, 2, 3]. In terms of disability, LBP is the foremost contributor to years lived
with disability (YLDs) among all musculoskeletal disorders [1, 2, 3]. While age-
standardised rates have shown some decline, the absolute number of cases and the
associated disability burden continue to grow, indicating that demographic shifts
are offsetting epidemiological gains [4, 2]. This trend underscores a critical public
health paradox: despite advancements in understanding, the population-level

impact of LBP is increasing.

The burden manifests profoundly at both individual and societal levels. For
patients, particularly working-age adults, LBP is a leading cause of persistent
functional impairment, reduced quality of life, and lost productivity [4]. Societally,
LBP imposes a substantial economic toll. It ranks among the top conditions

contributing to disability-adjusted life years (DALYs) in high-income countries
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[5]. Direct healthcare costs are significant, though estimates vary widely across
healthcare systems and methodologies. For instance, a systematic review and meta
analysis performed in 2023, focusing on high-income settings, reported mean direct
costs of approximately USD 9,231 per patient [6]. Critically, indirect costs related
to work absenteeism and presenteeism are frequently reported to constitute the
predominant component of total societal costs, amplifying the economic impact
well beyond direct medical expenditure [6]. This economic profile highlights LBP

not merely as a medical issue, but as a significant socioeconomic one.

Understanding this escalating burden requires examining its multifactorial risk
profile. It remains a subject of ongoing research and debate. Established de-
mographic and biomechanical risk factors include advancing age, occupational
ergonomic stressors, and elevated body mass index [4, 2]. However, the role of
psychosocial factors, such as depression, anxiety, and maladaptive beliefs about
pain, is increasingly recognised as equally, if not more, prognostic of chronicity
and disability with respect to structural findings [7]. This complex aetiology,
straddling biological and psychological domains, presents a fundamental challenge

for simplistic diagnostic and treatment paradigms.

Consequently, managing LBP effectively within healthcare systems is notoriously
difficult. Although international guidelines advocate a stepped-care model that
prioritises education, physical activity, and non-opioid analgesics, their implemen-
tation is highly inconsistent [8, 9]. Significant disparities in access to high-quality,
guideline-concordant care exist across and within countries, often influenced by
socioeconomic status and geographic location [4, 10]. In some regions, this man-
ifests as under-treatment and lack of access to effective therapies; in others, as
over-reliance on imaging, invasive procedures, or opioids contrary to guideline
recommendations [8]. These systemic failures in translating evidence into practice

directly contribute to the cycle of disability and cost described above.

In summary, LBP represents a persistent and growing global burden charac-
terised by high prevalence, significant disability, and major economic cost. Its
multifactorial and often biopsychosocial nature complicates clinical management,
while systemic inequities and inconsistent guideline adoption hinder effective care
delivery. This context creates an urgent imperative for innovative approaches that
can improve the precision, efficiency, and integration of spine care pathways to

mitigate one of the most substantial public health challenges of our time.



§1.2 The Clinical Challenge: A Siloed Paradigm in a Multifactorial Reality

1.2 The Clinical Challenge: A Siloed Paradigm
in a Multifactorial Reality

The substantial global burden of LBP described in Section 1.1 stems not from a
simple, unitary disease, but from a complex, multifactorial condition involving
structural, inflammatory, neurological, and significant psychosocial influences [11].
Effective management therefore requires a holistic, biopsychosocial understanding.
However, the standard diagnostic workflow is fundamentally fragmented, operating
with distinct, non-integrated streams of information (e.g. advanced structural
imaging, clinical examination, and patient-reported psychosocial data). This
siloed paradigm forces clinicians to perform a complex synthesis of disparate
data, contributing to diagnostic uncertainty, inconsistent treatment pathways, and
the persistent challenge of aligning pathological findings with patient-reported

outcomes, a key driver of the disability and cost burden previously outlined.

1.2.1 The Structural Silo: The Limited Clinical Utility of
Isolated MRI Findings

Magnetic resonance imaging (MRI) is a pivotal tool for ruling out serious pathol-
ogy (e.g., malignancy, infection, degeneration, herniation) and planning surgical
interventions for specific structural conditions [12]. Its detailed visualization of
anatomy is codified through numerous grading and classification systems, includ-
ing the Pfirrmann classification for disc degeneration [13], Modic changes [14],
the Lee grading system for central canal and foraminal stenosis [15], and the
Combined Task Force nomenclature for disc herniation and nerve root compression
[16]. However, the centrality of MRI in the diagnostic mindset often leads to an
over-reliance on structural findings for explaining pain, despite clinical guidelines

discouraging routine MRI for non-specific LBP [17].

This over-reliance on imaging findings is problematic for two primary, evidence-
based reasons. First, the clinical specificity of common degenerative findings is
low. Their prevalence in asymptomatic individuals increases with age, exceeding
90% in older populations [18]. Consequently, the correlation between the severity
of a specific finding and a patient’s pain intensity or functional disability is weak
and inconsistent [19]. Second, the interpretation of these findings is subject to
considerable inter-rater variability, affecting the reliability of assessments for con-
ditions like spinal stenosis [20]. This variability underscores a lack of standardized,

objective synthesis of MRI data, where the final clinical interpretation can depend
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significantly on the reader. Thus, while MRI is indispensable for specific indica-

tions, it answers “what is there?” with limited fidelity to the critical question: “is

this the primary contributor to this patient’s pain?”

1.2.2 The Psychosocial Silo: Critical yet Operationally Seg-
regated Prognostic Data

Concurrently, a robust evidence base highlights that psychosocial factors and
patient-reported outcome measures (PROMs) are key determinants of the pain
experience and long-term disability. These PROMs capture the multidimensional
impact of pain through standardized instruments, including pain intensity scales
(e.g., the Numerical Rating Scale, Visual Analog Scale [21]), disability indices
(e.g., the Roland—Morris Disability Questionnaire [22], Oswestry Disability Index
[23]), quality-of-life assessments (e.g., the WHOQOL-BREF [24], SF-36 [25]), and
psychological evaluations (e.g., the CopeNVI [26], Pain Catastrophizing Scale [27]).
Data from these instruments, often explain more variance in clinical outcomes,
such as pain chronicity and functional recovery, than the presence or severity of
structural findings on MRI [28, 29]. The biopsychosocial model formally integrates

these factors as central, rather than peripheral, to the pain process [30].

Despite their established prognostic value, these data are operationally segregated.
In clinical practice, PROMs are often collected but their quantitative results are
rarely integrated with imaging data to create a unified patient profile. This segre-
gation persists due to practical workflow barriers, where PRO collection is often
seen as a disruptive, labor-intensive task that is managed in systems separate from
the core electronic health record [31]. Furthermore, a fundamental methodological
gap exists: there is no established clinical framework to quantitatively integrate
PROMs to MRI findings [32]. As a result, these data, though critical for a holistic
patient description [33], remain epistemologically and practically distinct from

imaging data, limiting their actionable impact on decision-making.

1.2.3 The Integration Gap: A Systemic Barrier to Precision
Management

The contemporary clinical handling of spine care therefore presents a systemic
integration challenge. The clinician must reconcile a structural report detailing
abnormalities of ambiguous clinical significance with a psychosocial profile in-
dicating levels of distress and disability that may correlate poorly with those
findings. This mentally demanding integration makes clinicians vulnerable to

well-documented cognitive biases. For example, they may anchor on a salient
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imaging finding, allowing it to disproportionately shape their diagnosis despite

contradictory evidence from the patient’s profile [34, 35].

This environment creates a well-recognized clinical dilemma: patients with similar
degenerative changes on MRI can experience vastly different outcomes based
on their psychosocial profile [36]. The current paradigm, lacking tools for a
structured approach, often forces a choice between over-attributing symptoms to
structural pathology (potentially driving low-value interventions) or under-treating
significant distress when imaging appears benign. Both pathways contribute to the

suboptimal outcomes and economic inefficiency characterizing the LBP burden.

The core challenge is therefore not a lack of data, but a lack of integration. The
standard of care endorses the biopsychosocial model in principle but lacks the prac-
tical, quantitative methodologies to implement it consistently at the point of care.
This gap between multidimensional aetiology and siloed assessment establishes a
clear imperative for novel frameworks capable of fusing these heterogeneous data

streams into interpretable, patient-specific profiles.

1.3 An Integration Opportunity: Toward an Al
Framework for Multimodal Data Synthesis

The substantial clinical burden and the persistent diagnostic fragmentation detailed
in the previous sections reveal a fundamental methodological gap: the lack of a
systematic approach to integrate quantitative imaging data with patient-reported
functional and psychosocial states. Artificial intelligence (Al) presents a compelling
paradigm to address this gap. Rather than a single solution, the opportunity lies
in developing an integrative Al framework, a structured computational pipeline
designed to synthesize currently siloed data into unified, clinically interpretable

profiles that support personalized, biopsychosocial management of LBP.

1.3.1 Standardizing and Quantifying the Imaging Silo with
Al

A foundational step is applying Al to standardize the interpretation of spine MRI,
which is inherently limited by inter-rater variability and protocol heterogeneity.
Deep learning models, such as Convolutional Neural Networks (CNNs) and Vision
Transformers (ViTs), can automatically extract and grade pathological features
from images [37, 38]. These models have demonstrated promising performance

in research settings for tasks like grading disc degeneration, end plate changes
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and spinal stenosis [39, 40]. Critically, this process converts subjective visual
assessments into structured, quantitative data. However, achieving robust clinical
application requires overcoming significant challenges, including the need for
advanced harmonization techniques to manage variability across scanners and
protocols, and the inherent subjectivity of the grading labels used for model

training.

1.3.2 The Core Challenge: Multimodal Data Fusion

The transformative potential of an Al framework lies in its capacity for multimodal
data fusion, the computational integration of heterogeneous data types (imaging,
PROMSs, clinical variables) that currently reside in separate silos. FEarly research
demonstrates the feasibility of this approach; for example, machine learning models
have begun to identify correlative and predictive relationships between specific
MRI-derived features and patient-reported disability scores (e.g., ODI) [41, 42].
These relationships often involve complex, high-dimensional interactions that are
difficult for clinicians to detect using conventional methods due to cognitive limits
and the practical constraints of a clinical workflow. The framework’s architecture
must make key methodological decisions (e.g., early vs. late fusion) to effectively

combine these distinct data modalities into a coherent representation.

1.3.3 From Data to Decision Support: Synthesizing a Holis-
tic Profile

The ultimate goal of such a framework is to translate integrated data into ac-
tionable clinical insight. This involves moving beyond correlation to generate
composite phenotypes or risk stratifications that encapsulate both structural and
psychosocial contributors to a patient’s condition. Emerging tools like large lan-
guage models (LLMs) hint at future possibilities for automated synthesis, such as
generating preliminary reports that combine imaging findings with PROM trends
[43]. However, their clinical application requires careful validation to mitigate risks
like hallucination. The proposed framework would therefore function not as an
autonomous system, but as a clinical decision support tool. In this augmentative
paradigm, the AI performs the computational integration of data and presents
synthesized findings, allowing the clinician to apply expert judgment within a
human-AI collaborative workflow [44, 45, 46].
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1.3.4 Bridging the Gap: A Framework for Integrative Spine
Care

The methodological void identified at the heart of the clinical paradox creates
a clear imperative: a structured, computational framework capable of fusing
multimodal data into a holistic patient profile. The opportunity, therefore, is to
define and develop such an integrative Al framework for spine care. An effective
framework would need to operationalize the biopsychosocial model through a
pipeline that addresses three core challenges: 1) standardized data acquisition and
harmonization of heterogeneous inputs, 2) execution of robust multimodal fusion
algorithms, and 3) the presentation of synthesized outcomes through clinically
interpretable interfaces that would clearly lead to decision pathways. Successfully
addressing these challenges would provide the first method to quantitatively bridge
anatomical observation with patient experience, offering a concrete pathway toward

more precise and holistic assessment.

1.4 Research Problem and Knowledge Gaps

The preceding analysis establishes a dual challenge: the clinical burden of LBP is
compounded by a fragmented diagnostic paradigm, while emerging Al technologies
offer a promising but under-realized opportunity for integration. This lack of
connection persists because research outputs, often focusing on isolated technical
benchmarks, fail to address the heterogeneity of clinical data and the absence of
integrative standards required for practical workflow adoption. Consequently, the
critical gaps preventing the adoption of Al into clinical workflows are not merely

technical, but systemic.

1. The Modality-Specific Focus of Current AI Research: Most Al applications in
spine care are modality-specific, advancing either image analysis or PROMs
evaluation in isolation. This perpetuates the clinical silos described earlier,
leaving unaddressed a fundamental challenge, namely, how to computation-
ally reconcile structural findings with patient-reported symptoms. The gap,
therefore, is not just in building better unimodal tools, but in developing
frameworks for their clinically meaningful integration, where fusion produces
insights greater than the sum of its parts.

2. A foundational barrier to any integrative system is the lack of robust, general-
izable Al models for spine MRI. While deep learning has shown high accuracy
in controlled studies, its real-world application is hampered by significant chal-

lenges. Models often fail to generalize across different MRI scanners, imaging
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protocols, and patient populations, a problem starkly revealed in external
validation studies [47]. Furthermore, many systems are limited to single-view
analysis (e.g., sagittal-only), which is insufficient for accurately grading some
key pathologies like foraminal stenosis that require multiplanar assessment
[48]. This reliability deficit means that even the most advanced integrative
frameworks lack a trustworthy, automated source of standardized imaging data,
an essential cornerstone for multimodal fusion.

3. The Lack of a Clinical Orchestration Framework for AI Synthesis: Beyond
stand-alone Al tools, a critical systems-level gap exists: the absence of a clinical
framework capable of orchestrating diverse Al-derived outputs, from automated
imaging reads to analyzed patient-reported outcomes, into a coherent, inter-
pretable synthesis for the physician. Current Al products operate in isolation,
creating a new form of digital silo. There is no established framework that
defines how these outputs should be structurally combined, how their combined
evidence should be transparently presented to support clinical reasoning, or
how to incorporate necessary human oversight to review, edit, and finalize
Al-generated assessments. This gap prevents the translation of parallel Al
insights into a unified, personalized evidence base. The challenge is not merely
algorithmic fusion, but the design of a clinical workflow that meaningfully
synthesizes quantitative imaging interpretations with qualitative psychosocial
and clinical data to directly inform and personalize treatment recommendations
at the point of care.

4. The Translational Chasm Between Algorithm and Clinical Workflow: Promis-
ing models often neglect the ergonomics of clinical practice. A critical gap
exists in designing how an integrative system would interface with hospital
infrastructures (e.g., PACS, EHRs), manage data privacy and interoperability,
and, most importantly, present synthesized findings to clinicians in a way
that reduces cognitive load rather than adding to it. Without solving these
translational challenges, Al systems risk remaining sophisticated academic

exercises with limited real-world clinical utility.

Synthesis of the Core Research Problem

These identified gaps are not isolated but form a logical sequence of barriers
preventing the evolution from Al-assisted diagnosis to Al-augmented, personalized
spine care. The reliability deficit in imaging AI means we lack trustworthy
automated inputs. Even with such inputs, the absence of a clinical orchestration
framework means we have no principled method to synthesize these inputs with

complementary psychosocial data for human clinical reasoning. Finally, the
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translational chasm ensures that any research prototype remains disconnected
from real-world practice. Together, these gaps define a systemic failure: the
field possesses advanced tools but lacks the integrating framework to make them

clinically cohesive and actionable.

Therefore, the core research problem this dissertation ad-
dresses is the design and validation of the foundational com-
ponents for a clinically integrated AI framework. This frame-
work must first establish reliable automated interpretation of
spinal imaging, and second, provide a structured methodology
for synthesizing these interpretations with psychosocial and
clinical data into an evidence-based, transparent, and editable

summary to support personalized treatment planning.

To tackle this systemic problem, the research presented in this dissertation is
structured to provide a proof-of-concept for each necessary layer. It progresses
from establishing reliable inputs to demonstrating a method for clinical synthesis,
within a proposal for a deployable system architecture. The ultimate aim is to
move beyond isolated AI tools toward a coordinated system that bridges the

critical divide between multimodal data and personalized clinical decision-making.

1.5 Research Aim and Specific Objectives

Given the identified systemic knowledge gaps, the aim of this dissertation is to
design, and develop foundational components of an integrative, clinically relevant
AT framework that integrates automated MRI interpretation with biopsychosocial

patient profiling to support personalized spine care.
This aim is pursued through the following specific objectives:

1. To propose a conceptual framework for integrating AI into spine
care environments, ensuring workflow compatibility and adherence
to ethical and privacy standards. (Addresses the translational chasm
gap): This objective defines the system-level blueprint, specifying components,
data flows, and human—AlI interaction points required to operationalize Al
outputs in clinical practice. Evaluation focuses on feasibility, alignment with
clinical decision-making, and incorporation of human oversight for reviewing

and editing Al-generated outputs.
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2. To develop and validate a reliable, multi-view AI model for automated
interpretation of lumbar spine MRI.
(Addresses the reliability deficit gap): This objective provides standardized
anatomical inputs through a deep learning model that grades key pathologies
(e.g., disc degeneration, central canal stenosis) from sagittal and axial MRI
views, ensuring robustness across imaging variations.

3. To develop a methodology for integrating Al-derived imaging data
with patient-reported psychosocial and clinical profiles.
(Addresses the clinical orchestration gap): This objective defines a repeatable
process for combining quantitative imaging outputs (Objective 2) with multidi-
mensional patient data (e.g., pain scores, disability indices, coping strategies).
The output is a unified, interpretable patient profile (e.g., data-driven phenotype

or structured evidence summary) to support personalized assessment.

By fulfilling these objectives, this dissertation will deliver the foundational proof-of-
concept for a new paradigm in spine care: one where Al does not merely automate
isolated tasks but provides a structured, synthesizing layer that bridges multimodal

data to directly support personalized, evidence-based clinical decision-making.

1.6 Scope and Delimitations of the Dissertation

This dissertation focuses on the design, development, and proof-of-concept valida-
tion of core components of an integrative Al framework for low back pain (LBP)
assessment. The scope is intentionally bounded to ensure feasibility while address-
ing the defined research gaps and providing a foundation for future translational

work.

1.6.1 Scope

The scope includes the technical, clinical, and methodological work required to

achieve the objectives outlined in Section 1.5:

+ Objective 1 (conceptual framework): The architectural blueprint in
Chapter 3 defines how Al components interoperate in a clinical environment,
addressing the gap between technical development and clinical deployment.

« Objective 2 (reliable imaging): The Computer Vision Module (LumbarAlI)
is developed in Chapter 4 for automated grading of lumbar spine pathologies

from MRI, addressing limitations in current imaging assessment.
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e Objective 3 (clinical integration methodology): The Multimodal As-
sessment Module in Chapter 5 defines a methodology for integrating imaging
outputs with psychosocial PROMs to generate data-driven patient phenotypes,

addressing the clinical orchestration gap.

The LLM-RAG Synthesis Module for advanced clinical summarization is excluded
due to distinct computational requirements and the need for specialized clinical

text corpora, and is designated as future work.

Clinical Focus: The framework targets diagnostic support and patient stratifica-
tion in non-specific mechanical low back pain. This reflects the lumbar spine’s
susceptibility to degenerative changes due to its load-bearing function. The system
automates interpretation of key degenerative features from T2-weighted lumbar
MRI and integrates these with cross-sectional PROMs (pain, disability, quality of
life, coping).

Data and Validation: Model development and validation use a primary clinical
dataset, with external testing on public multi-institutional datasets (e.g., RSNA
LumbarDISC, SPIDER) to assess robustness across imaging protocols. Public
datasets may lack annotations for certain pathologies addressed in the primary

study.

1.6.2 Delimitations

The following explicit boundaries clarify what this foundational work does not
encompass, ensuring a tractable project and preventing misinterpretation of its

contributions.

e Clinical Integration and Validation Depth: This work delivers validated
algorithmic components and a system blueprint. It does not include full-scale
clinical deployment, integration into live electronic health record systems,
prospective clinical trials, or regulatory approval processes, as these require
multi-year, interdisciplinary efforts beyond a single dissertation.

e Technical and Methodological Boundaries: The Computer Vision Mod-
ule is developed exclusively for lumbar spine T2-weighted MRI. Other
spinal regions (cervical, thoracic), other imaging modalities (CT, X-ray), and
other MRI sequences (e.g., T1, contrast-enhanced) have been excluded. The
integration methodology treats data as static; longitudinal analysis of symptom
trajectories or treatment response modeling is out of scope. Furthermore,

while expert radiologist labels provide the ground truth for model training, the

11
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inherent inter-rater variability in these labels is acknowledged as a constraint
of the clinical data rather than a factor controlled within this study.

e Clinical Application and Generalizability: The framework is designed as
a decision-support tool for non-specific LBP. It is explicitly not designed for,
nor validated on, cases of radiculopathy with confirmed compressive etiology,
post-surgical spines, high-grade instability, or traumatic/inflammatory spinal
conditions. Its outputs are synthesized evidence summaries to inform person-
alized assessment, not autonomous treatment recommendations or surgical

planning tools.

1.7 Dissertation Outline

This thesis is structured to systematically build the components of the integrative
framework proposed to address the research problem (Section 1.4). The chap-
ters progress from establishing the foundation and architecture to developing,

validating, and synthesizing the core technical and methodological contributions.

Chapter 2: Literature Review establishes the clinical and technical foundation.
It examines the multifactorial nature of low back pain, the role and limitations of
spine MRI, the prognostic value of patient-reported outcomes, and the current
state of Al in medical imaging and multimodal analysis, thereby precisely defining

the research gaps this dissertation targets.

Chapter 3: A Framework for Integrative Al in Spine Care presents the
architectural response to the identified gaps. It proposes a three-module con-
ceptual blueprint designed to operationalize the biopsychosocial model, detailing
the envisioned data flow and interactions between automated imaging analysis,

multimodal patient assessment, and clinical synthesis.

Chapter 4: Establishing a Robust Imaging Foundation (Module 1) fulfills
the first research objective. It begins with an external validation of SpineNetV2,
providing an independent performance benchmark and identifying key limitations.
It then introduces and validates LumbarAI, our novel deep learning model that
uses curriculum learning to achieve reliable, multi-pathology grading from both

sagittal and axial MRI views.

Chapter 5: A Methodology for Clinical Data Integration (Module
2) fulfills the second research objective. This chapter develops the integration
methodology in two parts: first, by analyzing the cross-sectional relationships and

mediated associations between coping strategies and clinical outcomes; second,

12
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by applying unsupervised clustering to the fused outputs of imaging data and

psychosocial PROMs, thereby identifying distinct, data-driven patient phenotypes.

Chapter 6: Proof-of-Concept: Demonstrating the Framework’s Logic
demonstrates the feasibility of core integrative premise of the framework. Using
the outputs from Chapter 4 (imaging findings) and Chapter 5 (phenotype profiles),
this chapter presents detailed case analyses to demonstrate how their concurrent
application enables a richer, more holistic patient characterization rather than

the interpretation of either data stream in isolation.

Chapter 7: Summary, General Discussion, and Conclusions synthesizes
the dissertation collective findings. It provides a concise summary of each chapter,
examines their integrated implications for the biopsychosocial model and Al in
spine care, and concludes by outlining the defined trajectory for future research

and clinical translation.

1.8 Summary of Contributions

This dissertation makes the following contributions to the field of Al-enhanced

spine care, each situated within the context of existing literature:
Technical Contributions

1. A clinically-grounded architectural framework for integrative spine
care: While prior work has developed AI models for isolated tasks, such
as disc-related pathology severity grading [40, 48] or pain prediction from
questionnaires [28], no existing framework specifies how these components
should interoperate in a clinical workflow. This dissertation proposes a novel
modular architecture (Chapter 3) that explicitly defines interfaces between
automated imaging analysis, patient profiling, and clinical synthesis, providing
a blueprint for moving beyond siloed Al toward integrated decision support.

2. LumbarAI: A multi-view deep learning model with curriculum learn-
ing for spine MRI grading: Building on single-view architectures like
SpineNetV2 [48], which this dissertation first externally validates on an ex-
ternal dataset (revealing performance drops for cross-sectional pathologies),
this work develops LumbarAlI (Chapter 4). The model introduces two novel
elements: (a) a dual-pathway architecture that separately processes sagittal
and axial views to mimic radiological reasoning, and (b) a staged curriculum
learning strategy that prevents catastrophic forgetting during multi-view fu-

sion. In cross-sectional pathologies (e.g., spinal stenosis, foraminal stenosis),

13



Chapter 1 Introduction

LumbarAl achieves superior performance improvement over the SpineNetV2
baseline, addressing a critical reliability gap identified in the external validation.
3. A methodology for deriving interpretable biopsychosocial phenotypes
from PROMs: While previous analyses of patient-reported outcomes in low
back pain have typically examined variables in isolation or used simple sum-
scores [297 |, this dissertation demonstrates a systematic approach combining
network analysis with unsupervised clustering, the methodology identifies
two distinct patient phenotypes, differentiated primarily by pain self-efficacy
versus fear-avoidance beliefs, and quantifies the relative contribution of each

psychosocial factor to pain intensity within each phenotype.
Clinical and Translational Contributions

4. Independent benchmarking of automated spine MRI grading: By
rigorously evaluating SpineNetV2 on a local clinical dataset (n = 350 patients)
and publicly reporting performance metrics (Section 4.3), this dissertation
provides the first independent validation of a state-of-the-art spine AI model
outside its development setting. The finding that performance degrades sub-
stantially for specific pathologies (notably cross-sectional pathologies such as:
foraminal stenosis, central canal stenosis and herniation) establishes a critical
benchmark for the field and directly motivated the multi-view architecture of
LumbarAl

5. Proof-of-concept demonstration of integrative clinical utility: While
prior work has explored methods for incorporating patient-reported data into
decision models [32] and hypothesized the value of integrating imaging with
psychosocial factors [11], empirical testing of such integrated approaches with
clinician users has remained limited. In a small-scale proof-of-concept study
involving two radiologists and three patient cases (Chapter 6), we provide
initial evidence that presenting integrated Al-generated preliminary reports
and PROMs based patient phenotyping can alter treatment prioritization and

reduce active reporting time by 40-85% across two radiologists.

Together, these contributions advance the conceptual role of Al in spine care from
single-modality automation toward integrative decision support, providing both
methodological innovations and empirical evidence for a more holistic approach to
low back pain management. With this foundation established, Chapter 2 proceeds

to examine the relevant literature in greater depth.
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Literature Review

This chapter provides a comprehensive literature review establishing the multidisci-
plinary foundation for an integrative Al framework in spine care. It first examines
the clinical context of low back pain, including its epidemiology, pathoanatomy as
revealed by magnetic resonance imaging (MRI), the biopsychosocial model, and
the critical role of patient-reported outcome measures (PROMs). The review then
surveys the technical evolution of artificial intelligence in medicine, with a focused
analysis of deep learning applications in spine MRI, machine learning for patient
phenotyping, and the emerging field of multimodal data fusion. By synthesizing
these clinical and technical domains, the chapter critically identifies key research
gaps, specifically, the disconnect between advanced unimodal Al tools and the
holistic needs of clinical practice. This synthesis directly motivates and justifies

the novel integrative framework proposed in the subsequent chapter.

2.1 Clinical Foundations of Low Back Pain

2.1.1 Epidemiology and Classification of LBP

Low back pain (LBP) represents a preeminent global public health challenge, with
lifetime prevalence estimates suggesting it may affect up to 80-90% of individuals,
underscoring its near-ubiquitous nature [49, 11, 50]. As the foremost cause of
years lived with disability (YLD) worldwide, it imposes a staggering burden on
healthcare systems, economies, and individual well-being [51, 52, 2]. This burden
is amplified by the inherent clinical complexity of this condition by which a clear

pathoanatomical cause is often elusive.
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LBP is a multifactorial syndrome rather than a single disease [53], involving com-
plex interactions between mechanical, degenerative, inflammatory, and potent psy-
chosocial determinants [54, 7]. This complexity manifests in the well-documented
disconnect between structural imaging findings and subjective pain experience.
Degenerative changes visible on magnetic resonance imaging (MRI) are highly
prevalent, in a majority of asymptomatic adults and are increasing with age
[18, 55]. However, their correlation with the presence, intensity, and trajectory
of pain is often weak and inconsistent [19]. This symptom-imaging discordance
lies at the heart of the diagnostic paradox in spine care, challenging clinicians to

determine the clinical relevance of common anatomical findings.

From a clinical management perspective, LBP is often categorized temporally
as acute (< 6 weeks), subacute (6-12 weeks), or chronic (> 12 weeks) [56, 57].
Although useful, these arbitrary temporal boundaries alone are insufficient to cap-
ture the condition’s heterogeneity. Chronic LBP (CLBP) is particularly complex,
frequently involving a state where the nervous system becomes hypersensitive to
pain signals and demonstrating variable treatment responses [58, 59]. Risk factors
for its development and persistence are multifactorial, spanning biomechanical
exposures (e.g., heavy lifting), lifestyle factors (e.g., obesity, smoking), and, criti-
cally, psychosocial factors such as depression, pain catastrophizing, fear-avoidance

beliefs, maladaptive coping strategies, and sleep disturbances [60, 61, 62].

Consequently, evidence-based guidelines advocate a patient-centered, stratified
approach [63, 64]. The initial assessment focuses on ruling out specific, serious
pathology (e.g., fracture, malignancy, cauda equina syndrome) via “red flag”
screening [65]. For the remaining 85-95% of cases, classified as non-specific LBP,
management prioritizes conservative care (education, physical activity, psychologi-
cal support), with imaging reserved for specific indications to avoid the common
pitfall of misattributing pain to incidental, age-related findings on scans [64].
Although tools like the STarT Back Screening Tool incorporate psychosocial
factors for risk stratification, there is still a significant precision gap in predicting

individual trajectories and treatment responses [66].

This multifactorial complexity, and its inconsistent representation across isolated
streams of clinical data, imaging, and patient reporting, creates a fragmented
evidence base that current assessment tools, including unimodal Al solutions, fail
to bridge. The limitations of existing approaches underscore the pressing need
for a new paradigm: an integrative framework to combine anatomical, functional,

and psychosocial information into a coherent, patient-specific assessment. This
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unmet clinical need directly motivates the integrative Al framework developed in

this dissertation.

2.1.2 Spinal Anatomy and Pathoanatomy on MRI: Founda-
tions for Quantitative Analysis

The lumbar spine is a complex biomechanical structure whose detailed anatomy,
comprising vertebrae, intervertebral discs, facet joints, and neural elements, is
exquisitely visualized by Magnetic Resonance Imaging (MRI) [67, 68]. MRI
has become the cornerstone for diagnosing degenerative pathologies such as disc
herniation, spinal stenosis, and nerve root compression [69]. To standardize
reporting, classification systems like the Pfirrmann (disc degeneration) and Modic

(endplate changes) scales have been widely adopted [13, 70].

However, the translation of this high-resolution imaging into consistent, quan-
titative clinical data is fundamentally limited [20, 71]. The interpretation of
key features, particularly the grading of stenosis severity, classification of disc
herniations, and assessment of neural foramen, suffers from significant inter-
and intra-observer variability. This subjectivity undermines diagnostic repro-
ducibility, complicates longitudinal tracking (monitoring change over time), and
introduces noise into clinical decision-making [72]. Furthermore, heterogeneity in
MRI scanners, protocols, and acquisition parameters presents a major challenge

for developing robust, generalizable analytical tools.

Consequently, while MRI provides essential structural insight, its operational value
as a source of consistent, quantitative data for advanced analytics or personalized
medicine is constrained. The current paradigm yields a qualitative, inconsistently
measured output. This represents a critical bottleneck: transforming rich imaging
data into reliable, standardized metrics. Overcoming this bottleneck through
automated, objective interpretation is a prerequisite for building the integrative,

data-driven models required for modern spine care.

2.1.3 The Biopsychosocial Model of Pain

The biopsychosocial model, established by Engel, posits that pain is a multi-
dimensional experience determined by dynamic interactions between biological,
psychological, and social factors [30]. This represents a necessary paradigm shift
from a purely biomedical, structural model, directly addressing its core failure: the
frequent discordance between tissue pathology observed on MRI and the patient’s

reported pain intensity, disability, and treatment response [73, 19].
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Psychological factors, such as pain catastrophizing, fear-avoidance beliefs,
depression, and maladaptive coping strategies (e.g., avoidance), are consistently
among the strongest predictors of pain chronicity and functional disability, often
outweighing the prognostic value of specific structural findings [27, 74, 26]. Social
factors, including occupational stress, lack of social support, and socioeconomic
barriers, further modulate the pain experience and access to care [61, 4]. The
model implies that effective assessment must address this multifaceted reality.
It defines the necessary multidimensional space for understanding LBP, moving
beyond the search for a structural “cause” to explain why patients with similar MRI
findings have vastly different outcomes [75]. While conceptually foundational, the
biopsychosocial model remains largely unimplemented in clinical systems. Manual
synthesis of these domains is low-fidelity and heuristic-driven. The critical gap
is the lack of a framework to quantitatively integrate psychological and
social components, most often captured via Patient-Reported Outcome

Measures (PROMs), alongside with anatomical imaging data.

2.1.4 Patient-Reported Outcome Measures (PROMs) in
Spine Care

Patient-Reported Outcome Measures (PROMSs) are standardized instruments
designed to directly capture the patient’s subjective health status, providing
the essential quantitative data to operationalize the psychological and social
domains of the biopsychosocial model [76]. In LBP, key PROM categories include:
Pain Intensity: Numeric Rating Scale (NRS), Visual Analog Scale (VAS) [77].
Function and Disability: Oswestry Disability Index (ODI), Roland-Morris
Disability Questionnaire (RMDQ) [78, 79]. Psychological and Coping Factors:
Pain Catastrophizing Scale (PCS), Coping Strategies Questionnaire (CopeNVT)
27, 26].

Despite their established validity and prognostic superiority to imaging findings for
many outcomes [29], PROMs face significant challenges. In clinical practice, they
are often collected in administrative silos, temporally misaligned with imaging
studies, and subject to data quality issues like incomplete responses [80]. Critically,
their quantitative results are rarely systematically co-registered or computationally

integrated with MRI-derived data within clinical workflows.

Therefore, PROMs and MRI represent parallel, unlinked evidentiary streams.
This segregation undermines a global assessment, forcing clinicians to perform a
complex cognitive evaluation. PROMs thus embody a dual role: they are essential

to value the patient’s experience independently of imaging, and simultaneously
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a core component to the integration problem. The challenge is not the value of
PROMs, but the creation of frameworks to fuse this experiential data stream with

the anatomical data stream from MRI, enabling a truly biopsychosocial analysis.

2.2 Technological Foundations: AI in Healthcare

2.2.1 Deep Learning for Medical Image Analysis

Deep learning, particularly convolutional neural networks (CNNs), has become
the dominant approach for medical image analysis, enabling systems from early
feasibility studies [81] to comprehensive multi-pathology analysis [82]. However,
successful application in complex domains like spine MRI requires overcoming

challenges beyond basic model design.

A primary architectural limitation of conventional CNNs lies in their restricted
receptive fields, which hinder the modeling of long-range spatial dependencies,
especially critical when analyzing complex 3D anatomical relationships across
multiple MRI slices in spine imaging [83]. Vision Transformers (ViTs) and their
hierarchical extensions, notably the Swin Transformer [83] and its 3D counterpart
Swin-Video [84], address this shortcoming by leveraging self-attention mecha-
nisms to capture global contextual information efficiently. In the domain of
volumetric medical imaging, 3D Swin-based architectures such as Swin-UNETR
[85] and SwinBTS [86] have shown strong performance in 3D segmentation tasks,
benefiting from hierarchical multi-scale feature learning and localized windowed
self-attention. However, their application to multi-task pathological classification
in spine MRI, which requires simultaneous interpretation of diverse, spatially

distributed abnormalities, remains largely unexplored.

Furthermore, the field contends with a fundamental “data bottleneck”. Perfor-
mance is constrained by: (1) small, heterogeneously annotated datasets [87]; (2)
the high cost of expert annotation; and (3) the inherent moderate inter-rater
agreement in subjective grading tasks (e.g., Pfirrmann), which sets a ceiling on
model reliability [88]. This is compounded by acquisition heterogeneity across
MRI scanners, introducing domain shift that degrades generalizability [89], making

strategies like robust training and harmonization essential for clinical translation.
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2.2.2 The State-of-the-Art and Limitations in Automated
Spine MRI Interpretation

Building on these foundations, automated spine MRI analysis has progressed to
grading pathologies like disc degeneration and stenosis [88]. A critical analysis

reveals interconnected limitations.

The most prominent is the prevalent single-view, 2D paradigm. State-of-the-
art systems like SpineNetV2 [48], a multi-task CNN validated across diverse
populations [90, 91, 47, 92], are typically trained and validated on sagittal slices
alone. This creates a critical “3D information bottleneck” [88]. Pathologies like
foraminal stenosis and disc herniation morphology are optimally characterized
on axial images [93, 94, 95], and models limited to sagittal views show degraded

performance on these tasks [47].

This points to a broader multiview integration challenge. The clinical workflow
seamlessly uses sagittal and axial views, yet most Al systems lack this capability.
A core technical barrier is catastrophic forgetting [96], where introducing a new
view degrades performance on previously learned tasks. While curriculum learning
strategies offer a framework for progressive integration in other domains [97, 98],
a dedicated view-level curriculum for spine MRI, designed to preserve single-view

expertise while acquiring multiview competence, is missing.

In summary, while 3D Transformers can overcome CNNs’ context limitations and
curriculum learning can manage integration complexity, no existing framework
synthesizes them to solve the spine-specific multi-view integration problem. This
gap, the need for a system that leverages volumetric attention and a progressive
view-based curriculum to integrate axial data without forgetting sagittal expertise,

directly motivates the LumbarAl framework presented in Chapter 4.

2.2.3 Machine Learning for Biopsychosocial Phenotyping
and Stratification

Machine learning applied to patient-reported outcome measures (PROMs) offers
a powerful, complementary axis to imaging Al by computationally modeling the
biopsychosocial determinants of low back pain (LBP) [99]. This approach directly
confronts the clinical paradox, revealing that patient subgroups can be defined by
psychological and functional characteristics that are largely orthogonal to struc-
tural findings. A comprehensive 2025 study specifically in workers with chronic
LBP demonstrated the utility of this method, applying hierarchical clustering to
PROMs like the ODI and VAS to identify distinct biopsychosocial phenotypes with
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significantly different levels of disability, absenteeism, and psychological distress
[100]. This empirically validates the existence of patient subgroups not visible

through imaging alone.

Unsupervised clustering techniques are central to this effort, identifying phenotypes
based on patterns in pain intensity, disability (ODI, RMDQ), psychological distress
(catastrophizing, fear-avoidance), and coping strategies [101, 102, 100, 103]. These
methods can distinguish, for example, a “high-distress, high-disability” cluster
from a “low-distress, mechanical-pain” cluster, demonstrating that symptom
severity is often poorly predicted by imaging alone [104, 100, 105, 106]. The value
of this approach is recognized beyond LBP; a 2024 systematic review of studies
using machine learning to integrate biological, psychological, and sociological data
for modeling suicide risk found that such “Whole Person Modeling” provides early
empirical evidence for the superior predictive power of the biopsychosocial model

over single-domain approaches [102].

However, PROMs-based phenotyping has significant limitations that constrain its
clinical translation. First, phenotypes are typically static snapshots derived from
cross-sectional data, failing to capture dynamic patient trajectories or treatment-
response patterns. Second, the clusters themselves can be unstable, sensitive to
the choice of instruments, preprocessing methods, and study population, with
limited external validation in diverse spine care settings [102, 100]. A fundamental
philosophical critique also exists: scholars argue that the current biopsychosocial
model, while a conceptual advance, is itself not operationally prepared for the
highly individual predictions generated by machine learning, lacking a framework

to highlight the importance of each factor for a specific patient [107].

Most critically, these data-driven profiles exist in a conceptual and operational
silo. They provide a rich description of the “biopsychosocial state” but lack a
standardized ontology or data structure to be integrated and synthesized with
the “anatomical state” derived from imaging. This lack of a shared framework
for joint representation creates a major barrier to automated integration [102,
107]. Consequently, while phenotyping stratifies risk and imaging Al grades
anatomy, clinicians are left to manually reconcile these two distinct, evidence-
based representations of the same patient, a cognitive task for which they lack
dedicated tools. This defines a critical gap: the absence of a framework for the
integrative analysis of a patient’s unique combination of structural pathology and
biopsychosocial profile, a necessary step toward actionable, personalized clinical

decision support [108, 109].
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2.2.4 The Integration Gap: From Disparate AI Tools to
Clinical Integration

Recent Al advances have created sophisticated yet isolated tools for spine care. In
spinal imaging, deep learning models demonstrate strong performance in detecting
and grading pathologies such as disc degeneration and stenosis [110, 48]. However,
these models largely remain confined to research environments, with limited
external validation and minimal integration into clinical IT ecosystems like PACS
and EHRs [88, 111]. This isolation is compounded by the “black box” nature of
many models, which undermines the clinical trust necessary for adoption. While
explainability methods like saliency maps are recognized as essential for high-
stakes decision-making [112, 113], they are often not implemented in a way that

integrates with a clinician’s workflow.

Parallel to imaging Al, the field has developed robust methodologies for incorpo-
rating the patient’s perspective. Patient-reported outcome measures (PROMs)
provide critical data on pain, disability, and psychosocial factors that are poorly
correlated with imaging findings [114]. Systems like PROMIS offer standardized
instruments [115], and machine learning techniques can stratify patients into
distinct biopsychosocial phenotypes [116]. Despite their prognostic value, these
data streams are operationally siloed; they are rarely computationally fused with

imaging data to create a unified patient profile.

Emerging technologies like large language models (LLMs) present a potential
pathway for integration. They have shown utility in tasks such as drafting
radiology reports [117] and could, in theory, synthesize multimodal data [118].
However, current applications are narrow. For instance, some frameworks use
LLMs for treatment support but lack diagnostic imaging input [119], while others
extract data from reports but do not perform the integrative reasoning required
for diagnosis [120]. This exemplifies a broader trend: LLMs are not yet deployed
in a manner that performs the core clinical task of integrative reasoning across

data types.

A synthesis of these research trajectories reveals a persistent, system-level gap.
Studies either advance unimodal capabilities (e.g., imaging interpretation [121, 39],
PROMs analysis [116]) or develop single-module support tools [119]. As noted
in surveys of the field, there is limited incorporation of LLMs and PROMs into
integrated clinical workflows [122]. Consequently, while the component technolo-
gies exist, the literature demonstrates a clear absence of a framework designed

for integrative clinical synthesis, one that merges reliable imaging analysis,
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quantitative psychosocial profiling, and evidence-based narrative generation within

a clinician-verified, human-in-the-loop workflow.

2.2.5 Human-in-the-Loop AI and Explainability

Human-in-the-Loop (HITL) systems integrate human expertise with computational
intelligence, recognizing that clinical decision-making requires both objective
analysis and contextual judgment [44, 123]. Rather than replacing clinicians,
HITL approaches enable collaborative workflows where AI provides preliminary

analysis that clinicians review, edit, and validate [124].

For such collaboration to be effective, explainability is essential. Clinicians must
understand Al reasoning to trust and appropriately act on its outputs [37]. In
medical imaging, saliency maps and attention visualizations can highlight which
image regions drive predictions [112]. For multimodal systems, explaining how
different modalities (imaging, PROMSs) contribute to conclusions enables clinicians

to validate cross-modal associations [113].

Trust calibration is equally critical: AI confidence scores must align with actual
accuracy to avoid over-reliance or under-utilization [125]. Uncertainty estima-
tion techniques can flag low-confidence cases for human review, optimizing the

allocation of expert attention [126].

Despite these advances, HITL principles have not been systematically applied
to integrative spine care. Existing systems offer unimodal explanations (e.g.,
MRI heatmaps) but lack frameworks for explaining synthesized conclusions that
combine imaging and psychosocial data. This gap, the absence of explainable,
human-verifiable integration, directly motivates the design of the framework

proposed in Chapter 3.

2.3 Synthesis: The Integration Imperative in Al
for Spine Care

The preceding review delineates significant yet parallel advancements across
three domains: the automation of spine MRI interpretation, the computational
modeling of biopsychosocial patient profiles, and the principles of human-centered
Al design. However, a critical synthesis reveals that progress within each domain
has, paradoxically, reinforced the very clinical fragmentation it sought to overcome.
The identified gaps are not isolated but are causally linked, compounding facets of

a singular, systemic failure: the field confusion of technical multimodal integration
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with actionable clinical synthesis, and the consequent absence of a principled

framework to achieve the latter.

2.3.1 The Self-Reinforcing Cycle of Clinical Fragmentation

The identified research gaps are not isolated problems but form a self-reinforcing
cycle. A limitation in one domain creates a fundamental barrier to progress in
the next, perpetuating a state of fragmentation where powerful tools remain

disconnected.

1. The Unreliable Foundation of Imaging AI. Automated grading models
are limited by their architecture (e.g., struggling to analyze both sagittal and
axial views) and, more fundamentally, by the moderate agreement between expert
radiologists. For example, if two radiologists disagree on whether a stenosis is
‘moderate’ or ‘severe,” any Al trained on their labels inherits this ambiguity. If
this core anatomical input is unstable, any downstream system built upon it will

be fundamentally constrained.

2. The Conceptual Mismatch with Patient Experience. Advanced com-
putational phenotyping using Patient-Reported Outcome Measures (PROMs)
operates in a separate conceptual space. It identifies groups like “high pain
catastrophizers” or “low-functioning patients,” but these statistical clusters lack
a shared language to connect to imaging findings. There is no standard way to
computationally relate “Pfirrmann Grade III degeneration at L4-L5” to a “high
score on the Pain Catastrophizing Scale.” This is not a technical glitch but an
ontological divide, the language of anatomy and the language of lived experience

are not alignef3d.

3. The Missing Bridge for Clinical Decision-Making. Even if the first two
gaps were solved, current human-AT interaction research offers generic solutions.
For a spine specialist, an AI must do more than show a heatmap on an MRI and
a bar chart of PROMs scores side-by-side. It must actively help synthesize them,
for instance, by proposing a draft report statement like, “Severe central canal
stenosis is present, but the patient’s extreme disability score suggests psychosocial
factors are likely major contributors.” Systems are not designed from the ground
up to enable this kind of cross-modal reasoning and editable synthesis, creating a

final barrier to clinical trust and utility.

This cycle reveals the core challenge: the field possesses powerful, isolated tools (an
imaging grader, a phenotyping algorithm) but lacks the integrative methodology

to combine them into a single, clinically coherent assessment. The literature
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confirms that imaging alone cannot explain symptoms, and psychosocial data
alone cannot pinpoint structural causes. Therefore, the paramount need is not for

better individual algorithms, but for a principled framework to synthesize them.

2.3.2 The Core Unmet Need: A Framework for Clinical
Synthesis

The critical void is the lack of a clinical synthesis framework. This entails a
paradigm shift from technical fusion to reasoning-enabled integration. Such a

framework must be explicitly designed to:

« Bridge the Ontological Divide: Create a shared computational-representational
space that enables reasoning across modalities, mapping categorical imaging
grades to continuous psychosocial variables in a semantically meaningful way.

o Generate Interpretable, Actionable Narratives: Move beyond parallel outputs
to produce synthesized summaries that explain why a specific combination of
findings matters for a patient’s care. Interpretability here is not a usability
feature but the essential mechanism allowing clinicians to validate cross-modal
associations and build trust.

o Embed Human-Centric Workflow as a First Principle: Incorporate clinician
verification and editing not as an add-on, but as the core feedback loop for
ensuring safety, enabling continuous refinement, and maintaining diagnostic

authority.

Current research addresses facets of this challenge but treats them in isolation.
The field has advanced multimodal fusion (mathematical data combination) but
has neglected clinical synthesis (the production of actionable reasoning). No
existing approach in the spine care literature proposes a cohesive architecture that
binds these elements together from first principles to computationally resolve the

symptom-imaging paradox.

2.3.3 Conclusion

In summary, the trajectory of Al in spine care reveals a compelling paradox:
substantial innovation within technical siloes has led to a landscape of sophisticated
but disconnected tools, perpetuating the very clinical fragmentation it aimed
to solve. The biopsychosocial model provides the conceptual map for holistic

understanding, but the field lacks the computational infrastructure to navigate it.

The imperative that emerges is not for incremental improvements but for a

foundational shift toward integrative system design, from developing better point
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solutions to architecting systems for clinical reasoning. This shift requires a
new kind of framework, one conceived from the outset to enable the trustworthy
synthesis of multimodal data into clinician-interpretable, patient-specific insight.
The next chapter responds directly to this imperative by proposing a novel
architectural framework designed to operationalize this shift and bridge the
long-standing divide between multimodal data and personalized clinical decision-

making.

This chapter has reviewed the technical and clinical foundations for Al in low
back pain (LBP) management. It established LBP’s biopsychosocial complexity
and critically analyzed advances in spine MRI analysis and patient phenotyping.
The synthesis revealed a critical gap: despite progress in individual domains, the
field lacks a framework for their clinical integration. The identified limitations
directly motivate the integrative architecture detailed in Chapter 3, which serves

as the blueprint for this thesis.
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A Clinically Integrated AI Frame-
work for Personalized Spine Care

This chapter presents the conceptual architecture for a modular Al ecosystem
designed to bridge the gap between advanced computational tools and clinical
decision-making in spine care. Building directly on the integration imperative
identified in Chapter 2, the proposed framework is designed for clinical deployment
from first principles, prioritizing explainability, interoperability with hospital IT
systems, and a human-in-the-loop workflow. This chapter details the system
design, clinical motivation, and proposed use cases, serving as the foundational

blueprint that the subsequent empirical chapters will attempt to validate.

3.1 Introduction

As presented earlier, low back pain (LBP) represents a preeminent global health
challenge characterized by staggering prevalence, substantial economic cost, and,
most critically, etiological complexity that straddles structural, clinical, and psy-
chosocial domains [127, 128]. As established in the preceding literature review,
this complexity has fostered a landscape of advanced but disconnected techno-
logical solutions: artificial intelligence (AI) excels in automated imaging analysis
and patient phenotyping, yet these tools operate in parallel silos, lacking the

methodological framework for clinical synthesis.

Consequently, the critical barrier to personalized spine care is no longer a shortage
of data or analytical power, but the absence of a system capable of integrating these

elements into a coherent, actionable clinical narrative. The field possesses robust
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imaging Al, validated patient-reported outcome measures (PROMs), and emerging
synthesis technologies like large language models (LLMs), but no architecture

exists to orchestrate them within a clinician-verified workflow.

This chapter introduces a framework designed to address this integration gap.
Its development is guided by a core thesis: that effective Al for spine care must
be architected not as a collection of isolated models, but as a unified system
for clinical synthesis. This requires moving beyond technical data integration
to enable reasoning that mirrors the clinician’s task, reconciling anatomical
findings with the patient’s lived experience to inform personalized assessment.
Therefore, the proposed framework is built upon foundational design principles of
interoperability, explainability, and human-in-the-loop collaboration, ensuring it

complements rather than disrupts clinical expertise.

The chapter proceeds as follows: Section 3.2 derives the framework’s design
requirements from stakeholder needs and clinical decision points. Section 3.3
details the full system architecture, from data ingestion to the Al processing core
and clinical interface. Section 3.4 illustrates its application through key use case
scenarios. Finally, Section 3.5 discusses the framework contributions, positions
it within the research landscape, and outlines a roadmap for the validation work

presented in the remainder of this dissertation.

3.2 Clinical Imperative and Foundational Design
Principles

Building upon the integration imperative established in Chapter 2, this chapter
translates the identified gaps into a concrete architectural blueprint. Since clinical
synthesis is ultimately a human cognitive task, the architecture must be explicitly
grounded in the needs and reasoning processes of its end-users. The following
section details this user-centered design methodology, synthesizes the elicited
requirements, and derives the core technical principles that govern the framework

structure.

3.2.1 User-Centered Design: Defining Clinical Require-
ments

The framework design was initiated through engagement with clinicians at the

X-ray service s.r.l spine care clinic [129], which funds and hosts this research.
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A series of semi-structured discussions were conducted with practicing radiolo-
gists, pain specialists, musculoskeletal specialists and rehabilitation therapists.
These discussions, focused on diagnostic challenges and workflow inefficiencies,
were analyzed to identify cross-specialty priorities. This qualitative, practice-
informed approach complements the literature review to ensure the framework
addresses genuine clinical needs. The following six synthesized priorities emerged

consistently:

o Integrate Disparate Data: Reduce the cognitive burden of manually integrat-
ing fragmented information from imaging, clinical notes, and patient-reported
outcomes (PROMs) into a unified patient profile.

e Support Clinical Reasoning: Aid in interpreting the interaction between
structural pathology and the biopsychosocial context (e.g., how a specific disc
finding relates to a patient’s coping strategies and occupational demands) to
explain symptom severity and predict trajectories.

o Facilitate Interdisciplinary Coordination: Create a shared, multimodal
evidence base to align perspectives across specialties, improving communication
throughout the care pathway.

o Enhance Patient Engagement: Provide a coherent structure to translate
complex, multi-domain findings into accessible language, supporting shared
decision-making and therapeutic alliance.

o Enable a Learning System: Support continuous improvement through clini-
cian feedback and outcome data, while maintaining rigorous data governance
and privacy. This implies a system designed for iterative refinement.

o Uphold Clinical Authority & Ethics: Augment, never replace, clinical
judgment. This necessitates editable outputs, clear uncertainty reporting, and
mechanisms to mitigate automation bias, preserving the clinician’s ultimate

diagnostic authority.

These priorities establish the foundational user requirements, highlighting that the
system must solve cognitive and workflow challenges, not merely technical ones. A
critical implication is the need for a shared representational layer, a computational
structure to relate imaging findings to psychosocial constructs, which addresses

the ontological gap identified in Chapter 2.

3.2.2 Synthesized Stakeholder Needs and Clinical Decision
Points

The cross-specialty clinician priorities manifest as distinct functional requirements

for key stakeholders. Translating these needs into specific system functions provides

29



Chapter 3 A Clinically Integrated Al Framework for Personalized Spine Care

a direct blueprint for the architectural components developed in Section 3.3.

Radiologists are the primary consumers of the imaging Al component. Their
core need is to efficiently and confidently verify and finalize diagnostic findings.
To support this, the system must provide explainable outputs, such as saliency
map, confidence scores and feature attributions, that allow validation of the
AT’s reasoning for specific gradings (e.g., stenosis severity). Furthermore, it
requires editable interfaces that enable the straightforward correction of Al errors,
particularly those arising from domain shift or ambiguous imaging features, all
within a workflow that integrates seamlessly with existing PACS to avoid disruptive
context switching. These functions collectively ensure the Al acts as a verifiable

and trustworthy assistant, fully upholding the radiologist’s diagnostic authority.

Pain Specialists (e.g., anesthesiologists, interventional pain physicians,
neurologists, spine surgeons) require the synthesis of multimodal data to
inform high-stakes management decisions, including risk stratification, the choice
between surgical and conservative pathways, and the setting of realistic patient
expectations. For this group, the system must therefore generate structured,
interpretable risk profiles that integrate quantitative anatomical severity from
imaging with key psychosocial and functional risk factors derived from PROMs.
Additionally, it should provide prognostic context prognostic context by placing
the patient’s current profile within a cohort of similar historical phenotypes. By
accessing a (hypothetical) longitudinal registry of outcomes, it can answer a
critical clinical question: “For patients with a similar profile of anatomy and
psychosocial factors, what were the typical 1- and 2-year trajectories for pain,
function, and probability of surgery?” This moves beyond a static snapshot to offer
evidence-based insight into probable futures. This functionality directly translates
the integrative biopsychosocial model into actionable clinical intelligence. It shifts
the specialist’s role from manually correlating disparate data points to reviewing
a synthesized, evidence-based foundation for intervention planning and nuanced

patient counseling about likely outcomes.

Rehabilitation Clinicians (e.g., physiotherapists, occupational therapists,
psychologists, nurses, physiatrists) focus on personalizing and monitoring therapy.
Their decisions focus on customizing treatment plans and tracking functional
recovery progress. To be clinically useful, the system must generate individualized

treatment suggestions that thoughtfully consider structural limitations alongside
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patient-specific functional goals and psychological barriers. It must also present
this information through a unified clinical dashboard that clearly tracks PROM
trends, such as pain and disability scores, with the specific anatomical and
functional constraints identified in the imaging. This allows the clinician to see,
for instance, whether a plateau in functional improvement is concurrent with a
particular structural limitation, thereby supporting a holistic, biopsychosocial
view of the patient’s recovery journey and enabling truly tailored, evidence-based

care planning.

3.2.3 Derived Design Principles

The clinical requirements and the synthesized stakeholder needs converge into
four governing design principles that serve as the architectural foundation for
the proposed framework. These principles are not merely desirable features but
essential constraints derived from the imperative to build a system for clinical

synthesis rather than isolated analysis.

Modularity and Interoperability constitute the first principle, addressing
the need for a system that can evolve and integrate into heterogeneous clinical
environments. The framework must be composed of discrete, standards-based
modules, such as dedicated components for imaging analysis, psychosocial profiling,
and clinical synthesis, that can be developed, validated, and updated indepen-
dently. This modular design is essential for two key reasons: 1) Research and
Development Efficiency, as it allows individual modules (e.g., a new Al model
for stenosis grading) to be developed, tested, and validated in isolation without
overhauling the entire system; and 2) Long-term Clinical Sustainability, enabling
incremental updates and the replacement of obsolete components. Crucially, these
modules must interoperate seamlessly with existing hospital IT infrastructure.
Adherence to established standards like Health Level Seven (HL7) Fast Health-
care Interoperability Resources (FHIR) for clinical data and Digital Imaging and
Communications in Medicine (DICOM) for imaging is non-negotiable for enabling
this integration, ensuring that Al-generated insights can flow into and augment

established clinical workflows without creating disruptive new silos [130, 131].

Explainability by Design forms the second, critical principle for building clinical
trust and ensuring safety. For clinicians to rely on Al outputs, especially those
informing high-stakes decisions, the system’s reasoning must be transparent. This
necessitates that explainability mechanisms, such as feature attribution scores,
attention visualizations for imaging models, confidence scores and traceable logic

for multimodal synthesis, are embedded as core functionalities within each Al
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module, not added as post-hoc justifications. This transparency allows clinicians to
validate findings, detect potential biases, and understand the relative contribution
of different data modalities to a final recommendation. Beyond being a usability
concern, this principle is increasingly a regulatory mandate, as frameworks like
the European Union’s Al Act classify medical Al systems as high-risk, explicitly

requiring adequate transparency and human oversight measures [112, 132, 133].

Human-in-the-Loop (HITL) Collaboration is the third principle, opera-
tionalizing the ethical imperative to augment rather than replace clinical expertise.
The architecture must be fundamentally structured to support, not bypass, clini-
cian oversight. This means designing interfaces and data flows that allow, and
indeed require, clinicians to review, correct, and provide final approval for all key
Al-generated outputs, from a graded imaging finding to a synthesized treatment
summary. This collaborative approach mitigates risks like automation bias and
ensures the clinician retains ultimate diagnostic authority [133, 134]. Furthermore,
this interaction creates a valuable feedback loop; clinician corrections become
curated data that can be used to continuously refine and improve the underlying

AT models, fostering a learning health system [135].

Workflow-Centric Integration is the final principle, ensuring the framework
delivers value in practice, not just in theory. The system must be designed to
augment, not disrupt, the existing sequence of clinical activities, from initial
patient assessment and data acquisition through specialist interpretation and
collaborative treatment planning. As illustrated in Figure 3.1, the framework
components should act as intelligent aids at specific, high-value touchpoints within
this pathway. This requires a deep understanding of clinical rhythms and a
flexible architecture that can adapt to variations in care pathways across different
healthcare settings, always aiming to reduce cognitive load and administrative
burden rather than adding to it. The following subsection applies this principle
through a detailed analysis of the representative spine care pathway (Figure 3.1),
mapping the framework’s components to specific clinical stages to demonstrate

this augmentation in practice.

3.2.4 Clinical Workflow Integration: Mapping the Frame-
work to Practice

For the proposed framework to be viable, it must integrate into the real-world
pathways of spine care. While specific sequences can vary by healthcare system,
with differences in gatekeeping, specialty referral, and the depth of psychosocial

assessment, a generalized care trajectory can be abstracted to reveal common,
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high-value touchpoints for AI augmentation. Figure 3.1 illustrates one such
representative pathway. The framework is designed to interface with this trajectory
not by imposing a rigid new process, but by providing intelligent support at its
core stages, each of which generates or requires specific data that the system must

organize, interpret, and present in a clinically meaningful way.

Low Back Pain Patient Journey Workflow

Stage 3: |

[EpS—— A1

Patient X Return to GP/ |
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g MRI/CT Radiologist Report N
Presents with = n ] Neurologist for !
LBP Ci Acquisition Interpretation : Generated Treatment Plan :
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(
. Patient: Initial presentation ‘ PROMs: Patient-Reported ‘ ::ch:i)r:ogslsctriol‘llental health g:;:ra:::rr:g;ﬂ:;': e
with low back pain symptoms Outcome Measures collection LI (R Y y
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neurological examination 4 scan acquisition interpretation and analysis diagnostic report generation

Treatment Planning:
Return to GP/Neurologist for
care plan

Figure 3.1: Multidisciplinary Patient Journey Workflow for Low Back Pain Assessment.
A comprehensive 9-step sequential workflow illustrating the patient care pathway from
initial presentation through treatment planning. Each step is color-coded by healthcare
specialty: patient presentation (blue), PROMs collection (orange), psychological assess-
ment (red), primary care evaluation (teal), neurological consultation (blue), medical
imaging acquisition (green), radiological interpretation (yellow-pink), report generation
(purple), and treatment planning (pink).

Stage 1: Patient Presentation, Psychological Assessment, and PROMs
Collection This initial stage generates the foundational psychosocial and expe-
riential data layer. It involves the collection of patient-reported outcome measures
(PROMs) that quantify pain, disability, quality of life, and coping strategies,
alongside potential formal psychological evaluation. This stage is critical as it
captures dimensions of the pain experience independently from imaging. The
framework data ingestion layer must be flexible enough to accommodate the
variability in this stage, where the depth of psychosocial assessment may differ

based on clinical context and resources.

Stage 2: Primary Care (GP) Evaluation Here, a general practitioner or pri-
mary care specialist performs a comprehensive clinical assessment, systematically

documenting medical history, comorbidities, lifestyle factors, and demographic

33



Chapter 3 A Clinically Integrated Al Framework for Personalized Spine Care

data. This stage produces a structured clinical context profile. The data from
this stage provides essential risk stratification variables and comorbid flags that
must be fused with both the PROMs from Stage 1 and the anatomical findings

from later stages.

Stage 3: Specialist Neurological Consultation This stage represents a key
clinical decision point. A neurologist or other spine specialist conducts a focused
examination to assess neurological deficits, determine the likely pain generator, and
establish the specific indication for advanced imaging. The framework must respect
and be triggered by this clinical reasoning, ensuring that subsequent automated
imaging analysis is performed in direct response to a justified, specialist-driven

diagnostic hypothesis.

Stage 4: Imaging Acquisition and Radiological Interpretation This is
the core anatomical data generation stage, involving the acquisition and interpre-
tation of spine MRI or CT scans. Traditional AI tools operate in isolation here.
The framework Computer Vision Module engages at this point with a crucial archi-
tectural distinction: it functions as a structured data provider. Its outputs are not
merely a visual aid for the radiologist but are formatted as standardized, graded
anatomical descriptors designed to be immediately consumable by downstream

multimodal synthesis modules.

Stage 5: Comprehensive Reporting and Integrated Treatment Planning
This culminating stage is where the synthesis gap is most apparent and where
the framework delivers its core value. It requires the integration of all prior
data streams, psychosocial (Stage 1), clinical (Stage 2), contextual (Stage 3),
and anatomical (Stage 4), into a coherent narrative for diagnosis and manage-
ment. The framework targets this gap directly: its Multimodal Profiling Module
fuses these heterogeneous data types, and its LLM Synthesis Module generates
a preliminary, evidence-anchored summary. This output supports the interdisci-
plinary discussion essential for finalizing a personalized treatment plan, thereby

transforming fragmented data into a unified basis for a shared decision-making.

In summary, this five-stage workflow analysis provides the definitive blueprint for
the framework modular architecture. Each stage corresponds to a primary data
type or clinical function addressed by a specific system component. The overarching
architecture is designed to ensure these components work in concert, creating a

continuous thread of integrated reasoning that bridges the transitions between
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stages, from initial symptom presentation to a comprehensive, personalized care

plan.

3.3 System Architecture Overview

The clinical requirements and design principles derived in Section 3.2 require an
architecture that goes beyond standard clinical decision support systems. While
such systems often integrate isolated Al tools, they rarely address the foundational
challenge of biopsychosocial synthesis. Rather than contributing another single-
purpose algorithm, this work proposes a modular, interoperable Al ecosystem
whose core novelty lies in its modular framework design for integrative clinical
reasoning: a pipeline that integrates multimodal data into a unified patient profile
and embeds a retrieval-augmented language layer to translate it into evidence-
linked, clinician-facing narratives. As illustrated in Figure 3.2, this is realized
through a secure orchestration of specialized modules governed by continuous
learning loops. Throughout this chapter, a unified patient profile refers to a
structured multimodal representation that jointly encodes anatomical, clinical, and

psychosocial information for downstream reasoning.

3.3.1 Data Input Layer

The system is anchored in the routine data sources of clinical practice to en-
sure practical viability. A dedicated ingestion layer connects to standard hospi-
tal infrastructure: Picture Archiving and Communication Systems (PACS) for
DICOM-format spine imaging, and Electronic Health Records (EHR) for struc-
tured clinical data. Critically, it also interfaces with Patient-Reported Outcome
Measures (PROMs) collection portals. This layer assembles the full multimodal
substrate, structural, clinical, and psychosocial, while accommodating the variable

availability of PROMs across institutions.

3.3.2 Security and Governance Layer

Prior to any computation, a dedicated security and governance layer mediates
all data and model access. This is not merely a compliance checkpoint but a
foundational design choice to embed ethical use. It enforces authentication, autho-
rization, and audit logging for both data queries and Al inference requests, while

implementing necessary encryption and anonymization. By ensuring compliance

with standards like HIPAA [136], GDPR [137] and EU AI act [138] from the
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outset, this layer institutionalizes trust and control, a prerequisite for deploying

any Al within sensitive clinical environments.

3.3.3 Interoperability and Normalization Layer

With data access secured, the next barrier is heterogeneity. Raw DICOM pixels,
HL7 messages, and PROM JSON cannot be directly consumed by unified Al
models. Therefore, an interoperability layer acts as the system’s semantic inte-
gration fabric. It employs standardized adapters and terminology services (e.g.,
SNOMED CT for clinical findings [139], LOINC for laboratory observations [140],
RadLex for imaging features [141]) to extract, transform, and map data into a
harmonized, normalized format. This process resolves syntactic and semantic
inconsistencies, creating a coherent staging area of quality-controlled data with

preserved provenance, ready for multimodal analysis.

3.3.4 Modular AI Processing Core

The analytical core of the framework is a suite of three synergistic modules. Their
sequential design, from unimodal analysis to multimodal profiling to narrative
synthesis, constitutes the architectural response to the integration gap. A cross-
cutting requirement for these modules is explainability, implemented in module-

specific ways to ensure trust at each step.

3.3.4.1 Computer Vision Module

This module provides reliable, automated interpretation of spine MRI, directly
addressing the generalizability and inter-rater variability limitations of current
tools. It performs disc localization, segmentation, and pathology grading (e.g.,
Pfirrmann classification). Its output is a set of structured, quantitative imaging
descriptors (e.g., “L4-L5: central canal stenosis, Grade 2”) paired with visual
evidence (segmentation overlays, saliency maps) and confidence estimates. This im-
plementation represents a core empirical component of this dissertation, developed
and validated in Chapter 4.

3.3.4.2 Multimodal Profiling and Synthesis Module

This module is the conceptual and methodological centerpiece of the integrative
framework. It ingests the structured imaging descriptors alongside normalized
PROMs and clinical data to perform patient profiling. Methodologically, this
involves encoding PROMs into normalized numerical features and applying unsu-

pervised or contrastive learning techniques to derive data-driven biopsychosocial
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Figure 3.2: System Architecture Overview: a modular, interoperable Al ecosystem for
spine image analysis integrating multimodal data, human governance, and continuous
learning.

phenotypes or unified latent representations. This output, a coherent, quantitative
patient profile, is the essential bridge between isolated data silos and is validated

through the phenotyping work presented in Chapter 5.

3.3.4.3 LLM Synthesis & RAG Module

This module translates the unified patient profile into actionable clinical language.
Importantly, it never operates on raw clinical data; it only consumes the structured,
clinician-verifiable profile. To ensure safety and accuracy, it employs a Retrieval-
Augmented Generation (RAG) architecture [142], constraining the generative
process to a curated corpus of clinical guidelines (e.g., from bodies like NASS [143]
or NICE [144]) and institutional protocols. Using structured prompt templates, it
generates preliminary, versioned, and editable narratives, where edits generate
structured provenance metadata, that explicitly cite their sources in the patient’s
data profile and the external knowledge base. This forward-looking RAG-driven
approach offers a practical balance between generative flexibility and safety,

representing a visionary component for future work.
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3.3.5 Clinical Application Layer

This layer operationalizes the human-in-the-loop paradigm by embedding the
Al core into clinician workflow. It provides an interactive dashboard for clin-
icians to verify outputs, editable interfaces for all Al-generated content, and
decision-support panels presenting synthesized narratives. Crucially, every clini-
cian interaction and edit is logged, creating the structured feedback essential for

system learning and maintaining an audit trail for accountability.

3.3.6 MLOps and Continuous Learning Layer

To ensure the framework evolution, a dedicated MLOps and continuous learning
layer manages the full model lifecycle. This includes version control for models
and prompts, performance monitoring, staged deployment, and, most importantly,
a secure pipeline to use clinician corrections and outcome data for feedback-driven
retraining. This introduces a structured mechanism through which clinician
interactions serve as auditable feedback for traceable learning, closing the loop for

controlled, continuous improvement.

In summary, this architecture provides the technical blueprint for a new class of
clinical Al system. Its novelty lies not in its individual layers, many of which
use established informatics patterns, but in their specific orchestration to solve
the biopsychosocial integration problem. The empirical contributions of this
dissertation focus on developing and validating the core Al processing modules
(Chapters 4 & 5), thereby demonstrating that the most technically challenging
parts of this integrative architecture are feasible. This supports the broader claim
that biopsychosocial integration is achievable through a principled, modular design,
with the full realization of the integrated ecosystem representing a compelling

direction for future multidisciplinary research and development.

3.4 Use Case Scenarios

The following vignettes concretize the proposed framework operation in represen-
tative clinical contexts. They serve a dual purpose: first, to illustrate the tangible
differences between isolated imaging workflows and Al-augmented multimodal
synthesis; and second, to demonstrate how the architecture core components,
particularly the LLM/RAG layer and the human-in-the-loop paradigm, trans-

late conceptual design into clinical utility. These scenarios are hypothetical but
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§3.4 Use Case Scenarios

grounded in common clinical presentations, intended to clarify the framework’s

anticipated behavior and to guide subsequent validation efforts.

Scenario 1: Chronic Low Back Pain in an Office Worker A 45-year-old
office worker presents with chronic low back pain. The spine MRI shows moderate

L4-L5 disc degeneration and mild central canal stenosis.

o Imaging-Only Workflow: An automated grading tool outputs structured
findings (e.g., “Pfirrmann Grade IV, mild canal stenosis”). The radiologist
must manually contextualize these findings, a process vulnerable to inter-rater
variability and increased cognitive load from reconciling data across disparate
systems (PACS, EHR).

o Multimodal Framework Workflow: The system ingests the imaging data
alongside PROMs (showing moderate disability) and EHR data (indicating
sedentary lifestyle). The Multimodal Profiling Module synthesizes these inputs
into a unified profile indicating a low-to-moderate risk phenotype. The LLM
Synthesis Module, guided by RAG, generates an evidence-anchored draft report
favoring conservative, exercise-based rehabilitation. The radiologist reviews
the draft alongside visual Al overlays, edits the language for precision, and
finalizes the report. This workflow reduces unwarranted diagnostic escalation,
standardizes reporting language, and shortens the time from imaging acquisition

to a personalized care recommendation.

Scenario 2: Acute-on-Chronic Pain in a Manual Laborer with Complex
Biopsychosocial Factors A 62-year-old manual laborer presents with acute
exacerbation of chronic pain. MRI reveals multilevel degeneration and Modic type

IT changes .

o Imaging-Only Workflow: The pronounced structural pathology may dispro-
portionately bias clinical reasoning toward early surgical referral, potentially
overlooking modifiable non-structural factors.

o Multimodal Framework Workflow: The framework integrates the severe
imaging findings with PROMSs revealing high disability, maladaptive coping
strategies, poor psychological quality of life, and EHR-documented comor-
bidities (obesity, diabetes). The synthesized profile highlights a high-risk,
complex biopsychosocial phenotype. The LLM module surfaces guideline-based

!Modic changes are specific vertebral endplate and bone marrow signal alterations on MRI
associated with disc degeneration. Type II is characterized by fatty replacement (hyperintensity
on T1l-weighted images), indicating a chronic, stable degenerative state [70].
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recommendations for pre-habilitation: metabolic optimization, targeted physio-
therapy, and psychological interventions to address coping and well-being. This
equips the surgeon to make a more informed, person-centered decision, whether
to proceed with surgery immediately or to optimize the patient’s condition
first, demonstrating how multimodal integration expands, rather than restricts,

therapeutic options.

Scenario 3: Safety-Critical Surgical Escalation A 38-year-old patient
presents with acute bilateral lower limb weakness and severe radicular pain,

suggestive of cauda equina syndrome.

« Conventional Workflow: Relies on the clinician to recognize red flags,
manually prioritize the MRI read, and initiate urgent referrals, a process
susceptible to delays under high clinical load.

e Multimodal Framework Workflow: The case is flagged by the system’s
triage logic. The Computer Vision Module processes the MRI with high priority,
identifying a high-confidence compressive lesion. Simultaneously, the LLM
module, constrained by RAG to acute care guidelines, generates an urgent
alert with prepopulated referral orders for neurosurgical review. The clinician
receives an immediate notification; all actions (acknowledge, modify, act) are
captured in an immutable provenance log. This scenario demonstrates the
framework capacity to accelerate time-sensitive care while preserving clinician
authority and ensuring full decision traceability for safety auditing and quality

improvement.

Evaluation Metrics and Forward Path To support evaluation and prospec-
tive deployment, each vignette suggests measurable endpoints for future validation:
changes in time-to-report and time-to-referral, shifts in referral appropriateness
or downstream resource utilization, clinician acceptance and edit rates, safety
metrics for urgent alerts (for example time-to-escalation and false-alarm rates),
and the completeness of provenance metadata (fraction of drafts with full guideline
anchors). Together, these scenarios are intended to make the system anticipated be-
haviors concrete and to guide subsequent validation work that would be necessary

before clinical implementation.

Collectively, these vignettes transition the discussion from architectural theory
to potential clinical impact. They provide a concrete basis for designing the
validation studies necessary to advance the framework from a conceptual blueprint

toward future clinical implementation.
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The preceding vignettes are summarized in Table 3.1, which contrasts the current
practice with the proposed Al-enhanced workflow for each case synthesized for

clarity.

Table 3.1: Representative clinical use cases illustrating potential workflow improvement
after modular Al framework deployment

Use Case Current Clinical Practice AI-Enabled
Enhancement

Case 1: Imaging-driven reports; Context-aware multimodal

Chronic Low limited context integration. synthesis.

Back Pain e Structured image grades o Fuses spine imaging, EHR,

require manual
contextualization.

e High inter-reader variability
and time-intensive
reporting.

and PROMs for risk-graded,
evidence-linked drafts.

o Expected: | time-to-report,
1 consistency, 1 efficiency.

Metrics: time-to-report, edit frequency, report concordance

Case 2: Structure-dominant decision
Surgical Bias  pathways.
Mitigation o Imaging severity outweighs

psychosocial context.
e Limited support for
pre-operative optimization.

Risk-adjusted,
evidence-grounded
recommendations.

e Multimodal analytics
highlight comorbidities and
PROM-derived
psychosocial risk.

o Expected: | inappropriate
referrals, 1 patient
optimization.

Metrics: referral appropriateness, optimization rate, clinician acceptance

Case 3: Manual escalation;
Urgent inconsistent traceability.
Escalation o Relies on clinician vigilance

for urgent routing.
o Limited auditability of
decisions and timing.

Automated, auditable

escalation.

e Prioritized processing
triggers guideline-aligned
alerts with prepopulated
orders.

e Immutable provenance log
tracks clinician response.

e Expected: |
time-to-escalation, 1 safety,
1 accountability.

Metrics: time-to-escalation, false-alarm rate, provenance completeness

3.5 Discussion

This chapter has presented a modular, integrative framework designed to trans-

late Al research into clinically trustworthy tools for spine care. The proposed
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architecture, spanning a standards-first data middleware, a multimodal Al core,
an evidence-anchored LLM/RAG layer, and human-centered governance, provides
a concrete blueprint for building safe, auditable, and incrementally deployable
clinical decision support. The following discussion synthesizes its principal contri-
butions, positions it within the research landscape, addresses critical limitations,

and outlines a path toward validation.

3.5.1 Principal Contributions and Integrative Novelty

This work makes five key contributions to the field of clinical AI for spine care:

(1) Multimodal Integration Paradigm: It advances a model where PROMs,
EHR data, and imaging are treated as co-equal inputs, enabling risk profiles
that reflect the true multifactorial nature of low back pain.

(2) Evidence-Anchored Language Layer: It proposes a practical LLM/RAG
architecture to generate citation-tethered draft reports and recommendations,
explicitly mitigating the safety risks of general-purpose generative Al.

(3) Human-in-the-Loop Governance: It embeds clinician review, editable
outputs, and structured feedback as core design principles, ensuring augmen-
tation rather than replacement of clinical expertise.

(4) Deployable System Architecture: It specifies a model-management and
middleware architecture that foregrounds reproducibility, staged deployment
(shadow — pilot — production), and regulatory traceability.

(5) Validation Blueprint: It outlines a forward-looking evaluation strategy,
aligning technical, workflow, and safety metrics with each phase of a future

system rollout.

The primary innovation lies not in these individual components, which align
with established best practices, but in their integration into a cohesive, modular
framework. This unification of multimodal fusion, evidence-anchored communica-
tion, and governed human-Al collaboration within a single architectural blueprint

represents the core conceptual advance of this chapter.

3.5.2 Differentiation from Existing Work

As established in Chapter 2, prior Al research in spine care has largely produced
valuable but isolated models for imaging, prediction, or PROMs analysis. The
framework proposed here builds on that foundation to envision an interoperable
ecosystem for clinical synthesis. It moves beyond single-purpose algorithms toward

a standard-first design that fuses multimodal data and uses a retrieval-augmented

42



§3.5 Discussion

language layer to generate evidence-linked clinical narratives. Furthermore, it
introduces a structured mechanism where clinician interactions provide auditable
feedback for continuous, traceable system refinement. The proposal thus extends
the landscape from isolated analytical tools toward a cohesive, accountable system
designed for operational integration across the full diagnostic and treatment

workflow.

3.5.3 Critical Limitations and Mitigation Strategies

While the proposed architecture provides a comprehensive blueprint, translating
it into a robust, production-ready system faces several nontrivial challenges that
must be acknowledged. Data quality, heterogeneity, and inconsistent data com-
pleteness in real-world settings pose a persistent threat to model generalizability
and reliability. Mitigating this requires more than technical solutions; it demands
disciplined data governance, site-specific harmonization protocols, and the im-
plementation of conservative abstention rules where inputs are incomplete or of
low confidence. The ambition of a continuously learning system, while desirable,
introduces significant operational and regulatory complexity. A practical path
forward involves predetermined change-control plans, validation gates tied to
performance metrics, and staged rollouts that mirror regulatory expectations for
Software as a Medical Device (SaMD). Perhaps the most scrutinized component
will be the LLM-based synthesis layer. Even with a Retrieval-Augmented Genera-
tion (RAG) architecture constraining outputs to a curated evidence base, risks
of hallucination, subtle bias, and over-reliance remain. These demand a multi-
layered safety strategy incorporating retrieval-confidence thresholds, rule-based
refusal policies for high-risk recommendations, mandatory human verification
pipelines, and systematic, scenario-based testing. Finally, the infrastructure and
computational costs of deploying such an integrated ecosystem raise valid concerns
about equity and accessibility. Strategies such as federated learning for model
development, offering lightweight model variants, and designing tiered deployment
packages can help reduce barriers for resource-limited clinical sites, ensuring the

benefits of such systems are broadly adopted.

3.5.4 Conclusion and Forward Path

This chapter articulated a comprehensive architectural vision to bridge the inte-
gration gap in spine care. By deriving design principles from clinical needs and
proposing a modular system for multimodal synthesis, it provides a foundational

blueprint for human-centered Al decision support. The framework’s core value
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lies in unifying anatomical, clinical, and psychosocial data, traditionally analyzed

in silos, into a coherent, actionable narrative for personalized assessment.

To assess initial feasibility, a limited proof-of-concept study implemented key
framework components in a controlled setting, evaluating workflow integration,
module interoperability, and clinician interaction with prototype outputs. These
findings, while not formal validation, provided crucial insights into practical
integration hurdles and informed architectural refinements and the proposed

evaluation roadmap.

The staged roadmap, progressing from technical validation and workflow simulation
to pilot implementation and prospective multicenter studies, outlines a responsible
path for future development, systematically addressing the limitations noted above.
The following chapters build upon this blueprint. Chapters 4 and 5 develop and
validate the core Computer Vision and Multimodal Profiling modules. Chapter 6
presents the methodology and results of the integrated proof-of-concept study,
offering a preliminary examination of the framework’s operational feasibility and

impact on simulated clinical workflows.

3.5.5 Open research directions

Several research and engineering avenues remain open. Federated and privacy-
preserving learning strategies could improve generalizability while protecting local
data sovereignty. Robust, domain-specific evaluation frameworks for LLM outputs
in clinical contexts are needed to quantify fidelity, hallucination risk, and clinical
utility. Integrating longitudinal and real-world outcome signals (wearables, remote
PROMsS) could extend the system toward prognostic and long-term care planning.
Finally, sociotechnical research into clinician acceptance, human-Al collaboration

ergonomics, and equitable deployment will be central to adoption.

This chapter presented a modular Al framework for personalized spine care,
integrating three core modules for comprehensive clinical decision support. By
presenting this framework early in the thesis, we aim to deliver the complete vision
before diving into implementation details. Chapter 4 now establishes the baseline
for Module 1 through external validation of SpineNetV2, identifying critical gaps
that Module 1 must address, particularly the need for multiview integration to

accurately assess cross-sectional pathologies.
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4

LumbarAlI: Clinically-Aligned Al
Model for Automated Spine MRI
Analysis

This chapter establishes and develops Module 1 (Computer Vision Module)
of the framework presented in Chapter 3. The chapter follows a two-part structure:
first, we establish a performance baseline by externally validating SpineNetV2
[48], the current state-of-the-art open-source Al model for automated spine MRI
grading, identifying specific gaps that Module 1 must address. We then introduce
and comprehensively evaluate LumbarAl, a novel curriculum learning framework
designed to address these exact gaps through multiview integration and clinical

workflow alignment.

4.1 Introduction

The integrated Al framework introduced in Chapter 3 relies on a robust Com-
puter Vision Module capable of automated, reproducible interpretation of spine
MRI. This module must provide structured and clinically meaningful anatomical
descriptors to support the framework’s core multimodal synthesis capabilities.
Its reliability must extend beyond controlled research environments to the het-
erogeneous imaging conditions, label inconsistencies, and acquisition variability

inherent to real-world clinical practice.
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4.1.1 Radiological Features in Lumbar MRI Analysis

The development of a clinically viable Computer Vision Module requires a precise
definition of its target outputs. This work focuses on automating the grading
of a core set of radiological features that are fundamental to the clinical assess-
ment of degenerative lumbar spine disease. These features were selected for their
established diagnostic relevance, consistent observability on standard MRI se-
quences, and direct utility in forming the structured anatomical profile required for

downstream multimodal synthesis within the integrative framework (Chapter 3).
The targeted features encompass:

« Disc Degeneration and Morphology: Pfirrmann grading (1-5) [13] and
disc narrowing (1-4).

« Canal and Neural Foramen Compromise: Central canal stenosis (1-4)
and left /right foraminal stenosis (0-1).

» Vertebral Body and Endplate Pathology: Spondylolisthesis (0-1), end-
plate defects (0-1), and Modic-type marrow changes (0-1).

o Herniation: Disc herniation (0-1).

Accurate grading of these 11 features across lumbar levels (L1-L2 to L5-S1)
provides the essential structured anatomical data layer. Table 4.1 details the
clinical definitions and grading scales for each pathology. Figure 4.1(a) provides
illustrative T2-weighted sagittal slices for pathologies assessable from the sagittal
view alone (Pfirrmann grading, narrowing, spondylolisthesis, upper endplate
defects, lower endplate defects; upper marrow changes, lower marrow changes).
Figure 4.1(b) presents illustrative T2-weighted images for pathologies requiring
both sagittal and axial views for comprehensive assessment (central canal stenosis,
foraminal stenosis left, foraminal stenosis right, herniation). Together, these
figures establish the visual lexicon for the automated analysis tasks undertaken in

this chapter.

4.1.2 Research Trajectory: From External Validation to
Novel Architecture

To determine whether existing state-of-the-art approaches could fulfil the role of
the Computer Vision Module, we first conducted a rigorous external validation
of SpineNetV2 [48], a model designed to grade the features described above
using sagittal T2w MRI. Beyond prior results obtained on curated datasets, we

performed a full-feature evaluation on a real-world clinical dataset collected at our
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Figure 4.1: T2-weighted MRI examples for all grading levels of each evaluated radiological
feature. (a) Sagittal only tasks (features graded from sagittal views): Pfirrmann grade
(1-5), disc height narrowing (1-4), and binary assessments (0/1) for spondylolisthesis,
endplate defect, and marrow change. (b) Multiview tasks (features graded using combined
sagittal and axial views): central canal stenosis (1-4) and binary assessments for
foraminal stenosis and herniation. Green = Normal (0), Red = Pathological/Positive
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Table 4.1: Standard radiological features for degenerative lumbar spine assessment.

Feature

Clinical/Radiological Definition

Grading Scale

Pfirrmann

Disc degeneration classification based on
nucleus signal, structural homogeneity, and
disc height.

1 (normal) to 5 (severe)

Disc Narrowing

Reduction in disc height relative to adjacent
reference levels.

1 (normal) to 4 (extreme)

Central Canal | Constriction of the central spinal canal with | 1 (none) to 4 (severe)
Stenosis potential thecal sac or cauda equina com-

pression.
Spondylolisthesis | Anterior/posterior displacement of a verte- | 0 (absent), 1 (present)

bra (Meyerding grades I-V).

Endplate Defect

Localized irregularity, erosion, or fracture
of the vertebral endplate.

0 (absent), 1 (present)

Marrow Change

Vertebral marrow signal alterations adja-
cent to the endplate.

0 (absent), 1 (present)

Foraminal Steno-
sis

Narrowing of the neural foramen affecting
the exiting nerve root.

0 (absent), 1 (mild-severe)

Disc Herniation

Displacement of disc material beyond the

0 (absent), 1 (present)

intervertebral disc space.

local clinic, X-Ray Service s.r.l., hereafter referred to as the XrayService Al-
Assisted Dataset (XSA). This evaluation served two purposes: (1) establishing
a realistic performance baseline under genuine deployment conditions, and (2)
identifying which anatomical features can be reliably inferred from sagittal views

and which require multi-view analysis.

The insights from this validation directly informed the second phase of our work:
the development of a new, multi-view transformer-based architecture designed to
meet the Computer Vision Module’s requirements. This development followed a
deliberate, stepwise methodology. First, we reproduced a sagittal-only baseline
mirroring SpineNetV2’s functional scope using a modern transformer backbone,
ensuring compatibility with this dissertation’s broader architectural principles.
This baseline served as both a technical reference and a pedagogical “teacher” for

subsequent learning stages.

Building on this foundation, we systematically integrated axial information through
a complementary axial-view expert. To ensure stable multi-view fusion and avoid
catastrophic forgetting, we employed a staged curriculum learning strategy: early
phases prioritized robust view-specific expertise via teacher-student guidance,
followed by a controlled transition to end-to-end joint optimization where sagittal
and axial signals were seamlessly integrated. The resulting system, LumbarAlI
embodies a clinically aligned pipeline that reflects standard radiological practice,
evaluating longitudinal structures in sagittal planes and cross-sectional pathology

in axial views.
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This chapter therefore presents two major contributions, (1) the external validation
of SpineNetV2 and (2) the design, training, and evaluation of the multi-view
LumbarAlI system, as sequential steps in a unified research trajectory. Together,
they demonstrate both the empirical necessity and the technical feasibility of an
automated MRI analysis system capable of supporting the integrative framework
proposed in Chapter 3. Part I details the validation study and its identified
limitations, while Part II introduces the LumbarAl architecture, experimental

setup, results, and discussion.

4.2 Part I: Benchmarking the State-of-the-Art
model and Identifying Gaps (External Valida-
tion of SpineNetV?2)

4.2.1 Rationale for Benchmarking

To define the performance baseline and precise design goals for the framework’s
Computer Vision Module, we began with a rigorous external validation of the state-
of-the-art. This first step was essential to move beyond theoretical limitations
and quantify, using our own clinical data, which aspects of automated MRI
interpretation were already robust and which required a novel architectural solution.
We selected SpineNetV2 [48] as the benchmark, a leading sagittal-only deep

learning model for multi-feature lumbar MRI grading.

While two prior external validations exist [91, 90], their scope was limited to
subsets of SpineNetV2’s 11 radiological features. Our study provides the first
comprehensive validation on its complete pathology set. This approach allowed us
to empirically distinguish between pathologies well-served by sagittal-only analysis
and those demonstrably requiring multi-view reasoning, thereby establishing the

empirical foundation for the LumbarAl architecture developed in Part II.

4.2.2 Methods

Our validation protocol (Figure 4.2) was designed to mirror a realistic deployment

scenario, prioritizing scientific rigor and clinical relevance.

Dataset and Preprocessing. We used the XrayService Al-Assisted Dataset
(XSA) [129], comprising 1,615 spine MRI scans. To create a cohort relevant to
SpineNetV2’s lumbar focus, we applied the following exclusion criteria: thoracic

and cervical scans (removing non-lumbar studies), pediatric patients (age < 14
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Figure 4.2: External validation workflow for SpineNetV2. This process was designed to
produce a reliable performance baseline under conditions mimicking real-world clinical
integration.

years), and scans with significant image artifacts. After exclusions, the final cohort
consisted of 1,747 lumbosacral discs from 353 patients (mean age 54 + 15.4 years;
44.5% female). All data were fully anonymized in compliance with GDPR, ensuring
patient privacy while maintaining reproducibility. The acquisition protocol is
detailed in Table 4.2.

Table 4.2: MRI acquisition protocol for the XrayService Al-Assisted Dataset (XSA).

Parameter Sagittal \ Axial
Scanner HITACHI Airis Vento (0.3T)
Sequence 2D Spin Echo
Repetition Time (ms) 3135 5000

Echo Time (ms) 108 110

Slice Spacing (mm) 4.7 5.0

AI-Human Collaborative Annotation Protocol. To establish a reliable
reference standard, we employed an Al-assisted radiologist review process. Two
expert radiologists (17 and 38 years of experience) first independently annotated 60
cases to establish inter-rater reliability, demonstrating strong agreement (Cohen’s
k > 0.73 for all features; see Table 4.3). Given this high concordance, the
remaining cases were reviewed by a single radiologist who corrected SpineNetV2’s
predictions. This protocol balanced rigor with efficiency, leveraging Al to pre-

populate gradings while ensuring final labels reflected expert clinical judgment.

Evaluation. We evaluated SpineNetV2’s predictions against the radiologist-
corrected gold standard using a comprehensive suite of metrics appropriate for
multi-class and binary tasks: Accuracy, Balanced Accuracy, Precision, Recall, F1-
score, Brier Score Loss (BSL), Cohen’s Kappa (x), Lin’s Concordance Correlation
Coefficient (LCCC), and Matthews Correlation Coefficient (MCC). This multi-

faceted approach provided a nuanced view of performance, distinguishing between
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Table 4.3: Inter-rater reliability and agreement evaluation of two
expert radiologists on 289 discs acquired from 60 patients.

Pathology BSL K LCCC | MCC
Pfirrmann 0.055 | 0.823 | 0.973 0.823
Narrowing 0.055 | 0.838 | 0.966 0.839
Central Canal Stenosis 0.0138 | 0.851 1.00 0.851
Spondylolisthesis 0.007 | 0.930 1.00 0.930

Upper Endplate Defect 0.031 | 0.835 | 0.908 0.835
Lower Endplate Defect 0.059 | 0.734 | 0.828 0.736
Upper Marrow 0.066 | 0.769 | 0.842 0.770
Lower Marrow 0.083 | 0.795 | 0.797 0.695
Left Foraminal Stenosis 0.038 | 0.890 | 0.990 0.890
Right Foraminal Stenosis | 0.035 | 0.901 | 0.980 0.901
Herniation 0.045 | 0.900 | 0.962 0.900

Abbreviations: BSL: Brier Score Loss, x: Cohen’s kappa, LCCC:

Lin’s Concordance Correlation Coefficient, MCC: Matthews Corre-
lation Coefficient

overall correctness (Accuracy), class imbalance robustness (Balanced Accuracy,

MCC), and agreement accounting for chance (k, LCCC).

4.2.3 Agreement and Reliability Metrics

In assessing the external validation of a deep learning model, inter-rater agreement
and reliability metrics [145] play a pivotal role, offering a comprehensive insight
into the concordance between the model predictions and radiologists’ annotations.
This study employs the following metrics to evaluate the level of agreement and

assess the model’s performance:

1. Accuracy measures the overall correctness of predictions:

Number of Correct Predictions
Total Number of Predictions ’

2. Precision evaluates the proportion of true positives among all predicted

Accuracy = (4.1)

positives:
TP

(TP + FP)’

where T'P are True Positives, and F'P are False Positives.

(4.2)

Precision =

3. Recall evaluates the proportion of true positives among all actual positive
samples in the dataset. Recall can also be called Sensitivity, or True positive

rate:

TP

|
Reca (TP + FN)’

(4.3)
where F'N are False Negatives.
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4. F1 score is the harmonic mean of precision and recall:

2 5 Precision - Recall 2-TP

- Precision + Recall - 2TP + FP + Fl(\T; )
4.4

5. Balanced accuracy adjusts accuracy by averaging the sensitivity and speci-
ficity of the model:

L Recall ™! + Precision ™!

Bal d (Sensitivity + Specificity) 1 ( TP N TN
1l r = — _
alanced accuracy 5 s\ Tpr N T TN —i—(FI;
4.5

where: T'N refers to True Negatives, Sensitivity refers to the ‘true positive

rate” which represents the percentage of positive cases that the model correctly

identifies. Specificity, on the other hand, denotes the ‘true negative rate’

indicating the percentage of negative cases that the model correctly identifies.

6. Matthew’s Correlation Coefficient (MCC) captures the correlation be-
tween predicted and observed binary classifications:

TP-TN —FP-FN .

/(TP + FP) - (TP + FN) - (TN + FP) - (TN + FN)’

MCC = (4.6)
7. Lin’s concordance correlation coefficient (CCC) is the concordance

between a model prediction (Y) and a gold standard test or measurement (X):

Cxx + Cyy + (o — Ny)27

ccc (4.7)

where:

o Cxy is the sample covariance between predicted outcomes (Y) and actual
values (X);

e Cxx and Cyy are the sample variances of X and Y, respectively;

e st and p, are the means of the actual values and predicted outcomes,
respectively.

8. Brier Score Loss is a measure of the mean square difference between the
predicted and actual probability:

1 N
Brier Score Loss = N S (P —0,), (4.8)

i=1
where N is the number of observations, P; is the predicted probability, and O;
is the observed outcome (0 or 1).

9. Cohen’s Kappa is a measure of inter-rater reliability or the agreement between

two dependent categorical samples:

K — (Pio__PP;e)’ (49)

where:
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« P, is the Observed Agreement: P, = TN,

(TP+FP)%(TP+FN)+(TN+FN)*(TN+FP)
N2 )

o P, is the Expected Agreement: P, =

on a total of N observations.

4.2.4 Results and Identified Gaps

The external validation yielded a definitive and clinically interpretable result: the
performance of a sagittal-only model is intrinsically bounded by pathology type.
A clear dichotomy emerged between features assessable from the sagittal plane
and those requiring axial visualization, directly quantifying the limitation that

motivates a multi-view solution.

Competent Performance on Sagittal-Visible Pathologies Consistent with
clinical reasoning and the model’s design, SpineNetV2 achieved strong agreement
with radiologist labels for pathologies where sagittal views are diagnostically

primary:

« High Agreement: Robust performance was observed for Pfirrmann grading
(k = 0.74), disc narrowing (k = 0.80), central canal stenosis (k = 0.75), and
endplate/marrow changes (k = 0.73-0.76).

o Interpretation: This result establishes a performance ceiling for sagittal-only
inference on degenerative and alignment-related features, confirming that such

an architecture can be a competent component for these specific tasks.

Substantial Degradation on Axial-Dependent Pathologies Critically,
performance deteriorated for pathologies where axial sequences are the clinical

standard for definitive assessment:

« Weak Agreement: Foraminal stenosis showed only moderate-to-weak agree-
ment (Left: k = 0.47, Right: x = 0.46). Herniation agreement was moderate
(k = 0.55).

o Interpretation: These suboptimal kappa values quantitatively demonstrate
the fundamental insufficiency of sagittal-only data for evaluating cross-sectional
anatomy. The model cannot replicate the radiologist’s essential step of correlat-
ing sagittal findings with axial confirmation, particularly for neural foraminal

and nerve root assessment.

The contrast is summarized in Table 4.4. This empirical dichotomy, strong

sagittal versus weak axial performance, constituted the pivotal insight from Phase
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I, providing the concrete evidence necessary to justify and guide the architectural

innovations of Phase II.

Note: Throughout this chapter, the following pathology abbreviations are used:
pf (Pfirrmann grading), nar (disc narrowing), ccs (central canal stenosis), spn
(spondylolisthesis), ued (upper endplate defect), led (lower endplate defect), umc
(upper marrow change), Imc (lower marrow change), fsl (left foraminal stenosis),

fsr (right foraminal stenosis), and hrn (herniation).

Table 4.4: Key agreement metrics (Cohen’s k, Balanced Accuracy) from the SpineNetV2
validation on the XSA dataset.

Feature pf nar ccs | spn | ued | led | umc | Imc fsl fsr | hrn
K 0.74 | 0.80 | 0.75 | 0.71 | 0.73 | 0.75 | 0.76 | 0.73 | 0.47 | 0.46 | 0.55
Bal. Acc. | 0.79 | 0.85 | 0.78 | 0.99 | 0.85 | 0.86 | 0.90 | 0.89 | 0.70 | 0.69 | 0.76

Note: Bold denotes highest performance; italic highlights critical gaps.

Note on comprehensive analysis: The detailed methodology, extended results
including confusion matrices, distribution analyses, and a full discussion of clinical
implications are presented in the standalone publication resulting from this work
[47]. This chapter provides the synthesized findings essential for motivating and

framing the development of LumbarAl.

4.2.5 Derived Requirements for the Imaging Module

The quantitative findings from Part I were translated into a set of explicit design
requirements for the framework’s Computer Vision module. Each requirement is
directly grounded in an empirically observed limitation and its clinical interpreta-

tion.

1. Multi-View Capability.
FEvidence: Moderate agreement for foraminal stenosis (k &~ 0.46) and disc
herniation (k = 0.55), both of which are cross-sectional pathologies.
Requirement: The model must incorporate axial MRI information in addition
to sagittal sequences to adequately capture transverse anatomical detail.

2. Task—View Alignment.
Fvidence: High agreement for sagittal-visible features contrasted with reduced
performance for axial-dependent findings.
Requirement: The architecture should explicitly align diagnostic tasks with
their anatomically appropriate imaging planes, rather than treating all views
as interchangeable inputs.

3. Preservation of Sagittal Performance.

Evidence: Strong agreement for sagittal-based assessments (e.g., Pfirrmann
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grading; k = 0.71-0.80).
Requirement: Any multi-view extension must preserve sagittal-task performance
as a prerequisite for clinical credibility.

4. Stable Multi-View Integration.
FEvidence: Known risks of performance degradation when introducing additional
modalities without structured learning strategies [96].
Requirement: Multi-view fusion must be guided and staged to ensure stable,

synergistic learning rather than naive feature concatenation.

Together, these requirements define the functional specification for LumbarAl.
They motivated a modular architecture with view-specialized components and a

controlled fusion strategy, detailed in Section 4.3.

4.3 Part II: LumbarAl — A Curriculum Learning
Framework

4.3.1 The LumbarAlI Model: Rationale and Architecture
4.3.1.1 Core Hypothesis and Design Philosophy

The limitations identified in Part I reflect more than a data or performance
issue; they expose a conceptual mismatch between conventional deep learning
architectures and the cognitive process of radiological interpretation. Sagittal-only
models implicitly assume that diagnostic information is uniformly accessible within
a single projection, an assumption that fails for pathologies whose definition is

inherently cross-sectional.

Radiologists, by contrast, engage in a structured, sequential reasoning process
when interpreting spine MRI. Sagittal images are first used to establish global
context, disc degeneration, alignment, and level localization, while axial slices
are subsequently interrogated to assess focal compromise of neural structures
[146, 147]. This view-dependent strategy is not incidental but foundational to
expert interpretation. Accordingly, we seek to design an Al model that more
closely reflects the sequential, view-dependent workflow used in radiological inter-
pretation, in which sagittal images provide global anatomical context and axial
views are subsequently examined for focal cross-sectional detail. Rather than
collapsing information from multiple planes into a single representation, LumbarAl
is structured to process and integrate complementary views in a staged manner

that mirrors this diagnostic sequence. Under this design philosophy, LumbarAl
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is intended to incorporate elements of radiological reasoning into the model ar-
chitecture itself. By aligning task structure and view-specific processing with
established clinical practice, the framework aims to support clinically coherent

interpretation while remaining compatible with existing reporting workflows.

4.3.1.2 Model Architecture: Workflow-Aligned Hybrid Architecture

Design Rationale and Task Assignment: LumbarAl implements a hybrid
architecture that computationally mirrors the standard radiological workflow
(Figure 4.3), with task assignment following clinical practice. The Sagittal-Only
Expert processes sagittal views for longitudinal pathologies (7 tasks: Pfirrmann
grading, disc narrowing, spondylolisthesis, endplate/marrow changes (upper &
lower)) [13, 148]. The Multi-View Expert processes both sagittal and axial views
for cross-sectional pathologies (4 tasks: central canal stenosis, foraminal stenosis
(left & right), disc herniation) [93, 94]. This dual-pathway design directly addresses

the workflow misalignment identified in Part I.

Input Specifications: Both experts operate on 3D disc-level stacks extracted
from preprocessed MRI series. The Sagittal-Only Expert receives sagittal stacks of
dimensions [B, 1,9, 112, 224] (batch size, channels, slices, height, width), while the
Multi-View Expert receives paired sagittal stacks alongside the corresponding axial
stacks of dimensions [B, 1,4, 100, 100]. Complete details of the data preprocessing
pipeline are provided in Section 4.3.4.2.

4.3.1.3 Swin3D Transformer Backbone

Both expert models are built upon the Swin3D Transformer architecture [84], an
extension of the 2D Swin Transformer model [83] to 3D volumetric data. For a
per-disc stack of sagittal slices, 3D patch embedding tokenizes the volume. The
model employs windowed self-attention within non-overlapping 3D windows, with a
shifted-window scheme between blocks to enable cross-window context aggregation.
This design efficiently captures both local anatomical detail and longer-range
contextual patterns across the slice stack, which is crucial for pathologies like

stenosis or herniation that manifest over multiple contiguous slices.

4.3.1.4 Multi-View Feature Fusion

The Multi-View Expert employs a gated late-fusion mechanism (Figure 4.3(e)—(g)).
Normalized feature vectors from the sagittal (f,,,) and axial (f,,;,) encoders are
first projected to a shared dimensionality of 256 via separate linear layers with

LayerNorm, GELU activation, and dropout (0.1). These projected features are
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Figure 4.3: Comprehensive overview of the LumbarAl hybrid architecture. (a) High-level
end-to-end architecture employing dual specialized pathways: a Sagittal-Only Ezpert
optimized for longitudinal pathology assessment (Pfirrmann grade, disc narrowing,
spondylolisthesis, endplate defects, and marrow changes) and a Multi-View Expert that
integrates sagittal and axial features through gated fusion for cross-sectional analysis
(central canal stenosis, foraminal stenosis, and disc herniation). (b) Task-specific
classification heads applied to all pathology tasks, with output dimensions N corresponding
to severity classes (binary: N = 2; multi-class: N > 2). (c¢—d) Detailed Swin3D
transformer backbone architecture adapted from [8]] for volumetric feature extraction.
(e) Gated late fusion network enabling adaptive weighting of sagittal and azial feature
contributions. (f) View-specific projection networks within the fusion module. (g)
Attention-based gating mechanism that computes softmax-normalized weights for view
importance, with -inf masking for robust handling of missing views.

concatenated and passed through a two-layer gating network (512—256—2) with
softmax activation. The resulting attention weights W = [Wqg, Wagi] are used for

weighted combination:

ffused = Wsag O] fsag + Wagiar © fam'al-
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The softmax layer incorporates -inf masking to handle missing axial views grace-
fully, allowing the model to dynamically learn the relative importance of each
view for specific pathologies. It is worth noting that the gated fusion mechanism
described above can be interpreted as a form of attention weighting, where the
learned weights wg,, and w4 represent the relative importance of each view for
the current prediction. This differs from conventional attention-based fusion in two
key respects: (1) the weights are computed from the concatenated features rather
than through a query-key-value mechanism, and (2) the gating network produces
view-level weights rather than spatial attention maps. In ablation studies (Section
4.3.7), we compare this approach against alternative fusion strategies including
sum, concatenation, and a true attention-based mechanism where features from

each view are weighted by spatial attention maps before fusion.

4.3.1.5 Model Implementation and Complexity

Both expert models use identical Swin3D-Tiny backbone configurations. The
Sagittal-Only Expert utilizes a single encoder, while the Multi-View Expert
employs two separate encoders followed by the fusion module. Detailed parameter

counts, training times, and hardware specifications are provided in Section 4.3.4.4.

4.3.2 Four-Phase Curriculum Learning Strategy

Our training strategy begins by establishing a robust sagittal-only foundation:
the Sagittal-Only Expert was first pre-trained independently using class-weighted
cross-entropy loss on all sagittal-view tasks. With this foundation established, we
then face the challenge of multi-view integration, which presents a classic stability-
plasticity dilemma [96]: how to incorporate complementary axial information
without disrupting the learned sagittal representations. To address this, we employ
a four-phase curriculum learning strategy for the Multi-View Expert, inspired by
principles of infants educational psychology [149] and as discussed in [150]. This

strategy gradually increases task complexity through sequential phases as follow:

o Phase 1: Axial Branch Learning — Introduce axial processing while keeping
sagittal backbone frozen. Trainable: axial encoder, fusion module, multi-view
heads.

o Phase 2: Fusion Unfreezing — Align sagittal /axial spaces. Unfreeze: fusion
module, axial encoder, sagittal projections (LR: 1 x 107%). Add contrastive
consistency loss.

« Phase 3: Joint Fine-Tuning — Refine aligned system. Unfreeze both encoders
(LRs: Sag 1 x 1079, Ax 5 x 107°, Fus 1 x 107*). Enable task-specific gating.
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« Phase 4: Head Specialization — Calibrate final layers. Freeze back-
bone/fusion; train only classification heads. Weighted loss prioritizes critical

pathologies.

This progressive approach allows the model to solidify foundational sagittal
knowledge before introducing the axial domain, culminating in specialized multi-

view task optimization.

4.3.3 Loss Functions

4.3.3.1 Single-view (Sagittal-only) Loss

For sagittal-only tasks, the loss function employs standard cross-entropy classifi-

cation:

B C
Leag(y > yiclog(dic) (4.10)

i=1c=1

where B is the batch size, C' is the number of classes, y € RZ*® are the ground

truth one-hot encoded labels, and § € R*¢ are the predicted class probabilities.

4.3.3.2 Multiview Fusion Losses

The multiview fusion incorporates three loss components:
(1) Contrastive Loss (temperature 7 = 0.07):

exp(sim(fiag, fax)/7)
> = 15 exp(sim (g, fa(u{))/T)

where fg,q, fax € R? are feature embeddings from sagittal and axial views of the

(4.11)

£contrastive = - IOg

same disc level, sim(u,v) = u'v/(]ul|v|) denotes cosine similarity, B is the batch
size, and 7 is the temperature scaling parameter. This loss encourages alignment

between corresponding sagittal and axial features.

(2) Consistency Loss:
£Consistency - |fsag - fax|§ (412)

ensuring L2-norm feature consistency between views.

(3) Teacher Distillation Loss (temperature 7" = 3.0):

Edistill = KL (U(Zstudent/T) ” 0<Zteacher/T)) (413)

where Zggudent, Zteacher € RC are logits from student (axial) and teacher (sagittal)

models, o(-) denotes softmax activation, KL(- || ) is Kullback-Leibler divergence,
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and T is the distillation temperature. This prevents performance collapse during

Phase 2 by distilling knowledge from the pre-trained sagittal-only teacher model.

4.3.3.3 Curriculum and Task-weighted Loss Scheduling

The curriculum learning approach employs phase-specific loss combinations:

Phase 1 (Sagittal backbone frozen):

Lopaset = > Lob+12 Y £ (4.14)

t€Tsag teTmulti
Phase 2 (Distillation):

'CphaseQ = £phasel + 0-5£distill + 0'05(£c0ntrastive + 'Cconsistency) (415)

Phase 3 (Axial regularization):

Ephase3 = £sag,0nly + 1‘2£multiview + 0'05(£contrastive + Econsistency) (416)
where
‘Csag,only = Z ‘Cgl)il +0.01 Z |fax|2 (417)
teT sag teT sag

and the axial regularization term penalizes axial feature usage for sagittal-only
tasks.

Phase 4 (Task-weighted fine-tuning):

Ephasell = Z wtﬁg])g (418)
teT
with task-specific weights: wpm = 1.4, Wees = 1.3, Wpr = Wiy = Wiy = 1.2,

Whar = Wume = Wime = 1.1, Wepn = Wyed = Wiea = 1.0. During this phase, all

backbone and fusion parameters are frozen.

Here, T denotes sagittal-only tasks, T denotes multiview tasks, and 7 =

Tsag U Tt represents all tasks.

4.3.4 Methods
4.3.4.1 Datasets and Data Curation

To ensure robustness and generalizability, LumbarAl was trained and evaluated
on a multi-source aggregated dataset. A critical aspect of curation was managing
annotation quality and origin, distinguishing between gold-standard (expert-
annotated) and silver-standard (SpineNetV2-predicted) labels. The composition
is detailed in Table 4.5.

60



§4.3 Part II: LumbarAl — A Curriculum Learning Framework

Table 4.5: Summary of dataset sources and annotation strategies

Dataset (Country) #Scans Views Pathologies Pathologies

(Patients) with Gold  with Silver
(Tr/Val/test) Standard Standard
GT GT
Sag. Axial
XrayService-Al- 350 (350) v v All! —

Assisted Dataset  (245/52/53)
(XSA) (Italy)

RSNA2024 (USA, 8,593 v v ccs, fsl, fsr  pf, nar, spn,
Canada, Brazil, (1,972) ued, led,
Turkey, Australia,  (6015/1289/1289) umc, lmc,
Bosnia, Ireland) hrn
SPIDER (The 206 (206) v X  pf, spn, ued, nar, ccs,
Netherlands) (144/31/31) led, hrn umc, lmc,
fsl, fsr
Mendeley (UK, 512 (512) v X — All
Indonesia) (512/0/0)
XrayService- 19 (19) v v All? —

Blinded Consensus (0/0/19)
Dataset (XSBC)

(Italy)

IExpert-verified annotations obtained via correction of SpineNetV2-generated silver-standard
predictions across all targeted pathologies. As these annotations were produced using a
model-in-the-loop workflow, they may introduce circularity bias. This dataset (XSA) was used
for train, validation, and internal test only, including ablation studies and model selection [47].
2Blinded expert consensus annotations independently derived by three board-certified
radiologists across all targeted pathologies. Two readers annotated each case independently,
with disagreements adjudicated by a third reader to form a final consensus. This dataset

(XSBC) was used exclusively for unbiased comparison against state-of-the-art method.

4.3.4.2 Multi-View Preprocessing Pipeline

Sagittal Stack Extraction: We employed SpineNetV2 [48] to automatically
detect vertebral bodies and localize intervertebral discs (IVDs) in T2-weighted
sagittal scans. Using the predicted bounding boxes, we extracted a stack of
patches for each disc of interest (L1-L2 to L5-S1), resulting in per-disc stacks of
dimensions 9 x 112 x 224 (slices x height x width). This process, illustrated in
Figure 4.4(a), enabled precise disc-level analysis by isolating relevant anatomy

while preserving essential contextual information from adjacent slices.

Axial-Sagittal Geometric Alignment: To enable consistent multi-view fusion,
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Figure 4.4: Multiview Preprocessing Pipeline for Level-Specific ROI Extraction.
This figure illustrates the two-stage preprocessing pipeline for generating level-specific
volumes from sagittal and azial T2-weighted MRI series. (a) Sagittal Stack Ezx-
traction: A mid-sagittal slice with SpineNetV2 detections (vertebral bodies in yellow,
IVDs bounding boxes in blue) is used to extract five per-disc sagittal stacks (L1-L2 to
L5-S1). Each stack is a 3D volume of contiguous slices cropped around its disc. (b)
Axial ROI Extraction: For a given disc level, the azial sequence is processed by a
Cauda Equina Center Localization model (ResNeXt-based) to predict the disc center
(x). A fized-size (100 x 100) Region of Interest (ROI), adjusted by empirical offsets
(Ax = —20,Ay = —5), is cropped around this center. The final output is an axial
volume stack for each level, formed by aggregating these ROIs across slices.

axial slices were geometrically aligned to their corresponding sagittal disc levels
using DICOM metadata. Both sagittal and axial series were transformed into a
shared 3D patient coordinate system via the standard DICOM affine transform,

which maps each pixel (7, j) to world coordinates P(z,y, 2):
P(z,y,2) =S+i-A;X+5-AY,

where S = (5;,95,,S5.) is the slice origin (ImagePositionPatient), X and Y
are row and column direction cosines (ImageOrientationPatient), and A;, A,
are pixel spacings acquired from DICOM metadata (Figure 4.5). This affine
formulation enables the alignment of axial and sagittal MRI volumes into a

common world coordinate system for precise multiview fusion.

Once both modalities were in the common coordinate frame, disc centroids from

sagittal IVD annotations served as anatomical anchors. Each axial slice was
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assigned to the nearest disc level by computing Euclidean distance between the
axial slice center and each sagittal disc centroid. Axial slices physically intersecting
the posterior boundary of a sagittal IVD region were grouped into that disc-level

volume, ensuring anatomically consistent cross-plane pairing.

0 S,1[i
Pixy,z) = [AL A 0 Syl|)
X,Ai Y,Aj 0 S,||0

o o o 1ll1

Figure 4.5: Illustration of the DICOM world coordinate system. FEach pixel (i, j) is
mapped to 3D patient space using the ImagePositionPatient (IPP) and ImageOrienta-
tionPatient (IOP) fields, combined with pixel spacing and slice thickness. This affine
model enables consistent geometric alignment of sagittal and axial MRI sequences.

Axial ROI Extraction: Following axial-sagittal disc-level assignment, we
extracted anatomically focused regions from each axial slice to construct level-
specific stacks. A ResNeXt-based regression model [151] was trained to localize
the cauda equina center in the axial plane, predicting coordinates (x,y) for each
slice. Ground-truth centers were defined as the midpoint between left and right
subarticular landmarks from the RSNA2024 LumbarDISC dataset [152]. The
model was trained on 3,494 training, 873 validation, and 900 test samples, using
only slices with complete bilateral subarticular annotations for label consistency.
All images were normalized to [0, 255] and resized to 256 x 256 pixels. Optimization

used L1 loss over 50 epochs:
1 n
Ly(p,t) == |pi —til.
ns

The localization model demonstrated high precision on the test set, achieving
a Mean Absolute Error (MAE) of 0.52 pixels and a Root Mean Square Error
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(RMSE) of 0.73 pixels. Around the predicted center, a fixed-size (100 x 100)
pixel ROI was cropped, with empirical offsets (Ax = —20, Ay = —5) to better
align with the posterior disc margin. This process is illustrated in Figure 4.4(b).
For each disc level, corresponding ROIs were stacked to form 3D axial volumes
of dimensions 4 x 100 x 100, that focus exclusively on the intervertebral space,

thereby reducing computational noise from peripheral structures.

4.3.4.3 Experimental Setup and Evaluation Strategy

Dataset Splits: Patient-level 70:15:15 splits were applied to the XSA, RSNA,
and SPIDER datasets, ensuring all slices from a given patient remained within
the same split to prevent data leakage. This created distinct training, validation,
and test sets. All Mendeley data were added exclusively to the training set to

increase anatomical variability.

Preprocessing & Augmentation: All data underwent a uniform preprocessing
pipeline including disc localization, multi-view geometric alignment, and ROI
extraction as described in Section 4.3.4.2. During training, on-the-fly data augmen-
tation (random flips, affine transformations, intensity perturbations) was applied
using TorchIO [153]. Evaluation Metrics: We report Accuracy, Balanced Ac-
curacy, Fl-score (which jointly captures precision and recall), and AUC-ROC
(where applicable). For multi-class tasks, metrics are macro-averaged across
classes. Threshold Selection: For all classification tasks, decision thresholds
were optimized individually for each model and each pathology class using the val-
idation set. For binary tasks (spondylolisthesis, endplate defects, marrow changes,
foraminal stenosis, herniation), thresholds were selected by maximizing the F1
score on the validation set. For multi-class ordinal tasks (Pfirrmann grading, disc
narrowing, central canal stenosis), we applied a one-vs-rest sigmoid approach with
a default threshold of 0.5 for each class, as these tasks require mutually exclusive
predictions. To ensure fair comparison across ablation variations, thresholds were
re-optimized independently for each model variant using its respective validation

set, rather than transferring thresholds from the full model.

Statistical Analysis: Statistical significance of performance differences was
assessed using paired Wilcoxon signed-rank tests [154] (chosen for non-parametric
analysis without assuming normally distributed differences). Given the exploratory
nature of comparisons and our focus on effect sizes within predefined task groups
(sagittal vs. multi-view), we report uncorrected p-values alongside 95% confidence
intervals computed via bias-corrected and accelerated (BCa) bootstrap with 1000
iterations [155].
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Blind External Validation: For unbiased benchmarking, a completely unseen
dataset of 19 MRIs (95 disc-level samples) was independently acquired from X-Ray
Service s.r.l [129]. Two radiologists, blinded to any model predictions, annotated
this external dataset, which was subsequently used to compare LumbarAl against
SpineNetV2.

4.3.4.4 Implementation Details

The LumbarAl framework was implemented in Python 3.8 using PyTorch 1.12.0
and the Transformers library. The Swin3D backbone was adapted from the Video-
Swin implementation, with modifications for 3D medical imaging. All experiments
were conducted on NVIDIA A100 SXM4 GPUs with 40 GB VRAM. Training
time varied by phase: Phase 1 (Axial Branch Learning) required 37 minutes,
Phase 2 (Gradual Fusion Unfreezing) required 2 hours 1 minute, Phase 3 (Joint
Fine-tuning) required 59 minutes, and Phase 4 (Head Specialization) required
30 minutes, for a total curriculum learning training time of 4 hours 7 minutes.
The initial sagittal-only model training required 3 hours 21 minutes. Inference
time per disc-level sample was approximately 0.15 seconds on a single GPU. The
model contains approximately 87 million parameters, with the Swin3D backbone
accounting for 82 million parameters and the task-specific heads and fusion module

accounting for the remaining 5 million parameters.

4.3.5 Results

4.3.5.1 Performance of the Sagittal-Only Baseline

We established a sagittal-only baseline using a Swin3D Transformer architecture,
trained end-to-end on all 11 pathological tasks from sagittal T2-weighted MRI
sequences. This baseline provided a reference point for assessing the added value
of multi-view integration. Model performance was evaluated on three independent
test sets: the XSA, the RSNA dataset, and the SPIDER dataset. For RSNA and
SPIDER, we report only tasks with corresponding gold-standard ground truth:
ces, fsl/fsr for RSNA; and pf, spn, led/ued, and hrn for SPIDER. The complete

results are summarized in Table 4.6.

Analysis of Sagittal-Visible Task Performance The baseline model demon-
strated strong performance across most spinal pathology tasks. For multi-class
grading tasks, disc narrowing (nar, 4 classes) achieved robust results (0.783
accuracy, 0.777 F1), while Pfirrmann grading (pf, 5 classes) showed moderate
performance (0.724 accuracy, 0.729 F1), reflecting the fine-grained distinctions
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Table 4.6: Sagittal-Only Baseline Performance on the XSA, RSNA and SPIDER test
sets.

Sagittal Only Tasks Multiview Tasks
pf nar spn ued led umc Imc ccs fsl fsr hrn

XSA

Accuracy 0.724 0.783 0.986 0.863 0.905 0.926 0.863 0.881 0.783 0.754 0.666

F1 Score 0.729 0.777 0.984 0.830 0.895 0.928 0.822 0.872 0.780 0.745 0.589
RSNA

Accuracy - - - - - - - 0.828 0.772 0.799 0.725

F1 Score - - - - - - - 0.860 0.783 0.795 0.784
SPIDER

Accuracy 0.510 - 0.975 0.740 0.735 - - - - - 0.725

F1 Score  0.469 - 0.976 0.741 0.729 - - - - - 0.784

and inherent subjectivity of this ordinal classification. Endplate defects (ued, led)
and vertebral marrow changes (umc, lmc) showed excellent performance across all
metrics (accuracy: 0.86-0.926, F1: 0.82-0.928), confirming that these degenera-
tive findings are well captured on sagittal views. Spondylolisthesis (spn) yielded
near-perfect detection (0.986 accuracy, 0.984 F1). The results are noteworthy

given the significant class imbalance present in the multi-class grading tasks.

Limitations on Cross-Sectional Pathologies In contrast, significant perfor-
mance gaps emerged for pathologies where radiological assessment typically relies
on cross-sectional imaging. Foraminal stenosis detection was notably affected: left
foraminal stenosis (fsl) achieved 0.783 accuracy (0.754 F1) on XSA dataset and
0.772 accuracy (0.783 F1) on RSNA; right foraminal stenosis (fsr) showed similar
limitations with 0.754 accuracy (0.745 F1) on XSA and 0.799 accuracy (0.795
F1) on RSNA. Herniation (hrn) performance was inconsistent, with moderate
results on XSA (0.666 accuracy, 0.589 F1) but limited generalizability to SPIDER
(0.725 accuracy, 0.784 F1). Central canal stenosis (ccs) was a notable exception,
performing strongly both on XSA (0.881 accuracy, 0.872 F1) and on RSNA (0.828
accuracy, 0.860 F1), likely because its morphological signature is often visible
on sagittal images. In clinical consultation, radiologists confirmed that while
these pathologies can be assessed from sagittal views, axial cross-sectional images
provide crucial complementary information for easier and more practical diagnosis,

directly motivating the need for multiview integration.

These empirical findings and clinical insights align with established radiological
practice where foraminal stenosis and herniation evaluation typically requires axial

or oblique imaging to accurately localize cross-sectional compromise and neural
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element compression [93, 94]. The performance dichotomy between sagittal-visible
and cross-sectional pathologies validates the clinical motivation for our hybrid

architecture.

4.3.5.2 Hybrid Architecture Performance

The hybrid architecture demonstrated clear task-specific specialization, with the
Sagittal-Only Expert maintaining excellence on longitudinal pathologies while
the Multi-View Expert achieved substantial improvements on cross-sectional

assessments.

Table 4.7: Multiview model performance across all test sets

Dataset Metric ccs fsl fsr hrn
XSA Accuracy 0.923 0.843 0.851 0.786
F1 Score 0.895 0.816 0.830 0.781
RSNA Accuracy 0.883 0.800 0.803 -
F1 Score 0.877 0.788 0.792 -
SPIDER Accuracy - - - 0.910
F1 Score - - - 0.891

Multi-View Task Improvements

The Multi-View model demonstrated clinically significant gains for cross-sectional
pathologies across evaluation datasets (Table 4.7). Table 4.8 presents a detailed
comparison between sagittal-only and multi-view performance, averaging results
across available datasets for each task. Unless otherwise specified, all percentage
improvements reported below represent relative percentage change relative to the

sagittal-only baseline.

Foraminal Stenosis Performance Gains For left foraminal stenosis (fsl), the
Multi-View model achieved a 4.6% relative improvement in F1 score (from 0.781
to 0.816) with a 7.7% relative improvement in accuracy (0.783 to 0.843) on the
XSA dataset. External validation on RSNA showed more modest gains: 0.6%
relative F1 improvement (0.783 to 0.788) and 3.6% relative accuracy improvement
(0.772 to 0.800).

For right foraminal stenosis (fsr), improvements were more substantial: 11.4%
relative F1 gain (0.745 to 0.830) and 12.9% relative accuracy improvement (0.754
to 0.851) on XSA. On RSNA, gains were -0.4% relative F1 (0.795 to 0.792) and
0.5% relative accuracy (0.799 to 0.803).
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Table 4.8: Comparison of Multi-View and Sagittal-Only Models: Task-Averaged Perfor-
mance Metrics from Tables 4.6 and 4.7.

fsl fsr hrn ccs
Model Acc F1 Acc F1 Acc F1 Acc F1

Sagittal-Only  0.7775  0.781 0.776 0.770 0.695 0.686 0.8545 0.866
Multi-View 0.8415 0.802 0.827 0.811 0.848 0.836 0.903 0.866

Herniation Assessment Enhancement Herniation (hrn) detection showed
the most dramatic improvement: 32.6% F1 improvement (0.589 to 0.781, p <
0.001) with 18.0% accuracy gain (0.666 to 0.786) on the XSA dataset. External
validation on SPIDER showed more modest but still meaningful gains: 13.6% F1
improvement (0.784 to 0.891) and 25.5% accuracy improvement (0.725 to 0.910).
This pattern suggests the multi-view approach particularly enhances difficult case
detection, indicating better identification of true herniation cases that were missed

by the sagittal-only model.

Central Canal Stenosis Analysis Central canal stenosis (ccs) also showed
consistent but smaller improvements. On the XSA dataset, the Multi-View model
achieved 2.6% F1 improvement (0.872 to 0.895) and 4.8% accuracy gain (0.881
to 0.923). External validation on RSNA showed 2.0% F1 improvement (0.860
to 0.877) and 6.6% accuracy gain (0.828 to 0.883). These modest improvements
suggest that while ccs is reasonably assessable from sagittal views alone, the
multi-view approach still provides complementary value, particularly for complex
cases requiring detailed cross-sectional assessment of lateral recesses and cauda

equina areas.

To further validate the discriminative performance of our hybrid architecture, we
evaluated the Area Under the Receiver Operating Characteristic Curve (AUC-
ROC) for both expert models on the combined test set (RSNA, SPIDER, and XSA
dataset), as shown in Figure 4.6. The sagittal-only expert model demonstrated
excellent discriminative capability for sagittal-visible pathologies, with AUC values
ranging from 0.84 to 0.96 across all seven tasks. Performance was highest for upper
and lower marrow changes (umec: 0.96, lmc: 0.95), followed by disc narrowing (nar:
0.94), spondylolisthesis (spn: 0.93), and Pfirrmann grading (pf: 0.89). Conversely,
the multiview expert model showed strong discriminative performance for the
cross-sectional pathologies, with AUC values between 0.80 and 0.88. Central canal
stenosis (CCS) achieved the highest score (0.88), followed by herniation (hrn:
0.84), and foraminal stenosis tasks (fsr: 0.81, fsl: 0.80). These results confirm a
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Figure 4.6: Receiver Operating Characteristic (ROC) Curves for the Hybrid Model
Architecture. Dashed lines represent macro-averaged ROC curves for ordinal, multi-class
tasks (ccs: 3-class, nar: j-class, pf: 5-class).

clear performance dichotomy aligned with the models’ designed expertise. The
sagittal-only model excels at longitudinal pathologies, while the multiview model
provides robust, clinically meaningful discrimination for pathologies requiring
axial-plane assessment. This distinct and complementary performance profile
strongly validates our hybrid architectural design, where each expert model is

optimized for its specific anatomical and diagnostic context.

4.3.6 Curriculum Learning Progression Analysis

To quantitatively assess the contribution of each stage within the proposed mul-
tiview curriculum learning strategy, the model was evaluated after each of the
four sequential training phases using the combined test set (2,516 samples across
all datasets). The performance metrics (Accuracy and F1 Score) for the four
multiview tasks across all phases are presented in Table 4.9. The phase-to-phase
progression, detailing the incremental changes from one phase to the next and
highlighting the best-performing phase for each task, is shown in Table 4.10. The

following analysis examines the results of each phase in sequence.

Phase 1: Axial Branch Learning. Phase 1 establishes the baseline multiview
performance by introducing an axial-view processing branch while preserving
the pre-trained sagittal representations. To prevent catastrophic forgetting, the
sagittal backbone remains completely frozen; only the new axial encoder, the fusion
module, and the multiview task heads are trainable. This conservative approach

ensures robust sagittal performance is maintained while the model gradually learns
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Table 4.9: Curriculum Learning Phase Performance: Accuracy and F1 Score Across
Phases 1-4 for Multiview Tasks (Combined Test Set, 2516 samples)

ccs fsl fsr hrn
Phase Acc F1 Acc F1 Acc F1 Acc F1

Phase 1 0.883 0.848 0.782 0.762 0.798 0.777 0.777  0.772
Phase 2 0.883 0.854 0.785 0.777 0.800 0.789  0.787  0.791
Phase 3 0.888 0.857 0.782 0.777 0.797 0.786 0.781  0.786
Phase 4 0.903 0.866 0.841 0.802 0.827 0.811 0.848 0.836

Average 0.889 0.856 0.798 0.780 0.806 0.791  0.798  0.796

Abbreviations: Acc, Accuracy; F1, F1-Score.

to incorporate axial information. As shown in Table 4.9, Phase 1 achieved an
average accuracy of 0.810 and an F'1 score of 0.790 across all tasks. Central canal
stenosis (ccs) demonstrated the strongest initial performance (accuracy: 0.883,
F1: 0.848), indicating the axial branch effectively captures relevant cross-sectional
anatomy. Herniation (hrn) and foraminal stenosis tasks (fsl, fsr) showed moderate
but promising performance, confirming the frozen sagittal backbone provides a

stable foundation for subsequent learning phases.

Phase 2: Gradual Fusion Unfreezing with Contrastive Consistency.
Phase 2 introduces teacher-student distillation and contrastive learning between
sagittal and axial feature representations. This mechanism encourages the learning
of view-invariant features while preserving view-specific discriminative information.
This phase yielded the largest F1 score improvement in the curriculum, with the
average F1 increasing from 0.790 to 0.803 (41.28% relative). As detailed in
Table 4.10, herniation (hrn) benefited the most (F1: +1.92%), followed by left
foraminal stenosis (fsl: +1.50%) and right foraminal stenosis (fsr: +1.18%). The
contrastive consistency loss appears particularly effective for tasks like herniation
that require precise cross-view alignment for accurate assessment. The average
accuracy also improved from 0.810 to 0.814 (4+0.39%), confirming the fusion

mechanism successfully integrates complementary information from both views.

Phase 3: Joint Fine-tuning. Phase 3 enables joint, end-to-end optimization of
both view encoders, employing carefully balanced learning rates (sagittal: 1 x 1075,
axial: 5 x 1077, fusion: 1 x 10™%) determined through hyperparameter tuning.
While this phase allowed for the refinement of cross-view feature interactions, it
produced mixed results: average accuracy and F'1 score showed slight decreases
of 0.22% and 0.13%, respectively (Table 4.10). Notably, central canal stenosis
(ces) continued to improve, with accuracy reaching 0.888 and F1 reaching 0.857.

The minor fluctuations observed in other tasks, such as foraminal stenosis and
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herniation, may reflect competing gradient dynamics and varying sensitivity of each
pathology to fine-grained parameter updates. Tasks that rely on high-precision
spatial alignment of lateral anatomical cues (e.g., foraminal stenosis) may be
more susceptible to gradient interference during joint optimization. Conversely,
more structurally defined tasks like ccs, which benefit from the consolidated

axial-sagittal context, show continued improvement.

Phase 4: Head Specialization. The final phase focuses on expert-level opti-
mization of the task-specific prediction heads while freezing all backbone and fusion
parameters. A weighted loss function emphasizes clinically critical pathologies
(herniation weight: 1.4, central canal stenosis weight: 1.3). This phase achieved
the highest overall performance, with an average accuracy of 0.854 and an F1 score
of 0.828, representing substantial improvements over previous phases. According
to Table 4.9, Phase 4 delivered the best performance for all four tasks. Hernia-
tion (hrn) showed dramatic gains, with accuracy reaching 0.848 and F1 reaching
0.836. Similarly, left foraminal stenosis (fsl) achieved an accuracy of 0.841, and
central canal stenosis (ccs) reached 0.903 accuracy. This phase demonstrates that
targeted, task-specific refinement after robust feature learning enables significant

performance gains, validating the head specialization strategy.

Cumulative Improvement (Phase 1 to Phase 4). The complete curriculum
learning strategy achieved substantial and reasonable improvements from the
initial to the final phase across all tasks. Herniation (hrn) showed the largest
total gains (47.1% accuracy, +6.4% F1), followed by left foraminal stenosis (fsl:
+5.9% accuracy, +4.0% F1) and right foraminal stenosis (fsr: +2.9% accuracy,
+3.4% F1). The average improvement across all tasks was +4.4% in accuracy and
+3.8% in F1 score. This progressive improvement pattern, with Phase 2 providing
the largest F'1 boost through contrastive learning and Phase 4 delivering final,
significant refinement via head specialization, validates the effectiveness of the
phased curriculum. Each stage contributes meaningfully to building a robust
multiview model that preserves foundational sagittal knowledge while learning to

leverage complementary axial information.

4.3.7 Ablation Studies: Component Contribution Analysis

To validate that each component of the proposed curriculum learning framework
contributes meaningfully to the final model performance, a series of comprehensive
ablation studies was conducted. These experiments systematically remove or
modify individual architectural and training components, quantifying their impact

on the four core multiview tasks. The results provide empirical justification for
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Table 4.10: Curriculum Learning Phase-to-Phase Progression: Performance Changes
Across Phases 1-4 for Multiview Tasks (Combined Test Set, 2516 samples)

ccs fsl fsr hrn

Phase / Change Acc F1 Acc F1 Acc F1 Acc F1

Phase 1 0.883 0.848 0.782 0.762 0.798 0.777 0.777 0.772
P1 - P2 +0.000 +0.006 +0.003 +0.015 +0.002 +0.012 +0.010 +0.019
Phase 2 0.883 0.854 0.785 0.777 0.800 0.789 0.787 0.791
P2 - P3 +0.005 +0.003 -0.003 +0.000 -0.003 -0.003 -0.006 -0.005
Phase 3 0.888 0.857 0.782 0.777 0.797 0.786 0.781 0.786
P3 — P4 +0.015  +0.009 +0.059 +0.025 +0.030 +0.025 +40.067 +40.050
Phase 4 0.903 0.866 0.841 0.802 0.827 0.811 0.848 0.836

Total A (P1 — P4) +0.020 +0.018 +0.059 +0.040 +0.029 +40.034 +40.071 +40.064

Bold values indicate the best performing phase for each task and
metric. P1—-P2, P2—P3, and P3—P4 indicate phase-to-phase
changes (improvements shown as positive values, degradations as
negative values). Total A represents cumulative improvement from
Phase 1 to Phase 4.

the key design choices and demonstrate that the superior performance achieved
in Phase 4 is attributable to the integrated framework, rather than to any single

component.

4.3.7.1 The Necessity of Curriculum Learning

The most fundamental ablation removes the entire curriculum learning strategy,
training the multiview model directly from the sagittal-only foundation in a
conventional end-to-end manner. This baseline evaluates the necessity of the
phased, progressive learning approach. Table 4.11 compares this ablated model

against the complete curriculum learning model (Phase 4).

Table 4.11: Ablation Study: Impact of Curriculum Learning on Model Performance
(Multiview Tasks)

ccs fsl fsr hrn

Model Acc F1 Acc F1 Acc F1 Acc F1

Without Curriculum 0.812 0.842 0.737 0.758 0.740 0.759 0.794 0.798
Full Curriculum (Phase 4) 0.903 0.866 0.841 0.802 0.827 0.811 0.848 0.836

Improvement (%) +9.1% +24% +104% +44% +87% +52% +54% +3.8%

Abbreviation: Acc = Accuracy, F1 = Fl-score.

The results demonstrate that curriculum learning provides substantial and consis-
tent improvements across all tasks, with an average gain of +8.3% in accuracy
and +3.9% in F1 score. The largest accuracy improvements are observed for the
foraminal stenosis tasks (fsl: +10.4%, fsr: +8.7%), which are highly dependent
on the precise integration of sagittal and axial anatomical contexts, a capability

progressively built through the curriculum. Notably, herniation (hrn) also shows a
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significant +5.4% accuracy improvement, highlighting the benefit of the final head
specialization phase. This ablation validates a progressive, phased curriculum
is essential for the model to effectively learn cross-view representations without
catastrophic forgetting, leading to the superior performance documented in the

final phase.

4.3.7.2 Impact of Individual Components

To further isolate the contribution of specific mechanisms within the curriculum,
a comprehensive ablation study was performed, as detailed in Table 4.12. The
table includes the ablated “Without Curriculum” model for direct comparison

with other component removals.

Table 4.12: Comprehensive Ablation Study: Impact of Individual Components on Multi-
view Task Performance

ccs fsl fsr hrn

Component Acc F1 Acc F1 Acc F1 Acc F1

Axial Only 0.860 0.484 0.496 0454 0.606 0.567 0.386  0.368
Fusion: Sum 0.881 0.433 0.795 0.650 0.800 0.652 0.785 0.710
Fusion: Concatenation 0.472 0.258 0.493 0.481 0.614 0.512 0.314 0.304
Fusion: Attention 0.880 0.312 0.775 0437 0.780 0.438 0.687  0.407
Without Curriculum (end-to-end) 0.812 0.842 0.737 0.758 0.740 0.759 0.794  0.798
Without Contrastive Loss 0.884 0.428 0.810 0.664 0.812 0.665 0.801 0.763
Full Curriculum (Phase 4) 0.903 0.866 0.841 0.802 0.827 0.811 0.848 0.836

Abbreviation: Acc = Accuracy, F1 = Fl-score.

Contrastive Consistency Loss. Removing the contrastive learning mechanism
(introduced in Phase 2) results in a dramatic collapse of F1 scores across all tasks,
most notably for ccs (F1: 0.866 — 0.428) and the foraminal stenosis tasks, despite
relatively preserved accuracy. This dichotomy confirms the critical role of this
component in learning view-invariant representations that are robust to class
imbalance. The contrastive loss ensures that semantically similar features from
different views are aligned in the embedding space, a process evidently crucial for
generating well-calibrated probabilistic outputs (reflected in F1) even when raw
accuracy remains high. This ablation directly justifies its inclusion in Phase 2,

which previously showed the curriculum’s largest F1 gain.

Multiview Integration (Axial Only). Training with only axial views, removing
the foundational sagittal backbone, leads to catastrophic performance degradation,
particularly for herniation (hrn accuracy: 0.848 — 0.386) and left foraminal
stenosis (fsl accuracy: 0.841 — 0.496). This result underscores the non-negotiable
importance of the proposed multiview approach and validates the initial design

choice of Phase 1, which conservatively introduced the axial branch while keeping
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the sagittal encoder frozen. The sagittal view provides essential longitudinal

anatomical context that the axial view alone cannot supply.

Fusion Strategy. Alternative feature fusion strategies were evaluated against
the baseline weighted average fusion. While Sum fusion maintains reasonable
accuracy, it suffers significant F1 degradation (e.g., ccs F1: 0.866 — 0.433),
indicating poor handling of class distributions. Concatenation and Attention-
based fusion fail catastrophically, with accuracy often falling near random-chance
levels. This validates the selection of the simple, learnable weighted average fusion
used throughout the curriculum, which provides the stability and task-specific
adaptability necessary for effective cross-view information integration across all

phases.

4.3.7.3 Synthesis of Ablation Findings

The ablation studies collectively demonstrate a clear hierarchy of component
importance, providing strong empirical validation for the integrated design of the
proposed curriculum learning framework. It is important to note that while the
hyperparameters for the full curriculum phases (1-4) were rigorously optimized, the
ablation experiments were conducted with a consistent, controlled methodology
to ensure fair comparison: each component was removed or replaced individually
while keeping all other training parameters (learning rates, batch size, optimizer)
identical to those used in the final Phase 4 model. For the “without curriculum”
ablation, the total training budget (number of epochs) was set to the sum of epochs
across all four curriculum phases, ensuring equivalent computational resources.
This approach isolates the effect of curriculum structure rather than tuning

differences.
The findings reveal that:

Multiview Integration is fundamental; performance collapses catastrophically
when using only axial views, confirming that neither view alone is sufficient for

accurate diagnosis of complex spinal pathologies.

Curriculum Learning is essential; end-to-end training with equivalent epochs
fails to achieve the same performance, demonstrating that the progressive, phased

approach enables more stable and effective learning of cross-view representations.

Contrastive Consistency Loss is critical for handling class imbalance; its
removal causes a dramatic collapse in F1 scores despite preserved accuracy, high-

lighting its role in learning robust, view-invariant feature representations.
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Weighted Average Fusion provides an optimal balance; simpler (sum) or more
complex (attention, concatenation) fusion strategies consistently underperform,

validating this design choice for stable feature integration.

These results robustly justify the integrated design of the proposed framework. The
substantial performance advantage of the full model (Phase 4) is not attributable
to any single component but emerges from their synergistic integration within the
curriculum learning paradigm. The ablation methodology, maintaining consistent
training budgets and hyperparameters, ensures that the observed differences
genuinely reflect the value of each architectural and training component rather

than optimization artifacts.

4.3.8 Independent Validation with Blind Annotations: Lum-
barAl vs. SpineNet

To conclusively address methodological concerns regarding potential annotation
bias, an independent validation was conducted using the XSBC (XrayService-
Blinded Consensus Dataset) described in Table 4.5. This evaluation utilized a
dataset of 19 previously unseen MRI scans (comprising 95 disc-level samples across
11 diagnostic tasks), with consensus ground truth established by three expert
radiologists following a blinded adjudication protocol. This framework eliminates

the systematic circularity bias present in the XSA dataset.

Table 4.13: Performance Comparison on Blind-Annotated FExternal Validation Dataset
(XSB Consensus Dataset)

Metric/Model Sagittal Only Tasks Multiview Tasks

pf nar spn ued led umc Ilmc ccs fsl fsr hrn
Accuracy
LumbarATI Acc 0.421 (0.916%)  0.505 (0.9057) 0.978 0.863 0.912 0.920 0.863 0.947 0.810 0.789 0.663
SpineNet Acc 0.442 (0.958") 0.568 (0.937) 0.947 0.905 0.915 0.863 0.842 0.863 0.800 0.778 0.684
Inter-Observer Acc 0.937 0.863 0.916
AUC
LumbarAI AUC 0.771 0.720 0.990 0.799 0.790 0.922 0.890 0.903 0.859 0.763 0.787
SpineNet AUC 0.816 0.805 0.989 0.891 0.948 0.885 0.911 0.407 0.775 0.761 0.783

T Values in parentheses denote +1 grade accuracy for multiclass ordinal tasks (pf: Pfirrmann grading, nar:
disc height narrowing). This metric is clinically more meaningful given the inherent subjectivity in these
grading schemes.

Color coding for Inter-Observer Agreement vs LumbarAlI Accuracy: = inter-observer
agreement > LumbarAl accuracy; = inter-observer agreement =~ LumbarAl accuracy; Red =
LumbarAI accuracy > inter-rater agreement.

Note: Bold values indicate best performance per task within each metric section (Accuracy or AUC) for
the two comparable models (LumbarAI and SpineNet).

The comprehensive performance comparison between the proposed LumbarAl
model and the SpineNetV2 baseline on this blind-annotated dataset is presented
in Table 4.13. Both accuracy and area under the ROC curve (AUC) are reported
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to provide complementary perspectives: accuracy reflects performance at the
optimal decision threshold, while AUC captures the model’s ranking ability across

all thresholds. A detailed analysis yields the following key findings:

Comparative Model Performance (Accuracy): Based on strict accuracy,
the LumbarAl model demonstrated superior performance on 6 out of 11 tasks
(ces, spn, Ime, ume, fsl, fsr), while SpineNetV2 outperformed on 4 out of 11
tasks (pf, nar, ued, hrn), with comparable performance observed on the led task
(0.912 vs. 0.915). This result provides strong empirical evidence that the proposed
multiview curriculum learning approach in LumbarAl generalizes more effectively
to unseen, independently annotated data, particularly for tasks requiring spatial

integration.

Comparative Model Performance (AUC): The AUC comparison reveals
a more nuanced competitive landscape. LumbarAl achieved superior AUC on
6 out of 11 tasks (ccs: 0.903 vs. 0.407; fsl: 0.859 vs. 0.775; fsr: 0.763 vs.
0.761; hrn: 0.787 vs. 0.783; spn: 0.990 vs. 0.989; umc: 0.922 vs. 0.885), while
SpineNetV2 led on 5 out of 11 tasks (pf: 0.816 vs. 0.771; nar: 0.805 vs. 0.720;
led: 0.948 vs. 0.790; ued: 0.891 vs. 0.799; lmc: 0.911 vs. 0.890). Notably,
despite SpineNet’s higher accuracy on led and ued, LumbarAI’s competitive AUC
on these tasks (0.790 and 0.799, respectively) suggests its probability estimates
remain reasonably well-calibrated. The most striking discrepancy occurs for ccs,
where LumbarAl's AUC (0.903) far exceeds SpineNetV2’s (0.407), indicating that
SpineNetV2’s probability rankings for this critical diagnosis are near-random

despite its moderate accuracy (0.863) on this specific test set.

Task-Specific Analysis: LumbarAI showed pronounced advantages in di-
agnosing critical structural spinal pathologies. It achieved superior accuracy
and AUC in detecting Central Canal Stenosis (ccs) (acc: 0.947 vs. 0.863; AUC:
0.903 vs. 0.407), Spondylolisthesis (spn) (acc: 0.978 vs. 0.947; AUC: 0.990
vs. 0.989), and bilateral Foraminal Stenosis (fsl, fsr). This indicates that the
curriculum learning framework is particularly effective for tasks requiring the
integration of complex anatomical relationships and spatial contexts to identify

neural compression.

SpineNetV2 maintained a consistent advantage in Pfirrmann Grading (pf) and
disc height narrowing (nar) based on both strict accuracy (pf: 0.442 vs. 0.421; nar:
0.568 vs. 0.505) and AUC (pf: 0.816 vs. 0.771; nar: 0.805 vs. 0.720). However,
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the clinically relevant +£1 grade accuracy was nearly equivalent between models
(LumbarAT: 0.916/0.905; SpineNet: 0.958/0.937; Inter-Observer: 0.916/0.937),
confirming both models’ utility in capturing the ordinal grading continuum.
SpineNetV2 also demonstrated superior performance on Upper Endplate Defects
(ued) (acc: 0.905 vs. 0.863; AUC: 0.891 vs. 0.799) and Herniation (hrn) (acc:
0.684 vs. 0.663; AUC: 0.783 vs. 0.747), suggesting heightened sensitivity to

specific disc morphology features.

Benchmarking Against Human Agreement: A critical benchmark for
clinical Al is performance relative to inter-observer variability among expert
radiologists. The consensus ground truth established by the three-radiologist
panel (two independent annotators plus senior adjudication) provides a robust

reference standard. The analysis reveals a spectrum of model capability:

« Exceeding Expert Consensus: LumbarAl’s accuracy for ccs (0.947 vs.
human 0.916), spn (0.978 vs. human 0.937), and led (0.912 vs. human 0.863)
exceeded the pairwise inter-observer agreement, demonstrating superhuman
reliability for these specific diagnoses.

« Near Expert Consensus: For the ordinal grading tasks (pf, nar), both
models’ £1 grade accuracies closely approached the expert agreement level.
Additionally, LumbarATI’s accuracy for Imc (0.863 vs. human 0.926), umc (0.926
vs. human 0.937), fsl (0.810 vs. human 0.821), and fsr (0.789 vs. human 0.831)
approached consensus, with human agreement providing a clear but narrow
performance ceiling.

o Below Expert Consensus: For ued and hrn, both models performed below
the inter-observer agreement (ued: LumbarAl 0.863, SpineNet 0.905, human
0.884; hrn: LumbarATI 0.663, SpineNet 0.684, human 0.779). This establishes a
clear performance ceiling and delineates priority areas for future model refine-
ment, particularly for herniation detection where the human-level agreement
itself is modest (0.779).

Clinical Implications: The results of this independent, blind-annotated valida-
tion confirm the clinical robustness and generalizability of the proposed LumbarAl
framework. Specifically, its demonstrated strength in identifying critical struc-
tural pathologies, central and foraminal stenosis, spondylolisthesis, and endplate
defects, which have direct implications for surgical triage and treatment planning,
substantiates its potential as an effective clinical decision-support tool. Crucially,

the model’s performance exceeding or approaching inter-rater agreement levels for
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several key tasks suggests that it may serve as a reliable first-level decision-support
tool within the clinical workflow, assisting clinicians in routine assessment while

remaining subject to expert oversight.

As envisioned in the proposed framework, this validated model constitutes the core
of the Computer Vision Module (Module 1). Its primary role is not autonomous
diagnosis, but to generate a preliminary draft report of findings, thereby reducing
the initial reporting burden on radiologists. This design intentionally follows
a human-in-the-loop principle, where the Al-generated draft is subsequently
reviewed, corrected, and refined by the expert radiologist. This collaborative
workflow mitigates the risk of over-reliance on the model while leveraging its
efficiency to draft comprehensive assessments, including subtle findings that might

otherwise be overlooked under time pressure.

4.3.9 Qualitative Interpretability Analysis of LumbarAl

To critically evaluate the internal reasoning of the trained expert model, we
performed a multi-modal explainability analysis across 11 spinal pathology tasks
using six complementary techniques. Our analysis is summarized in Figure 4.7,
which presents a composite visualization for direct comparison: each row cor-
responds to an explainability method (a: original MRI, b: attention rollout, c:
saliency, d: guided backpropagation, e: signed LIME, f: Grad-CAM), and each
column represents one of the 11 spinal pathology tasks. This structured presen-
tation allows us to assess what different methods reveal, or obscure, about the
model’s anatomical focus and decision-making logic, particularly for fine-grained

anatomical discrimination.

Attention rollout visualizations (Figure 4.7(b)) served a dual purpose in our
interpretability analysis. Primarily, they provided a high-level validation that the
model’s attention is correctly anchored to the intervertebral disc region across all
tasks, confirming its focus on relevant anatomy rather than irrelevant background.
However, this global coherence came at the cost of diagnostic spatial precision.
The heatmaps consistently failed to localize critical anatomical distinctions; for
tasks requiring discrimination, such as between upper vs. lower endplate defects
or left vs. right foraminal stenosis, attention activations remained symmetrically
centered and nearly identical. This indicates that while the transformer’s self-
attention mechanism successfully aggregates contextual information for scene
understanding, it operates at a resolution too coarse to provide the fine-grained,

task-specific localization needed for definitive clinical diagnoses in its current form.
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In contrast, gradient-based methods, saliency mapping (Figure 4.7(c)) and guided
backpropagation (d), demonstrated high spatial fidelity aligned with radiological
intuition. For Pfirrmann grading, activation concentrated on the nucleus pulposus;
for herniation, it highlighted posterior disc extrusion; and for central canal stenosis,
it focused on the ligamentum flavum. Crucially, these methods successfully
lateralized activation for foraminal stenosis, a capability absent in attention
rollout. This strong agreement with known pathological landmarks validates that
the model’s convolutional backbone learns to focus on clinically relevant regions,

building essential trust in its core feature extraction.

The signed LIME explanations (Figure 4.7(e)) provided unique causal insight
by showing both positive (red) and negative (blue) feature contributions. For
herniation, it highlighted red posterior regions (extruded material) alongside blue
anterior regions (preserved disc), revealing a nuanced logic. For foraminal stenosis,
it explicitly showed asymmetric red/blue patterns that lateralized to the affected
side. This method excels at illustrating how the model uses the absence of a
finding in one region as evidence, offering a deeper, region-based understanding of

its decision-making logic.

Finally, Grad-CAM visualizations (Figure 4.7 (f)) produced structured, anatomi-
cally coherent heatmaps that often outlined bone or joint spaces. It successfully
highlighted task-relevant regions, such as the disc space for Pfirrmann grading.
However, for tasks requiring fine discrimination (e.g., ued vs. led), its heatmaps
were less differentiated than those from gradient-based methods, suggesting it
may not fully leverage the task-specific components of the architecture for the

highest level of spatial distinction.

Extending this analysis, we also examined Grad-CAM activations from the multi-
view Swin3D model (see Figure 4.8) to assess how integrating axial information
changes the model’s focus. The multiview model revealed complementary spa-
tial insights not apparent in sagittal-only views. In sagittal views, activation
patterns highlighted longitudinal features like disc morphology and posterior extru-
sions. In the corresponding axial views, activation concentrated on cross-sectional
anatomy, such as the central disc integrity versus peripheral herniation. This view
complementarity demonstrates that the multiview architecture successfully inte-
grates different anatomical perspectives, mirroring the radiologist’s multi-planar

assessment protocol and providing more comprehensive spatial reasoning.

Our multi-method analysis reveals a clear interpretability hierarchy. For precise

localization and lateralization, gradient-based methods are most reliable. For
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Central canal Left foraminal Right foraminal
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Saqittal Grad-CAM
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Sagittal Grad-CAM Sagital Grad-CAM
Class 0 Class 0

Sagittal Grad-CAM
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Figure 4.8: GradCAM attention visualizations demonstrating the anatomical focus of the
multiview Swin3D model on key lumbar spine pathologies. The visualization is organized
as follows: The first column shows the input T2-weighted MRI for reference (L4-L5 disc,
sagittal and axial planes). Subsequent columns present the model’s attention heatmaps
(red/yellow: high attention, blue: low attention) for specific tasks. Herniation (hrn)
visualizations localize activation to sites of disc material extrusion. Central Canal
Stenosis (ccs) maps highlight the central spinal canal region of neural compression.
Left and Right Foraminal Stenosis (fsl, fsr) activations focus on the respective
neural foramina. The heatmaps confirm that the model, trained with a curriculum
learning strateqy, successfully attends to clinically correct anatomical regions for cross-
sectional pathology assessment, validating the clinical alignment and view-integration
capability of the proposed multiview architecture.

understanding causal, region-based reasoning, signed LIME is uniquely valuable.
Grad-CAM provides structured, intermediate-level feature understanding, while
attention rollout, despite computational efficiency, offers only a high-level context
that lacks diagnostic spatial specificity. This hierarchy underscores the necessity
of using complementary explainability techniques to obtain a complete picture of

model behavior.

The findings provide complementary insights into the model’s reasoning at different
scales. The robust performance of gradient-based methods confirms the strength of
the convolutional backbone in learning precise, discriminative features for localized
pathologies. Meanwhile, the attention rollout, by consistently highlighting the
intervertebral disc space across tasks, serves a different but crucial function: it
provides a high-level validation that the model’s primary attention is correctly
anchored to the disc material rather than irrelevant background anatomy. This
global anatomical grounding is a necessary foundation for the subsequent fine-

grained analysis performed by downstream network layers.

In summary, this analysis serves as a multi-faceted diagnostic tool. It confirms
that the model learns clinically sound features through its convolutional founda-

tion, critically identifies a weakness in the transformer’s attention for fine-grained
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Figure 4.9: LumbarAI User Interface: A comprehensive Human-in-the-Loop (HITL)
workflow for automated intervertebral disc grading. The interface displays: (1) file
upload section for DICOM ZIP files, (2) synchronized visualization panels showing
mid-sagittal MRI slice (left) and pathology visualization with annotations and confidence
scores (right), (3) interactive editable DataFrame containing IVD grades for all five
lumbar levels, and (4) bilingual report generation (English and Italian) with PDF export
functionality. The reactive visualization system automatically updates when physicians
modify grades in the DataFrame, ensuring visual annotations remain synchronized with
clinician assessments.

tasks, and demonstrates the interpretability benefits of a multiview design. This
commitment to transparency was extended through the development of a custom
patient-level explainability module within the LumbarAl Human-in-the-Loop in-
terface (Figure 4.9). This module synthesizes the model’s 55 individual predictions
(11 tasks across 5 discs) into an integrated clinical visualization. It calculates a
disc-level severity score by aggregating severe findings (e.g., assigning points for
high-grade narrowing, Pfirrmann degeneration, or stenosis). This score dynami-
cally controls a heatmap overlaid on the mid-sagittal MRI, with color intensity
indicating cumulative pathological burden at each disc level. Concurrently, short

7 “pf”, “nar”) are labeled

abbreviations for the severe tasks present (e.g., “ccs
with arrows pointing to the affected disc, and a legend displays all tasks with
their confidence scores. This design translates complex multi-task predictions into
an instant, intuitive anatomical overview, allowing a clinician to quickly grasp
the location and composition of severe pathology directly within the diagnos-
tic interface. Furthermore, the interface automatically translates these numeric
severity scores into a structured narrative draft report. Both the foundational

tabular scores and the generated narrative remain fully editable, embodying the
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core Human-in-the-Loop principle.

This interface serves as a preliminary demonstration of how the LumbarAl cur-
riculum learning framework can be operationalize within a real clinical workflow.
It aims that this tool should act as a collaborative draft-generator, augmenting
rather than replacing radiologist expertise, and provides a functional prototype

for subsequent prospective clinical studies.

The primary contribution is therefore fivefold: it (1) establishes a validated multi-
method protocol for interpreting spine Al, (2) provides actionable evidence for
refining hybrid architectures, (3) demonstrates the necessity of complementary
explainability techniques, (4) reveals how multiview integration enhances inter-
pretability, and (5) introduces a novel patient-level explainability synthesis for
clinical workflow integration. This work underscores that for high-stakes medical
applications, a suite of explainability methods, from granular feature attribution
to synthesized clinical summaries, is essential to fully understand, trust, and

deploy Al systems effectively.

4.4 Discussion

This chapter presents LumbarAl, a novel curriculum learning framework that
addresses a critical limitation in automated lumbar spine MRI analysis: the
effective integration of multiview information while maintaining expertise on
sagittal-visible tasks. Our results demonstrate that a hybrid architecture, em-
ploying separate Transformer-based models for sagittal-only and multiview tasks
within a structured four-phase curriculum, achieves clinically significant improve-
ments for cross-sectional pathologies while preserving superior performance for
longitudinal pathologies. This approach mirrors and enhances the systematic
workflow of expert radiologists, bridging the gap between computational efficiency

and clinical intuition.

4.4.1 Clinical Alignment and Workflow Integration

The substantial performance improvements observed for cross-sectional pathologies,
particularly foraminal stenosis (29.3%-32.2% F1 improvement) and herniation,
validate our framework’s clinical alignment. These results are consistent with
established radiological literature emphasizing the necessity of both sagittal and
axial views for accurate assessment of neural compression [93, 94, 95, 156]. The
human-level performance achieved on central canal stenosis (0.916 accuracy,

matching inter-observer agreement) on the independent blind-annotated dataset
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represents a particularly meaningful advancement, as this pathology directly

influences surgical decision-making [157].

Our hybrid architecture consciously emulates the radiologist’s diagnostic workflow:
initial screening of sagittal sequences for alignment and disc-space abnormalities
followed by targeted axial evaluation of neural foramina and central canal [158].
This deliberate design choice enhances clinical adoption potential by presenting
findings in a familiar cognitive framework. Furthermore, the framework’s capability
to generate comprehensive preliminary drafts addresses a pressing clinical need,
reducing radiologist burnout while potentially decreasing oversight of subtle
findings [159, 160].

The validation on the blinded dataset provides compelling evidence of gener-
alizability beyond the training distribution, a critical consideration for clinical
deployment [161]. The observed performance approaching inter-rater agreement
for several tasks suggests LumbarAl could function effectively as a collaborative
tool rather than a replacement, aligning with emerging consensus on optimal

human-Al interaction in medical imaging [161].

4.4.2 Technical Innovations and Comparison with Existing
Methods

LumbarAl introduces a structured curriculum learning paradigm for spine MRI
that departs from conventional end-to-end training. Its four-phase progression,
from axial branch integration to head specialization, incrementally builds mul-
tiview competence while limiting catastrophic forgetting, a persistent issue in
medical transfer learning [162]. Ablation analyses demonstrate that the complete
curriculum improves mean accuracy by 8.3% over direct joint training (from 0.771
to 0.854) and mean F1 score by 3.9% (from 0.789 to 0.828), with contrastive
learning playing a decisive role in stabilizing multiclass performance under class

imbalance.

External evaluation against SpineNetV2 [48] on the independently annotated
XSBC dataset provides a differentiated performance profile. LumbarAl outper-
formed SpineNetV2 on 6 of 11 tasks by accuracy, including central canal stenosis
(ces: 0.947 vs. 0.863), spondylolisthesis (spn: 0.978 vs. 0.947), and bilateral foram-
inal stenosis (fsl: 0.810 vs. 0.800; fsr: 0.789 vs. 0.778). In contrast, SpineNetV2
retained advantages in Pfirrmann grading (pf: 0.442 vs. 0.421), disc height nar-
rowing (nar: 0.568 vs. 0.505), upper endplate defects (ued: 0.905 vs. 0.863), and
herniation (hrn: 0.684 vs. 0.663). This pattern suggests that LumbarAI’s multi-
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view curriculum learning is particularly effective for pathologies requiring spatial
integration across sagittal and axial planes, whereas SpineNetV2’s architecture
may be better suited for isolated disc morphology assessment. Rather than a

categorical superiority, results indicate complementary architectural strengths.

However, to fully recognize LumbarAlI’s contribution, it must be situated within
the broader landscape of deep learning applications in spine MRI. Recent literature
confirms that deep learning achieves expert-level accuracy for isolated spinal tasks.
For Pfirrmann grading, Minin et al. [163] introduced SpineScan, a dedicated
model achieving strong performance on disc degeneration assessment. Liu et al.
[164] developed a comprehensive system evaluated on the RSNA 2024 challenge
dataset, while Zheng et al. [165] achieved high-quantitation accuracy specifically
for intervertebral disc degeneration. Zhang et al. [166] focused exclusively on

lumbar disc herniation detection and classification.

These contributions collectively demonstrate that deep learning can achieve expert-
level performance on carefully circumscribed diagnostic tasks. However, they
also reveal a fundamental limitation of the current research paradigm: each
study addresses a single pathology in isolation, producing highly specialized but
narrowly focused tools. From a clinical deployment perspective, this fragmentation
presents several insurmountable challenges. First, the sheer number of potential
spinal pathologies: disc degeneration, herniation, spinal stenosis (central, lateral
recess, and foraminal), endplate changes, Modic changes, spondylolisthesis, and
others, would require dozens of independently trained models for comprehensive
assessment. Second, each such model demands its own computational resources
for training and inference, making simultaneous deployment computationally
infeasible in clinical environments where hardware is often constrained. Third,
workflow integration becomes complex: a radiologist reviewing a single case would
need to sequentially consult multiple Al tools, each generating separate outputs

in different formats, defeating the purpose of workflow efficiency.

LumbarAl addresses this fragmentation through a dual-expert, multi-task ar-
chitecture comprising a Sagittal-Only Expert (seven longitudinal pathologies)
and a Multi-View Expert (four cross-sectional pathologies). This design reduces
model count (two instead of eleven), enables shared feature representations for
cross-pathology reasoning, provides a unified output space, and aligns with clinical
reading patterns (sagittal screening followed by axial refinement). Although single-
task models may achieve marginally higher ceiling performance, such gains come at
the cost of scalability and integration. LumbarAl explicitly prioritizes deployability

and resource efficiency, with residual errors mitigated through a human-in-the-loop
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framework, where LumbarAl serves as a first-level draft generator and a radiologist

subsequently corrects or confirms the proposed drafts.

Our results compare favorably with recent multi-view approaches in spine imaging
as well. Park et al. [167] recently proposed a transformer-based model that encodes
MRI volumes from multiple sequences and anatomical views, demonstrating
that joint multi-view processing outperforms task-specific baselines trained on
individual views for spinal stenosis grading. Similarly, Batra et al. [168] introduced
M-SCAN, a multistage framework employing multi-view cross attention that
achieved an AUROC of 0.971 for spinal canal stenosis grading, surpassing other
state-of-the-art methods. For herniation, foraminal and central canal stenosis,
LumbarATI achieves F1 scores of 0.80-0.86, which is comparable to the performance
reported in these recent multi-view studies. Our curriculum learning strategy
extends this work by explicitly addressing the catastrophic forgetting problem
[96] that prior studies have noted but not systematically resolved [169].

Building on these comparisons, the trajectory of Al in spine care may benefit from
evolving toward integrated assessment systems rather than remaining focused
on isolated pathology detectors. The single-pathology models discussed above
[163, 164, 165, 166] have advanced the field by demonstrating feasibility and
establishing valuable performance benchmarks. Building on this foundation, the
next frontier, one that LumbarAl seeks to explore, is the synthesis of these
capabilities into unified frameworks that can better support the complexity of
real-world clinical decision-making. Emerging multi-view architectures [167, 168]
further suggest the promise of this direction, and LumbarAI’s curriculum learning
approach offers a potential solution to the stability-plasticity challenge inherent

in multi-view integration.

4.4.3 Limitations and Methodological Considerations

Several limitations must be acknowledged to contextualize our findings appropri-
ately. First, the fundamental design choice of employing multi-task, multi-class
models inherently involves a trade-off. While training dedicated single-task models
for each of the 11 pathologies would likely yield marginal gains in individual task
accuracy, such an approach is clinically impractical due to prohibitive compu-
tational resource demands and workflow complexity. Our philosophy prioritizes
clinical feasibility and operational efficiency, creating a minimal number of ex-
pert models that generalize well across the diagnostic spectrum. This pragmatic
compromise accepts a potential ceiling on per-task performance in exchange for a

unified, resource-efficient system that aligns with real-world clinical deployment
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constraints. This limitation is planned to actively mitigated by the Human-in-
the-Loop (HITL) framework, where the Al serves as a proficient draft generator,
and the radiologist’s expertise corrects any residual inaccuracies, ensuring final

diagnostic quality.

Second, the anatomical scope of this work is intentionally focused. The LumbarAl
model was developed and validated exclusively for the lumbar spine (L1-L2 to
L5-S1), which is anatomically the most vulnerable to biomechanical stress and
degenerative changes, representing the highest clinical burden of degenerative
spinal disease. While this focus aligns with the greatest clinical need and provides
a robust proof-of-concept, it inherently limits the model’s immediate applicability
to the cervical and thoracic (dorsal) spinal regions. Future studies would benefit
from extending this curriculum learning framework to incorporate these areas,

which present distinct anatomical contexts and pathological spectra.

Methodologically, the scope of our study is defined by both its input data and
diagnostic tasks. This work focused exclusively on T2-weighted sagittal and
axial sequences. The incorporation of other standard MRI sequences, such as
coronal views, T1-weighted scans, and fluid-sensitive sequences like STIR, was
not explored. These sequences provide complementary information, for example,
T1-weighted images offer superior anatomical detail for marrow evaluation, while
STIR sequences are highly sensitive for detecting bone marrow edema, and their
integration could potentially enhance diagnostic accuracy and model robustness
for specific pathologies. Future work could explore a truly multi-parametric input

framework to leverage this richer diagnostic context.

Similarly, the model’s diagnostic capability is currently bounded by the 11 specific
radiological tasks on which it was trained and validated. While this set covers
the most common and clinically impactful degenerative findings, the spectrum of
lumbar spine pathology is vast. Incorporating additional conditions, such as facet
joint arthropathy, ligamentous hypertrophy, or rare entities like infection or tumor,
would require a substantial, expert-annotated dataset for each new task. We
acknowledge this limited but focused task scope; extending the model’s diagnostic
scope remains a significant future challenge contingent upon the availability of

high-quality annotated data.

Furthermore, the use of silver-standard labels from SpineNet for training may
also constrain models to learn within SpineNet’s decision boundaries, potentially
limiting the discovery of novel diagnostic features. Future work with comprehen-

sively annotated multiview and multi-sequence datasets would further validate
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and extend our approach.

4.4.4 Future Directions

The pathway for advancing this research is directly outlined by the limitations
acknowledged in this work. The most immediate future directions, including
extending the model to cervical and thoracic anatomy, incorporating additional
MRI sequences (T1-weighted, STIR), expanding the spectrum of detectable
pathologies, and pursuing broader multi-center external validation, have been

detailed in the preceding section.

Beyond these extensions, the paramount next step is to transition from technical
validation to prospective clinical impact assessment. This necessitates the design
and execution of rigorous real-world clinical trials to evaluate the LumbarAl
system’s effect on diagnostic workflow efficiency, report consistency, and its
ultimate influence on clinical decision-making pathways and patient outcomes.
Such studies are essential to generate the evidence required for regulatory approval

and successful integration into standard clinical practice.
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Psychosocial Determinants and Phe-
notypic Stratification in Spinal Pain

5.1 Introduction

The previous chapter introduced LumbarAl as a workflow-aligned Computer
Vision Module, fulfilling the first requirement of the integrative framework. Yet
anatomical findings alone are insufficient for personalized spine care. The clinical
imperative, derived from stakeholder needs in Section 3.2, is to integrate imaging
data with the patient’s lived experience—their pain, disability, quality of life, and
coping strategies—into a complete biopsychosocial profile. This chapter develops
the methodological foundation for that synthesis, constituting Module 2 of the
framework: the Multimodal Profiling Module.

In the context of chronic pain, coping refers to the cognitive and behavioral
strategies individuals employ to manage pain-related demands and their emotional,
functional, and social consequences. These strategies do not reflect pain intensity
itself, but rather how individuals respond to and regulate their experience of pain.
Despite their routine clinical use, a critical gap identified in both the literature and
clinical practice is the lack of a systematic, data-driven understanding of how these
psychosocial constructs interact with each other and with anatomical pathology.
Current practice often treats Patient Reported Outcome Measures (PROMs) as
isolated scores, thereby overlooking the complex patterns through which coping
strategies co-occur and define a patient’s overall adaptive or maladaptive phenotype
(32, 36].
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Addressing these gaps is essential for the development of a functional Multi-
modal Profiling Module. Accordingly, this chapter focuses on two sequential

methodological questions:

1. Which coping strategies are most strongly associated with pain
intensity? To address this question, we examine how individual coping
strategies relate to pain severity using multivariable regression, followed by
interaction and mediation analyses to clarify whether these associations are
independent, additive, or primarily indirect.

2. Can we identify meaningful subgroups? We then employ unsupervised
learning to ask whether patients naturally cluster into distinct, clinically
interpretable psychosocial phenotypes. This moves beyond predicting
single variables to identifying holistic patient profiles (e.g., “low pain, low
disability, adaptive coping, and high quality of life” versus “high pain, high
disability, maladaptive coping, and low quality of life”), which may reflect
shared risk trajectories and distinct treatment needs. This phenotypic approach
directly operationalizes the clinical need for “Supporting Clinical Reasoning”
(Section 3.2) by providing a shared, quantitative taxonomy for interdisciplinary

discussion.

Objectives and Chapter Structure

The objective of this chapter is to establish and critically evaluate the analytical
foundations of the Multimodal Profiling Module through the integration of real-
world patient-reported outcomes and imaging-derived information. Specifically,

this chapter aims to:

» Investigate the role of coping strategies as determinants of pain intensity using
supervised statistical modelling.

o Extend the analytical scope to the full PROMs dataset to derive biopsychosocial
patient phenotypes through unsupervised clustering.

« Examine the clinical relevance of these phenotypes by comparing them against
baseline characteristics, including structural findings extracted from spine MRI

examinations.

The chapter is organized to reflect this progression. Section 5.2 introduces the
dataset, describes the PROMs instruments, and outlines the supervised and un-
supervised analytical approaches. Section 5.3 presents the empirical findings,
beginning with the determinants of pain and subsequently detailing the iden-

tification and characterization of psychosocial phenotypes. Finally, Section 5.4
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synthesizes these results, discusses their clinical implications for stratified spinal
pain management, and clarifies how the derived phenotypes interface with the
Computer Vision Module (Chapter 4) to enable the multimodal integration central

to the framework.

5.2 Dataset and Methods

5.2.1 Study Design and Setting

This chapter reports two complementary cross-sectional studies conducted on a
single clinical cohort, integrating (1) the analysis of coping strategies as determi-
nants of pain intensity, and (2) the identification of biopsychosocial phenotypes
using unsupervised clustering. Both components used a cross-sectional design and

shared the same patient population.

Data were collected consecutively from adults with spine-related pain in a mul-
tidisciplinary clinic located in Brescia, Italy: X-Ray Service s.r.l. [129]. The
recruitment took place between August 2024 and September 2025. All assess-
ments, questionnaires, and radiological data (when available) were collected during

routine clinical visits by trained personnel following standardized protocols.

5.2.2 Ethical Considerations

All procedures were conducted in full compliance with the Declaration of Helsinki
and the European General Data Protection Regulation (GDPR). Written informed
consent was obtained from all participants prior to inclusion. Ethical approval
was granted through institutional review processes, including a formal joint data
controllership agreement between the University of Brescia and X-Ray Service s.r.1.
(Protocol UNIBS 253697, 27/09/2024), and a Data Protection Impact Assessment
(DPIA) approved on 01/08/2025. Patient data were pseudonymized by the clinical

sites before transfer for analysis.

5.2.3 Participants

A total of 142 adults with spine-related pain affecting the cervical, thoracic, lumbar,
or sacrococcygeal regions were included. Eligibility criteria required individuals
to be (1) 18 years or older, (2) diagnosed with spine-related pain, and (3) able
to understand and complete the study questionnaires independently. Exclusion
criteria included severe neurologic disorders, acute psychiatric crises, or inability

to comprehend study materials.
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The final cohort consisted of 85 males (59.9%) and 57 females (40.1%), with a
mean age of 51.8 years (SD = 12.3). For analyses involving radiology data, a
subset of 129 participants was retained due to missing radiological information in

13 cases.

5.2.4 Measures

Pain intensity

Pain intensity was measured using the Numerical Rating Scale (NRS), ranging
from 0 (“no pain”) to 10 (“worst imaginable pain”) [170, 171]. The location
(cervical, thoracic, lumbar, sacrococcygeal, or combinations thereof) and duration
(categorized as < 4 weeks, 4-12 weeks, > 12 weeks, or as specifically provided) of

pain were recorded.

Functional Disability

Functional disability was assessed using the Italian version of the Roland—Morris
Disability Questionnaire [22], a validated adaptation of the original instrument

[172]. Scores range from 0 to 24, with higher scores indicating greater disability.
Quality of Life

Quality of life was measured using the Italian WHOQOL-BREF questionnaire
[173], a validated Italian version of the World Health Organization Quality of
Life-BREF instrument [174]. This instrument assesses four core domains, Physical
Health, Psychological Health, Social Relationships, and Environment, and provides
overall QoL and health satisfaction scores. All scores range from 0 to 100, with

higher scores indicating better quality of life.
Coping Strategies

Coping strategies were assessed with the CopeNVI questionnaire [26], the validated
Italian short form of the COPE instrument [175, 176]. Its use for pain populations
is well-established in several studies [177, 178, 179]. The CopeNVI evaluates five
domains: Social Support, Avoidance, Positive Attitude, Problem Orientation,
and Transcendent Orientation. Responses for each domain were recorded on a
four-point Likert scale (from 1: I usually don’t do it to 4: I almost always do
it), with higher scores indicating greater use of the respective strategy. Using
this standardized Italian version ensured cultural relevance for our exclusively

Italian-speaking cohort.
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5.2.5 Data Preprocessing

Several preprocessing steps were performed to ensure data quality and suitability
for subsequent analysis. All raw questionnaire responses were converted into
processed numeric variables following their respective standardized manuals to

generate continuous, psychometrically valid variables.

Specifically, for the WHOQOL-BREF, the instrument’s 26 items were processed
according to official WHO guidelines to construct four core domain scores (Physical
Health, Psychological Health, Social Relationships, Environment) and two overall
perception scores. Each item, originally on a 1-5 Likert scale, contributed to its
respective domain. Domain raw scores were then transformed to a standardized
0-100 scale using the prescribed formula (Eq. 5.1) to ensure comparability with
the full WHOQOL-100. Consequently, higher scores on this scale indicate a better
quality of life.

(Actual Raw Score — Lowest Possible Raw Score)

x 100
(5.1)

T f d S =
ransrormed 5core Possible Raw Score Range

For the CopeNVI (25-item version), responses for each of the five subscales
(Social Support, Avoidance, Positive Attitude, Problem Orientation, Transcendent
Orientation) were recorded on the instrument’s 4-point Likert scale (1 = I usually
don’t do it to 4 = I almost always do it). For analysis, scores for each subscale
were averaged across its constituent items, yielding five continuous subscale scores.
Higher average scores indicate a greater reported use of that specific coping

strategy.

Functional disability was quantified as the total score from the Roland-Morris
Disability Questionnaire, calculated by summing the number of “YES’ responses
across its 24 items, resulting in a range of 0—24. Finally, pain intensity was rep-
resented directly by the patient’s self-reported Numeric Rating Scale (NRS) score
(0-10). These transformations produced a final dataset of clinically interpretable,

continuous variables ready for statistical and clustering analyses.

The clinical dataset was merged with radiological variables to form the full biopsy-
chosocial dataset. No missing values were present among the final clustering
features. Feature selection for clustering was theoretically driven by the biopsy-
chosocial model, prioritizing modifiable clinical and psychosocial variables. Twelve
continuous variables were retained: pain intensity (NRS), functional disability
(Roland score), the five WHOQoL-BREF domains, and the five CopeNVTI coping
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dimensions. Demographic, categorical (pain location/duration), and radiological
variables were excluded from clustering but retained for subsequent cluster charac-
terization. All continuous variables were standardized using z-score normalization
(mean = 0, SD = 1). While Principal Component Analysis (PCA) was used
for visualization, clustering algorithms operated on the full set of standardized

variables to preserve clinical interpretability.

Coping Determinants

Associations between pain intensity and coping strategies were examined using
Pearson and Spearman correlation coefficients [180]. Multiple linear regression
models were constructed to estimate the independent contributions of each coping
dimension to pain intensity. Interaction effects were tested to evaluate whether the
association between avoidance and pain varied across levels of positive attitude.
Mediation analyses followed the classical Baron and Kenny approach [181], with

indirect effects tested using Sobel statistics.

Unsupervised Biopsychosocial Phenotyping

To identify data-driven patient phenotypes, unsupervised clustering techniques
were applied using both K-means clustering [182] and hierarchical agglomerative
clustering with Ward’s linkage [183]. Cluster quality and internal validity were
assessed through multiple metrics, including the silhouette coefficient, within-
cluster sum of squares (WCSS), and the Davies-Bouldin index [184]. Convergence
and agreement between the two clustering approaches were quantified using
the adjusted Rand index [185], ensuring methodological consistency. To further
evaluate the robustness of the derived cluster solution, a bootstrap stability analysis
(1,000 iterations) was conducted, providing an estimate of the reproducibility of

cluster assignments under resampling [185].

5.2.6 Cluster Characterization

Cluster profiles were described using means, medians, standard deviations, and
frequency distributions. Group comparisons for continuous variables employed
Shapiro-Wilk tests for normality [186] and Levene’s tests for homogeneity of
variances [187]. Independent-samples t-tests, Welch’s t-tests, or Mann—Whitney U
tests were applied as appropriate [188, 189]. Categorical variables were compared
using chi-square tests or Fisher’s exact tests [190, 191]. When analyzing multiple
radiological variables, both Bonferroni [192] and Benjamini—-Hochberg false discov-

ery rate corrections [193] were applied. Effect sizes were computed using Cohen’s
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d for continuous variables [194] and Cramér’s V for categorical variables [195].

5.3 Results

5.3.1 Coping Determinants of Pain

The initial analysis focused on delineating the relationships between coping strate-
gies and pain intensity, progressing from simple associations to complex multivari-

ate models to establish the primary determinants.

5.3.1.1 Descriptive Statistics and Bivariate Associations Between Cop-
ing Strategies and Pain Intensity

Descriptive statistics (the means and standard deviations) for all CopeNVI sub-
scales and Pain NRS scores across the cohort are reported in Table 5.1. Participants
reported a mean pain intensity of 5.89 (SD = 2.77) on the 0-10 Numerical Rating
Scale, with scores distributed across the full measurement range and no evident

floor or ceiling effects.

Table 5.1: Means and Standard Deviations for all CopeNVI subscales and NRS pain
scores

Variable Mean (SD) N
Social Support 2.47 (0.79) 142
Avoidance 1.74 (0.92) 142
Positive Attitude 2.72 (1.04) 142
Problem Orientation 2.88 (0.81) 142
Transcendent 1.64 (0.78) 142
Pain NRS 5.80 (2.77) 142

Bivariate correlation analyses revealed several statistically significant associations
between pain intensity and CopeNVI subscales (Table 5.2). Avoidance coping
demonstrated a strong positive association with pain intensity (r = 0.601, p <
0.001), indicating higher pain levels among individuals who more frequently
engaged in avoidant strategies. In contrast, Positive Attitude exhibited a strong
inverse relationship with pain intensity (r = —0.541, p < 0.001), suggesting
a potential protective role of adaptive cognitive coping. Social Support was
moderately and negatively correlated with pain intensity (r = —0.323, p < 0.001).
Problem Orientation and Transcendent coping showed weak associations that

did not reach statistical significance under the predefined threshold, indicating a
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more limited or indirect relationship with pain intensity in this sample. Figure 5.1
illustrates these bivariate relationships through scatterplots with regression lines
and coefficients, visually confirming the linear patterns, particularly the strong

association between Avoidance and higher pain intensity.

Table 5.2: Correlation matriz of pain intensity (NRS) with CopeNVI subscales

CopeNVI Subscale Pearson’sr p-value N

Social Support -0.323 <0.001 142
Avoidance 0.601 <0.001 142
Positive Attitude -0.541 <0.001 142
Problem Orientation -0.183 0.050 142
Transcendent -0.049 0.050 142
r = —0.323%** r = 0.601%** r = —0.541%**
p = —0.350%** p = 0.607*** p = —0.573%**
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Figure 5.1: Scatterplots illustrating bivariate relationships between pain intensity (NRS)

and each CopeNVI subscale. Regression lines and correlation coefficients (r) are displayed.
** indicates p < 0.001.
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5.3.1.2 Uni-variate Regression Analysis

To quantify the strength of association between individual coping strategies and
pain intensity, a series of univariable linear regression models were estimated
with pain intensity (NRS) as the dependent variable and each CopeNVI subscale
entered separately as an independent predictor. These analyses extend the
bivariate correlations by estimating the proportion of variance in pain intensity

attributable to each coping dimension.

Table 5.3: Regression coefficients for pain intensity (NRS) predicted by CopeNVI
subscales

CopeNVI subscales Slope Intercept R? N

Social Support -1.139 8.702 0.105 142
Avoidance 1.813 2.729 0.362 142
Positive Attitude -1.441 9.809 0.293 142
Problem Orientation  -0.628 7.696 0.034 142
Transcendent -0.175 6.174 0.002 142

Prior to model estimation, the distributional properties of pain intensity were
visually examined to assess the suitability of parametric analyses. Histograms and
Q-Q plots were used to evaluate overall distributional shape and departures from
normality, box plots were inspected to identify potential outliers, and residual
diagnostic plots were examined to verify model assumptions following regression fit-
ting. Pain intensity scores approximated a normal distribution, with only minimal
outliers observed. Residual analyses from the fitted regression models indicated
acceptable model fit, with residuals symmetrically distributed around zero and no

evident violations of linearity or homoscedasticity assumptions (Figure 5.2).

Avoidance coping emerged as the strongest explanatory factor, accounting for
36.2% of the variance in pain intensity (R? = 0.362). The positive regression
coefficient (5 = 1.813) indicates that higher reliance on avoidant coping strategies
was associated with substantially greater reported pain (Table 5.3). Positive
Attitude demonstrated the second-largest contribution, explaining 29.3% of the
variance (R? = 0.293), with a negative coefficient (3 = —1.441), consistent with a
protective association against pain intensity. Social Support accounted for a more
modest proportion of variance (R? = 0.105; 8 = —1.139).

In contrast, Problem Orientation and Transcendent coping showed limited explana-
tory value, accounting for only 3.4% and 0.2% of the variance in pain intensity,

respectively (Table 5.3). These findings suggest that while multiple coping strate-
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Figure 5.2: Outlier and normality assessment of pain intensity (NRS) scores. Top left:
Histogram showing distribution. Top right: Q-Q plot for normality assessment. Bottom
left: Boz plot showing quartiles and outliers. Bottom right: Residuals plot for regression
diagnostics.

gies are theoretically relevant, their empirical univariate associations with pain

intensity differ markedly in strength.

Taken together, the univariate regression results identify Avoidance and Positive

Attitude as the most salient coping dimensions in relation to pain intensity.

5.3.1.3 Multiple Regression Analysis

Building on the univariable analyses, a multivariable linear regression model was
estimated to identify the independent associations between coping strategies and
pain intensity while controlling for shared variance among coping dimensions.
All five CopeNVTI subscales were entered simultaneously as predictors of pain
intensity (NRS). The overall model was statistically significant (£'(5,142) = 19.18,
p < 0.001) and explained 41.4% of the variance in pain intensity (R? = 0.414,
adjusted R? = 0.392), representing a large effect size and confirming coping

strategies as a robust set of predictors (Table 5.4).
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Table 5.4: Multiple regression analysis: All CopeNVI subscales predicting pain intensity
(NRS)

Predictor B (SE) 5} p-value 95% CI

Social Support 0.244 (0.230)  0.069 0.100 [-0.207, 0.696]
Avoidance 1.428 (0.197) 0.474  0.001* [1.041, 1.815]
Positive Attitude  -0.781 (0.174) -0.293  0.001**  [-1.122, -0.439]
Problem Orientation 0.187 (0.224)  0.055 0.100 [-0.251, 0.626]
Transcendent -0.187 (0.232) -0.053  0.100 [-0.642, 0.269]

Model R? = 0.414, Adjusted R? = 0.892, F(5, 142) = 19.182, ** : statistically significant

Independent Predictors: Avoidance and Positive Attitude

Among the five coping strategies, only Avoidance and Positive Attitude emerged
as significant independent predictors of pain intensity. Avoidance demonstrated
the strongest association (§ = 0.474, B = 1.428, SE = 0.197, p < 0.001, 95% CI
[1.041, 1.815]). Each one-point increase on the Avoidance scale was associated
with an estimated 1.43-point increase on the 0-10 pain NRS. Although attenuated
relative to its bivariate correlation (r = 0.601), this finding confirms a robust

independent association.

Positive Attitude showed a significant protective effect (8 = —0.293, B = —0.781,
SE = 0.174, p < 0.001, 95% CI [-1.122, -0.439]). Each one-point increase
predicted an approximate 0.78-point reduction in pain intensity, indicating a stable

independent effect after accounting for the influence of other coping strategies.

Non-Significant Predictors: Social Support, Problem Orientation, and
Transcendent Coping

The remaining coping strategies did not contribute unique explanatory value in
the multivariable model. Social Support (8 = 0.069, p = 0.100) shifted from a
significant negative bivariate correlation to a non-significant positive coefficient,
suggesting a possible suppression effect whereby its apparent protective association

may be mediated by other coping dimensions, particularly Positive Attitude [196].

Similarly, Problem Orientation (8 = 0.055, p = 0.100) did not retain independent
significance, indicating that its relationship with pain intensity may be largely
accounted for by overlap with other adaptive coping strategies, consistent with
models emphasizing indirect pathways via self-efficacy or cognitive reappraisal [179].
Transcendent coping showed minimal association with pain intensity (8 = —0.053,

p = 0.100), suggesting no unique contribution within this model.

Overall, these findings identify Avoidance and Positive Attitude as the primary
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independent coping determinants of pain intensity. This clarification provides a
strong empirical foundation for subsequent analyses examining their interactive

and mediating roles within the broader biopsychosocial framework.

5.3.1.4 Mediation Analysis

Building on the regression findings, which identified Avoidance and Positive
Attitude as the primary independent predictors of pain intensity, while Social
Support and Problem Orientation showed only bivariate associations, we conducted
a series of mediation analyses. Mediation analysis is used to decompose an
observed association into direct and indirect components, allowing assessment of
whether the effect of a given predictor on an outcome operates primarily through
another intervening variable rather than directly. In this context, the analyses
were designed to test whether more distal coping strategies (e.g., Social Support,
Problem Orientation) influence pain intensity indirectly by shaping more proximal
coping processes, such as Avoidance and Positive Attitude, thereby clarifying the

functional pathways within the coping system.

All mediation models were estimated using ordinary least squares path analysis.
For each model, we report the total effect (¢), and the indirect effect (a x b),
with bootstrapped standard errors (5,000 resamples) and 95% confidence intervals.
Results are summarized in Table 5.5, and the principal pathways are illustrated

in Figure 5.3.

Dominant Indirect Pathways: Problem Orientation as a Foundational
Strategy

The largest and most consistent mediation effects identified Problem Orientation
as a pivotal but predominantly indirect adaptive resource. Its relationship with
pain intensity was almost entirely transmitted through the two core determinants
identified in the regression analysis, Positive Attitude and Avoidance, indicating

minimal direct influence.

e Problem Orientation — Positive Attitude — Pain. Higher Problem
Orientation was associated with higher Positive Attitude (path a = 0.495,
p < 0.001), which in turn predicted lower pain intensity (path b = —1.441,
p < 0.001). The resulting indirect effect was substantial (a x b = —0.713,
p < 0.001), accounting for 113.5% of the total effect. This proportion exceeding
100% indicates a suppression pattern, whereby the indirect protective pathway

is stronger than the observed total effect.
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Figure 5.3: Synthesized mediation model depicting primary pathways among coping
strategies and pain intensity. Dominant indirect effects are shown, including: Problem
Orientation’s protective effect being mediated by Positive Attitude (1153.5% of total effect)
and Avoidance (108.3%); Social Support’s effect mediated by Avoidance (100.3%) and
Positive Attitude (89.3%); and the reciprocal mediation between Avoidance and Positive
Attitude (57.1% and 31.9%, respectively). Solid lines represent significant paths (***
p < 0.001, **p < 0.01, *p < 0.05).

o Problem Orientation — Avoidance — Pain. A parallel pathway showed

that higher Problem Orientation predicted lower Avoidance (a = —0.375,
p < 0.001), which strongly predicted higher pain (b = 1.813, p < 0.001). This
indirect effect (a x b = —0.680, p < 0.001) accounted for 108.3% of the total
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effect, again indicating near-complete mediation.

Together, these findings indicate that Problem Orientation does not directly

regulate pain, but instead functions as a foundational strategy that exerts its

protective influence by promoting adaptive cognitive appraisal and reducing

maladaptive avoidance.

Table 5.5: Mediation analysis: Coping strategies as mediators between other coping

strategies and pain intensity

Predictor — Mediator — Outcome a (SE) b (SE) Indirect (axb) % Med.
PO — PA — Pain 0.495 (0.100) -1.441 (0.189)  -0.713 (0.172) 113.5%**
PO — AV — Pain -0.375 (0.091)  1.813 (0.204)  -0.680 (0.181)  108.3%"
SS = AV — Pain L0.630 (0.083) 1.813 (0.204)  -1.142 (0.198)  100.3%"*
SS s PA — Pain 0.706 (0.094) -1.441 (0.189)  -1.017 (0.191)  89.3%"
PO — SS — Pain 0.424 (0.074) -1.139 (0.282)  -0.483 (0.146)  77.0%"
AV — PA — Pain L0.719 (0.074) -1.441 (0.189)  1.036 (0.173)  57.1%"
PA — SS — Pain 0.404 (0.054) -1.139 (0.282)  -0.460 (0.129)  31.9%
AV — SS — Pain L0.462 (0.061) -1.139 (0.282)  0.526 (0.147)  29.0%"*
SS — PO — Pain 0.449 (0.078) -0.628 (0.284)  -0.282 (0.137)  24.8%"

PA — PO — Pain 0.300 (0.061) -0.628 (0.284)  -0.188 (0.093)  13.1%"

Note: Abbreviations: PO = Problem Orientation, PA = Positive Attitude, AV = Awvoidance,
SS = Social Support, Pain = Pain Intensity (NRS), *** p < 0.001, ** p < 0.01, *p < 0.05.

Social Support as a Facilitator of Proximal Coping

A closely analogous pattern was observed for Social Support, which likewise showed

no meaningful direct association with pain once indirect pathways were accounted

for. Instead, its protective effects were fully transmitted through the same proximal

determinants.

Social Support — Avoidance — Pain. Greater Social Support predicted
lower Avoidance (a = —0.630, p < 0.001), which in turn predicted higher pain
(b =1.813, p < 0.001). This pathway constituted the strongest indirect effect
in the entire model (a x b = —1.142, p < 0.001), accounting for 100.3% of the
total effect.

Social Support — Positive Attitude — Pain. Social Support also strongly
predicted higher Positive Attitude (¢ = 0.706, p < 0.001), which predicted
lower pain (b = —1.441, p < 0.001). This indirect effect (a x b = —1.017,
p < 0.001) accounted for 89.3% of the total effect.

These results indicate that Social Support operates indirectly, facilitative resource

whose apparent benefit for pain is almost entirely explained by its capacity to

reduce avoidance and enhance positive cognitive coping.
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Reciprocal Mediation Among Core Determinants

Significant reciprocal pathways were also observed among the core determinants

of pain, indicating a dynamically interdependent coping system.

o Avoidance — Positive Attitude — Pain. Higher Avoidance predicted lower
Positive Attitude (a = —0.719, p < 0.001), which in turn predicted lower pain
(b= —1.441, p < 0.001). This produced a positive indirect effect (ab = 1.036,
p < 0.001), indicating that 57.1% of Avoidance’s detrimental association with
pain is mediated through its erosion of positive cognitive appraisal.

» Positive Attitude — Social Support — Pain. A secondary reciprocal
pathway showed that higher Positive Attitude predicted greater Social Support
(a = 0.404, p < 0.001), which in turn predicted lower pain (b = —1.139,
p < 0.001). This indirect effect (ab = —0.460, p < 0.001) accounted for 31.9%
of the total effect.

These findings indicate that Positive Attitude and Avoidance are not only direct
regulators of pain but also mutually embedded within broader cognitive—social

feedback loops.

Secondary and Minor Mediation Pathways

Several additional mediation effects were statistically significant but comparatively

smaller in magnitude, further refining the network structure.

e Problem Orientation — Social Support — Pain accounted for 77.0% of
the total effect (ab = —0.483, p < 0.001), suggesting that Problem Orientation
may partially exert its influence by facilitating support-seeking behaviors.

e Avoidance — Social Support — Pain accounted for 29.0% mediation
(ab = 0.526, p < 0.001), indicating that avoidance coping is associated with
social withdrawal, which in turn exacerbates pain.

« Pathways involving Problem Orientation as a mediator were consistently weaker.
Both Social Support — Problem Orientation — Pain (24.8% mediated,
p < 0.05) and Positive Attitude — Problem Orientation — Pain (13.1%
mediated, p < 0.05) accounted for a relatively small proportion of total effects,
reinforcing the interpretation of Problem Orientation as primarily antecedent

rather than downstream within the coping hierarchy.

Synthesis: A Hierarchical Coping Architecture

Taken together, the mediation results reveal a structured and hierarchical organi-

zation of coping strategies in relation to pain intensity:
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1. Foundational (Distal) Strategies: Problem Orientation and Social Support
exert strong protective influences almost entirely through indirect pathways,
shaping downstream coping responses rather than acting directly on pain.

2. Proximal Determinants: Avoidance and Positive Attitude represent the final
common pathways through which the coping system influences pain intensity.
These strategies show both strong direct effects and substantial reciprocal
mediation.

3. Directional Asymmetry: The substantially stronger mediation effects from
foundational strategies to proximal determinants, compared with the reverse,

clarify the functional direction of influence within the coping system.

This hierarchical architecture explains why Avoidance and Positive Attitude
emerged as independent predictors in the regression models: they are the proximal
mechanisms through which broader coping resources ultimately affect pain experi-
ence. Clinically, these findings suggest that interventions targeting Avoidance and
Positive Attitude may yield the most immediate reductions in pain, while strate-
gies enhancing Problem Orientation and Social Support may serve as upstream

mechanisms facilitating durable change.

5.3.2 Biopsychosocial Phenotyping via Unsupervised Clus-
tering

The mediation analyses delineated the functional hierarchy within the coping
system, illustrating how specific strategies exert influence on pain via both direct
and indirect pathways. Yet, chronic pain is inherently multidimensional, with
coping representing only one component of a broader biopsychosocial landscape
encompassing functional disability, psychological distress, and overall quality of
life.

This raises a critical, unresolved question: when considering the full spectrum of
clinical and psychosocial variables simultaneously, do patients naturally cluster

into coherent subgroups with distinct, multimodal profiles?

To address this, we shift from a variable-centered, hypothesis-driven approach
focused on coping to a person-centered, data-driven exploration of patient pheno-
types. By applying unsupervised clustering across all measured domains, including
pain intensity, disability, quality-of-life subdomains, and coping subscales, we
examine whether patients clustered into clinically meaningful subgroups and assess
whether the central influence of Avoidance and Positive Attitude persists within

these emergent, holistic profiles.
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5.3.2.1 Identification of Patient Phenotypes

Cluster Tendency Assessment. Before applying clustering algorithms, we
evaluated whether the biopsychosocial dataset contained inherent structure using
the Hopkins statistic. The resulting value of H = 0.64440.020 (n = 142) indicated
moderate-to-strong cluster tendency, consistent with the presence of non-random
structure (H > 0.5).

Determination of Optimal Cluster Number. Cluster validity was assessed
through complementary indices. The elbow method (Figure 5.4A) revealed a mono-
tonic decline in within-cluster sum of squares (WSS) without a sharp inflection
point. The most largest reduction (31.3%) occurred at k = 2, with progressively
attenuating gains at k = 3 (13.7%) and k = 4 (10.4%).

Silhouette analysis as shown in Figure 5.4C, demonstrated systematic improvement
across successive analytical refinements. The initial solution (129 patients, 12
variables) yielded a coefficient of 0.259, falling within the weak-structure range.
Following feature engineering, specifically, removal of the non-discriminatory
Transcendent Coping subscale, and expansion to the full 142-patient sample, the
silhouette coefficient improved to 0.313. When the 19 patients occupying the
transition zone (individual silhouette < 0.25) were temporarily excluded, the
two core poles achieved a coefficient of 0.411, representing a 31.2% improvement
and crossing into the moderate-to-strong separation range. To verify that the
underlying clustering signal was not artificially sustained by these borderline
cases, the Hopkins statistic was recomputed on the reduced sample; the value
remained effectively unchanged (H = 0.645 £ 0.022, n = 123; Figure 5.4D),
confirming that cluster tendency was a genuine property of the data rather than
an artefact of patient composition. An exploratory three-cluster solution yielded
a silhouette of 0.220, inferior to the two-cluster solution, as expected when a
third centroid is positioned within the continuum between two established poles
rather than capturing an independent grouping. On the basis of converging
quantitative evidence and clinical interpretability, the two-cluster solution (n =

142, 11 variables) was retained as the primary analysis.
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(A) Elbow Method — WCSS (B) Silhouette Analysis vs k
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Figure 5.4: Cluster validation overview. (A) Elbow method. Within-cluster sum
of squares (WCSS) for k =1 to 10. The largest reduction (31.3%) occurs at k = 2,
followed by progressively smaller decrements (13.7% at k = 3, 10.4% at k = 4), with
no sharp inflection point. (B) Silhouette analysis. Average silhouette coefficient
for k =2 to 10. Maximum at k = 2 (0.313); dashed and dotted lines mark the 0.50
(moderate) and 0.25 (weak) Rousseeuw thresholds. (C) Silhouette progression across
analytical stages. Initial solution (n =129, 12 variables): 0.259. Ezpanded (n = 142,
11 variables): 0.813. Core poles (n =123, excluding 19 transition-zone patients): 0.411
(+31.2%, moderate-to-strong range). Exploratory k = 3 solution: 0.220. (D) Hopkins
statistic stability. Full sample (n = 142): H = 0.644 £+ 0.020; core sample (n = 123):
H =0.645+0.022 (AH = 0.001).

Cluster Formation and Validation. Following the determination that k = 2
was the optimal number of clusters, K-means clustering was applied to the
full cohort (N = 142) using the refined 11-variable biopsychosocial feature set,
yielding an Adaptive cluster (Cluster 1, n = 89, 62.7%) and a Maladaptive cluster
(Cluster 2, n = 53, 37.3%). Internal validation confirmed detectable though
overlapping separation (silhouette = 0.313; Davies-Bouldin = 1.292), consistent
with the heterogeneous nature of chronic pain populations. The modest aggregate
silhouette reflects the presence of a transition zone rather than failed clustering:
excluding the 19 transition-zone patients (silhouette < 0.25) raised the core-pole
coefficient to 0.411, entering the moderate-to-strong range (Figure 5.4C). As
illustrated in Figure 5.5, these 19 borderline patients occupy an intermediate

position between the two phenotypic centroids, displaying profiles that are neither
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fully Adaptive nor fully Maladaptive but rather a clinically meaningful transition

zone.

Psychosocial Profile Comparison
Borderline Cluster 2 Patients vs Cluster Centroids
Social QoL

Environmental &

Physical QoL

Overall QpL.

Rofand Score

Pain Inten§ity

ProbJém Orientation

Social Suppd

=== (Cluster 1 — Adaptive centroid
Positive Attitude === Cluster 2 — Typical Maladaptive centroid

Avoidance == = Borderline C2 average (n=19)

Figure 5.5: Psychosocial profile of borderline Cluster 2 patients relative to
cluster centroids. Radar plot comparing normalized domain scores (0-1 scale) for
borderline patients initially assigned to Cluster 2 (n = 19; dashed orange line, with
individual profiles shown as faint dotted traces) against the two reference centroids:
Cluster 1 (adaptive phenotype; solid blue) and Cluster 2 (typical maladaptive phenotype;
solid purple). Across most quality-of-life and coping domains, the borderline subgroup
lies between the two centroids and generally closer to the maladaptive profile, while
showing partial proximity to the adaptive centroid in selected domains (e.g., Social
Support). The plot highlights the intermediate/transition nature of this subgroup rather
than a fully prototypical Cluster 2 pattern.

To assess robustness, the K-means solution was benchmarked against hierarchi-
cal clustering (Ward’s linkage) and three density-based algorithms (DBSCAN,
OPTICS, HDBSCAN). Hierarchical clustering produced inferior separation (silhou-
ette: 0.202; Davies-Bouldin: 1.566; ARI vs. K-means = 0.370). The density-based
methods achieved higher core silhouette values (0.468-0.494) and independently
recovered the same two phenotypic poles (Table 5.6), confirming that the two-
cluster structure is not an artefact of K-means assumptions. However, all three
relegated 28-36% of patients (n = 40-51) to a noise category, effectively declining
to classify them. As shown in Figure 5.5, these excluded patients substantially

overlap with the 19 borderline individuals who occupy the intermediate transition

107



Chapter 5 Psychosocial Determinants and Phenotypic Stratification in Spinal Pain

Table 5.6: Comparison of clustering solutions across four algorithms. Density-based
methods (DBSCAN, OPTICS, HDBSCAN) achieve substantially higher core silhouette
scores (0.468-0.494 vs. 0.313 for K-means) by permitting a noise region (28-36% of
patients). All three independently recover the same two phenotypic poles. TZ-19 = the
19 transition-zone patients (silhouette < 0.18) from the K-means solution.

»
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Method Y  ~ s s v &
K-means 89 53 0 (0%)  0.313 1.292 — —
DBSCAN 79 17 46 (32.4%) 0468  0.714 0471 7/19 (37%)
OPTICS 71 20 51 (35.9%) 0.494 0.713 0.591 10/19 (53%)
HDBSCAN 85 17 40 (28.2%) 0.477 0.701 0.517 8/19 (42%)

zone. Because the clinical objective requires phenotypic assignment for every
patient, particularly those with ambiguous profiles who may benefit most from
structured assessment, this exclusion behaviour was deemed a disqualifying lim-
itation. K-means was therefore preferred: it recovers the same core structure
while retaining full cohort coverage, including the clinically meaningful borderline

subgroup visualized in Figure 5.5.

Bootstrap stability analysis (1,000 iterations) further confirmed the solution’s
reproducibility (mean ARI = 0.843, SD = 0.163; Figure ?7).

the K-means two-cluster solution was selected as the final model on the basis

In summary,

of: (1) superior internal validity over hierarchical clustering; (2) cross-algorithm
convergence on the same two phenotypes; (3) full cohort coverage, which density-
based methods failed to provide; (4) high bootstrap stability; and (5) subsequent

validation through large-effect-size differences on clinically meaningful outcomes.

Visualization and Variable Contribution. A PCA biplot (Figure 5.7) illus-
trated clear separation along the first principal component (PC1, 45.7% variance).
Cluster 1 occupied the positive PC1 space, associated with higher quality of life
(QoL) and adaptive coping vectors. Cluster 2 occupied the negative PC1 space,
associated with higher pain, disability, and avoidance. Psychological QoL (loading
= 0.899) and Avoidance (loading = -0.799) were the strongest contributors to

cluster separation, confirming their discriminant power.
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Cluster Stability: Bootstrap Distribution of ARI
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Figure 5.6: Distribution of Adjusted Rand Index (ARI) values across 1000 bootstrap
iterations. The mean ARI of 0.843 (SD = 0.163) indicates high cluster stability,
demonstrating that the cluster solution is robust to sampling variation.

5.3.2.2 Psychosocial and Quality-of-Life Differentiators

Comprehensive cluster comparisons revealed profound, large effect-size differences

across all psychosocial and clinical domains (Tables 5.7).

Cluster 1: The Adaptive, Lower-Burden Phenotype. This group reported
significantly lower pain intensity (NRS M = 4.32,SD = 2.27) and disability
(Roland M = 10.60, SD = 5.84). They exhibited superior QoL across all domains,
with the largest difference in Psychological QoL (Cohen’s d = 2.12, p < 0.001).
Coping was characterized by high use of adaptive strategies, Positive Attitude
(d = 1.39) and Social Support (d = 0.82), and minimal use of Avoidance (d =
—1.42).

Cluster 2: The Maladaptive, High-Burden Phenotype. This group re-
ported severe pain (NRS M = 7.98, SD = 1.58) and high disability (Roland
M =14.96,SD = 4.57). QoL was markedly diminished across all domains (all
d > 1.5). Coping was dominated by high Avoidance (d = —1.42) coupled with
low Positive Attitude and Social Support. Problem Orientation showed a small,

significant difference (d = 0.45), while Transcendent coping did not differ.

To formally identify the key variables driving the separation between the two
phenotypes, Linear Discriminant Analysis (LDA) was performed [197]. The

analysis yielded a single discriminant function that explained 100% of the between-
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Figure 5.7: PCA biplot showing patient data points (colored by cluster assignment) and
variable loading vectors (arrows) in the first two principal components (PC1: 45.7%,
PC2: 15.0%). Cluster 1 (blue) is positioned primarily in the positive PC1 direction,
while Cluster 2 (purple) is positioned primarily in the negative PC1 direction, showing
clear separation. Variables pointing toward Cluster 1 (right) include quality of life
domains and adaptive coping strategies, while variables pointing toward Cluster 2 (left)
include pain intensity, functional disability, and avoidance coping. Arrow lengths indicate
vartable contribution strength, with psychological quality of life and avoidance coping
showing the strongest contributions to cluster separation.

cluster variance, confirming a clear separation in the discriminant space. The
variables with the strongest standardized discriminant coefficients (absolute value
> 1.0) were identified as the primary discriminators: Overall QoL/General Health
(coefficient = —2.29), Social QoL (coefficient = —1.98), Pain Intensity (coefficient
= 1.59), and Positive Attitude (coefficient = —1.03). This result quantifies that
the cluster separation is predominantly defined by a combined profile of impaired
quality of life, higher pain intensity, and lower use of adaptive coping strategies,
thereby providing statistical validation for the clinical interpretation of the derived

phenotypes.

5.3.2.3 Network-Level Characteristics

Having established that clusters differ in their mean levels of clinical and psychoso-
cial variables, we next investigated whether the relationships between variables

differ between clusters. This network analysis addresses a critical question: do the
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Table 5.7: Descriptive statistics and between-cluster comparisons.

Variable C1 C2 U p d ES
p (SD) p (SD)

Pain Intensity 4.32 (2.27) 798 (1.58) 18.47 <0.001 -1.81 Large
Roland Disability 10.60 (5.84) 14.96 (4.57) 16.32 <0.001 -0.81 Large
Physical QoL 59.93 (14.70) 30.77 (18.17) 17.03 <0.001 1.80 Large
Psychological QoL 74.19 (12.84) 41.59 (18.55) 18.42 <0.001 2.12 Large
Social QoL 75.97 (10.98) 54.33 (11.73) 17.66 <0.001 1.92 Large
Environmental QoL 69.64 (11.38) 51.02 (12.19) 15.84 <0.001 1.59 Large
Overall QoL 67.05 (16.83) 32.45 (16.65) 18.21 <0.001 2.06 Large
Social Support 2.76 (0.68) 2.18 (0.75) 14.68 <0.001 0.81 Large
Avoidance 1.27 (0.38)  2.26 (0.99) 13.21 <0.001 -1.42 Large
Positive Attitude 3.23 (0.83)  2.07 (0.84) 14.32 <0.001 1.39 Large
Problem Orientation 3.06 (0.77)  2.71 (0.82) 591 0.015 0.45 Small
Transcendent 1.63 (0.74) 1.65(0.88) 0.16 0.691 -0.03 Neg

Note: C1 = Cluster 1, Adaptive (n =89), C2 = Cluster 2, Maladaptive (n = 53); u = mean,
SD = standard deviation; U = Mann-Whitney U statistic; d = Cohen’s d; ES = Effect sizes:
Large (|d| > 0.8), Medium (0.5 < |d| < 0.8), Small (0.2 <|d| < 0.5), Neg - Negligible
(ld| <0.2); QoL = Quality of Life. All p-values two-tailed.

same variables relate to each other differently in each cluster, suggesting different

underlying mechanisms?

To model and compare the systems of relationships within each phenotype, we con-
structed separate undirected network graphs for Clusters 1 and 2. In these graphs,
each node represents one of the 12 psychosocial variables (e.g., Pain Intensity,
Psychological QoL). An edge between two nodes was created if their Spearman
rank correlation coefficient was robust (|r| > 0.3), representing a monotonic
association that is practically significant. This threshold-based approach focuses
on the strongest relationships that likely shape each cluster’s internal dynamics.

The resulting correlation coefficients are visually summarized in Figure 5.9.

Network Density and Structure: The resulting networks were architecturally
opposed. Cluster 2 (the higher-burden phenotype) exhibited a dense, highly
interconnected network with a density of 0.394 and an average clustering coefficient
of 0.700, comprising 26 edges. In stark contrast, Cluster 1’s network was sparse,
with a density of 0.197, a clustering coefficient of 0.117, and only 13 edges, exactly
half the density of Cluster 2 (Figure 5.8). This structural dichotomy suggests
that in the high-burden phenotype, variables operate within a tightly coupled,
potentially reinforcing system, whereas in the adaptive phenotype, these factors

are more independent and compartmentalized.

Hub Variables and Mechanistic Differences: Centrality analysis, which

identifies the most connected nodes, revealed different operational hubs in each
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network (Figure 5.10). In Cluster 1, Psychological QoL emerged as the central hub
(degree centrality = 0.545), suggesting psychological well-being is the integrative
node in the adaptive pattern. Conversely, in Cluster 2, Avoidance Coping was the
dominant hub (degree centrality = 0.727), connecting to 8 other variables and
positioning maladaptive coping as the central driver of the high-burden state. This
is exemplified within Cluster 2’s dense network by a tightly knit subgroup where
strong edges connect Avoidance Coping, Psychological QoL, and Pain Intensity,
suggesting a potential “vicious cycle” that may maintain symptom burden e.g.,
Pain — lower QoL — more Avoidance — less Positive Attitude — worse Pain.

The sparse network in Cluster 1 suggests more independent, resilient functioning.

Network Analysis: Variable Relati ips Within Clusters
Cluster 1: Lower Pain, Higher QoL Cluster 2: Higher Pain, Lower QoL
(Sparse Network) (Dense Network)

- QoL D¢

@

Figure 5.8: Network graphs for each cluster showing variable relationships (edges
represent |r| > 0.3). Cluster 1 (left) exhibits a sparse network (density = 0.197)
with Psychological QoL as the central hub. Cluster 2 (right) exhibits a dense network
(density = 0.394) with Avoidance Coping as the central hub, indicating a complex
maladaptive cycle.

5.3.2.4 Clinical-Radiological Decoupling

Next, to empirically evaluate a core premise of the biopsychosocial model, that
clinical burden may be dissociable from structural pathology, we undertook a
multilevel analysis of spinal imaging data. The objective was to determine whether
the markedly worse clinical presentation of the high-burden psychosocial pheno-
type was accompanied by correspondingly greater or more localized structural

abnormalities on conventional MRI.

First, from 230 disc-level observations, we derived patient-level indices reflecting
complementary dimensions of pathology: Global Burden (overall extent of degen-
eration), Focal Severity (maximum disc-level abnormality), and Spatial Pattern

(distribution across spinal regions). Comparisons of these theory-driven composite
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(a) Cluster 1: Correlation Matrix (b) Cluster 2: Correlation Matrix
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Figure 5.9: Correlation heatmaps for Cluster 1 (left) and Cluster 2 (right) showing
Spearman’s rank correlations between all clustering variables. The heatmaps illustrate
the different correlation patterns between clusters, with Cluster 2 showing stronger and
more numerous correlations.

measures revealed no significant differences between the Adaptive (Cluster 1)

and Maladaptive (Cluster 2) psychosocial phenotypes (all p > 0.05).

To address multicollinearity among imaging variables and identify latent, data-
driven patterns without a priori assumptions, we performed a Principal Component
Analysis (PCA). The first two principal components, which together explained
60.2% of the total variance, represented “Overall Structural Burden” (PC1) and
“Disc Degeneration Severity” (PC2). Scores on these data-driven dimensions also

failed to separate the two clinical clusters.

We further tested the specific hypothesis that pathology localized to symptom-
relevant regions (lumbar, cervical) might still differentiate the phenotypes. As
with the global measures, region-specific indices of burden and severity showed no

statistically detectable associations with cluster membership (all p > 0.29).

The comprehensive results of these nine distinct comparisons are presented in

Table 5.8.

Taken together, these analyses provide consistent, multi-method evidence for
a statistical dissociation between psychosocial-defined clinical burden and the
spectrum of pathology observable on conventional spinal MRI. This finding un-
derscores a central clinical reality: the severity of a patient’s pain and disability

cannot be reliably inferred from imaging findings alone. It directly challenges a
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Figure 5.10: Scatter plots of key variable relationships comparing Cluster 1 (blue) and
Cluster 2 (purple). The plots illustrate how relationships differ between clusters, with
Cluster 2 showing stronger correlations (e.g., Physical QoL <+ Psychological QoL, Roland
Score <> Psychological QoL ).

purely pathoanatomic diagnostic approach and substantiates the necessity of the

integrated biopsychosocial assessment framework proposed in this work.

5.3.2.5 Predictive Modelling of Cluster Membership

Given the clear cluster differences and high stability, we next developed predictive
models to enable early identification of cluster membership. The clinical utility of
the full 12-variable clustering solution was limited by its significant assessment
burden, requiring patients to complete a total of 76 items: WHOQoL-BREF (26
items, approximately 10-15 minutes), Cope-NVI (25 items, approximately 5-10
minutes), Roland-Morris Disability Questionnaire (24 items, approximately 5
minutes), and Pain NRS (1 item, few seconds). The total time to complete all
four questionnaires would be roughly 20-30 minutes, which may be impractical in

busy clinical settings.

To enhance feasibility, we engineered a simplified predictor using a subset of
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Table 5.8: Comparison of Structural Pathology by Psychosocial Cluster

Analysis Metric Clus. 1 Clus. 2 U p
M (SD) M (SD)

Composite Indices
Overall Burden Global Burden Index 0.08 (0.92) -0.12 (0.57) 2125.5 0.553
Focal Severity Focal Severity Index -0.01 (0.55) 0.01 (0.47) 1872.0 0.533
Spatial Pattern Spatial Pattern Index 0.04 (0.87) -0.06 (0.74) 2068.5 0.750

Principal Comp.
Data-Driven PC1: Overall Burden 0.15 (2.57) -0.22 (1.74) 2028.5 0.901
PC2: Degeneration Sev. 0.01 (1.94) -0.01 (1.66) 2009.5 0.973

Regional Analysis
Lumbar Region

Burden Global Burden Index  0.08 (0.81) -0.11 (0.65) 2218.5 0.299

Severity Focal Severity Index 0.01 (0.59) -0.02 (0.48) 2007.0 0.982
Cervical Region

Burden Global Burden Index -0.03 (0.76)  0.05 (0.87) 1930.5 0.588

Severity Focal Severity Index -0.02 (0.52) 0.02 (0.59) 1922.5 0.538

Note: Clus. 1: Adaptive, Lower-Burden Phenotype (n=77); Clus. 2: Maladaptive, High-Burden
Phenotype (n=52). All tests: Mann-Whitney U. Values are standardized scores (mean ~
0,SD ~1). All p > 0.05.

four variables selected through a data-driven approach combining statistical
importance, clinical relevance, and practical feasibility. Variable selection was
based on three criteria: (1) statistical discriminative power, assessed through
linear discriminant analysis coefficients and effect sizes (Cohen’s d) from cluster
comparisons; (2) clinical importance, prioritizing core pain and functional measures
and key psychosocial differentiators; and (3) clinical feasibility, favoring variables

that can be collected quickly in routine practice.

The selected variables were: Pain NRS (1 item), Roland-Morris Disability Ques-
tionnaire (24 items), the Psychological domain of WHOQoL (6 items), and the
Avoidance subscale of Cope-NVI (5 items). Pain NRS was selected as a top
discriminator (LDA coefficient = 1.59, rank #3) with a large effect size (Cohen’s d
= -1.81, rank #4). WHOQoL-Psychological was selected as it showed the largest
effect size (Cohen’s d = 2.12, rank #1) and represents the strongest differentiator
between clusters. Avoidance coping was selected for its large effect size (Cohen’s
d = -1.42, rank #7) and clinical importance as a maladaptive coping pattern.
Roland Score was included as a core functional disability measure (Cohen’s d =
-0.81, rank #10) that is standard in clinical practice and captures a key outcome

domain.

This brings the total to 36 items, a 53% reduction in respondent burden. The sim-

plified assessment condenses the original 20-30 minute comprehensive assessment
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into an 8-10 minute assessment (Psychological QoL: 2-3.5 minutes, Avoidance
Coping: 1-2 minutes, Roland-Morris: 5 minutes, Pain NRS: few seconds). This
more than 50% reduction in administration time makes routine screening feasible

in clinical practice.

5.3.2.6 Simplified Predictive Model

Using these four selected variables, we developed predictive models to identify
cluster membership. We compared two algorithms: logistic regression and random
forest. Both models were trained on 80% of the data (n = 103) and tested on
the remaining 20% (n = 26), with stratification to maintain cluster proportions.
Logistic regression achieved a test accuracy of 88.5% with strong discrimination
(AUC-ROC = 0.950), while random forest achieved a test accuracy of 92.3% with
an AUC-ROC of 0.912. Cross-validation across 5 folds revealed more consistent
performance for logistic regression (mean accuracy = 91.5%, SD = 4.5%) compared
to random forest (mean accuracy = 86.9%, SD = 8.6%). Logistic regression was
selected as the final model based on its superior AUC-ROC (0.950 vs. 0.912),
which is the preferred metric for binary classification, and its more stable cross-
validation performance. Additional performance metrics for the selected logistic
regression model included precision = 100.0%, recall = 70.0%, and Fl-score =
82.4%.

Clinical Translation (Decision Rules and Risk Scoring): While the lo-
gistic regression model provides high accuracy, its clinical utility in fast-paced
environments may be limited because it outputs a probability rather than an
immediate, actionable decision. To create a tool that could be used at a glance
without calculation, we developed simple, interpretable decision rules using a
decision tree classifier. The decision tree’s complexity was constrained by setting
a maximum depth of 3 to prioritize clinical interpretability while maintaining

reasonable accuracy.

The pruned decision tree achieved a test accuracy of 88.5%, identical to the logistic
regression model, while offering complete transparency. Other performance metrics
included a precision of 88.9% and a recall of 80.0%. The tree identified Pain
Intensity (NRS) as the root (primary) decision node, followed by Psychological
Quality of Life and Avoidance Coping as secondary splits, creating a simple,
three-question checklist for risk stratification. The confidence values reported
(e.g., 85%, 90%) represent the class probabilities from the leaf nodes, indicating
the proportion of training samples in that leaf that belonged to the predicted

cluster. For example, a leaf node with 85% confidence for Cluster 2 indicates
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Pain Intensity (NRS) <= 6.5
gini = 0.483
samples = 103
value = [61.0, 42.0]
class = Cluster 1

True False
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samples = 55 gini = 0.33
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class = Cluster 2

SN
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gini = 0.494 gini = 0.0 gini = 0.145 gini = 0.42
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value = [5, 4] value = [46, 0] value = 3, 35] value = [7, 3]
class = Cluster 1 class = Cluster 1 class = Cluster 2 class = Cluster 1
gini = 0.0 gini = 0.397 gini = 0.32 gini = 0.48
samples = 27 samples = 11 samples = 5 samples = 5
value = [0, 27] value = [3, 8] value = [4, 1] value = [3, 2]
class = Cluster 2 class = Cluster 2 class = Cluster 1 class = Cluster 1

Figure 5.11: Decision tree for cluster classification using the 4 simplified variables.
The tree has a mazimum depth of 3 levels, with Pain Intensity (NRS) as the root
(primary) decision node, followed by Psychological Quality of Life and Avoidance Coping
as secondary splits. The visualization depicts a hierarchical classification model for
103 samples, primarily split by Pain Intensity (NRS) at a threshold of 6.5. The
left branch (orange) represents the path for lower pain levels, further partitioned by
Psychological Quality of Life (QoL), leading predominantly to Cluster 1. The right
branch (blue) represents higher pain levels, where classification into Cluster 2 is driven
by lower Psychological QoL scores (< 56.25). A specific subgroup with high pain but
high resilience, characterized by high QoL and low Avoidance Coping, is redirected
back into Cluster 1. The tree does not terminate at the high-pain node because it is
impure, containing both Cluster 2 patients and this resilient Cluster 1 subgroup that
requires additional splits for correct classification. Fach node displays the Gini impurity
index, sample size, class distribution, and the resulting classification. These simple,
interpretable rules achieve 88.5% accuracy, matching the logistic regression model while
offering complete transparency for clinical application.

that 85% of the training samples reaching that leaf were assigned to Cluster 2.
Figure 5.11 displays the decision tree visualization, showing the simple, clinically

interpretable rules that can be applied without computational resources.

While the above decision tree provides binary cluster classification, it lacks a risk
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spectrum that could guide treatment intensity. To address this limitation and
provide a continuous risk assessment tool, we developed a risk scoring system
based on the same four variables used in the simplified predictive model: Pain
Intensity (NRS), Roland-Morris Disability score, Psychological Quality of Life
(WHOQoL-Psychological), and Avoidance Coping. The scoring system uses the
logistic regression coefficients to weight each variable’s contribution, with risk
scores calculated as the probability of Cluster 2 membership transformed into a

0-200 point scale for clinical interpretability.

The risk scores were categorized into three levels: Low Risk (scores < 50), Moderate
Risk (scores 50-150), and High Risk (scores > 150). A total score > 150 was found
to predict Cluster 2 membership with 100% specificity and 50% sensitivity. A
lower threshold (score > 37) optimized for screening achieved a balance of 90.0%
sensitivity and 87.5% specificity, effectively identifying 90% of high-risk patients
while maintaining a low false-positive rate. When applied to the test set, the
scoring system achieved an accuracy of 80.8% and an AUC of 0.950, demonstrating
strong discriminative performance comparable to the logistic regression model
(accuracy: 88.5%, AUC: 0.950) while providing a continuous risk spectrum that
can guide clinical decision-making regarding treatment intensity and resource

allocation.

To facilitate clinical adoption, we developed an interactive web-based interface
(Figure 5.12) that implements the logistic regression model with SHAP expla-
nations. The interface requires four clinically feasible inputs: (1) Pain Intensity
(NRS, 0-10 single item); (2) Roland-Morris Disability score (24-item checklist,
0-24); (3) Psychological Quality of Life (WHOQoL-BREF, 6 items, transformed
to 0-100); and (4) Avoidance Coping (COPE-NVI, 5 items, mean score 1.0-4.0).
Together, these four assessments require approximately 5-8 minutes to complete

at the point of care.

Once the patient completes the four questionnaires, the scores are automati-
cally transferred to the classifier, which predicts the cluster assignment (Adap-
tive or Maladaptive), continuous risk score (0-200 scale), and risk category
(Low/Moderate/High), alongside SHAP feature importance values quantifying
each variable’s contribution to the prediction. This explainable Al approach
provides transparency into why a particular prediction was made, facilitating
clinical trust and adoption. The tool also displays a cluster profile comparison
and generates clinical recommendations with priority level and referral pathways,

as illustrated in Figure 5.12.
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Figure 5.12: Interactive clinical screening report for a Maladaptive phenotype patient.
The interface integrates prediction summary, SHAP feature contributions, cluster profile
comparison, and adaptive clinical recommendations. Interactive clinical screening report
generated for a patient classified as Cluster 2 (Maladaptive phenotype). The
interface integrates four modules: (Top-left) Prediction summary showing decision
tree and logistic regression confidence, risk score (0-200 scale) with population average
reference, and screening threshold indicators. (Top-right) SHAP feature contribution
plot displaying the direction and magnitude of each variable’s influence on the prediction
(red = toward Cluster 2/higher risk; green = toward Cluster 1/lower risk). (Bottom-
right) Cluster profile comparison showing patient values against cluster averages with
borderline /typical status indicators. (Bottom-left) Adaptive clinical recommendation
module providing priority level, care setting, risk dimensions, key recommendations,
referral pathways, and clinical insights based on interaction patterns.

119



Chapter 5 Psychosocial Determinants and Phenotypic Stratification in Spinal Pain

Together, these tools enable rapid (< 10 minutes), accurate (AUC = 0.95) identi-
fication of high-risk biopsychosocial phenotypes in clinical settings. The > 50%
reduction in assessment time facilitates the practical implementation of tailored,
phenotype-specific treatment pathways, moving from a one-size-fits-all approach

to personalized spine care.

5.4 Discussion

5.4.1 Integrated Interpretation and Clinical Implications

This study employed a dual analytical strategy, first variable-centered, then
person-centered, to elucidate the biopsychosocial architecture of spinal pain. The
findings consistently converge on a model where Avoidance and Positive Attitude
are the primary, independent determinants of pain intensity. This aligns with
contemporary frameworks that distinguish these as core maladaptive and adaptive
pathways, respectively. Avoidance, a key component of the fear-avoidance model,
has been robustly confirmed as a driver of both pain intensity and disability
in diverse populations as well [198]. Conversely, our identification of Positive
Attitude as a primary protective factor resonates with the growing field of positive
psychology, which conceptualizes adaptive coping, positive reframing, and finding

meaning as cornerstones for thriving with chronic pain [199].

The non-significant direct effects of strategies like Social Support and Problem
Orientation, coupled with their strong indirect effects (mediating 77-113% of
relationships), reveal a functional hierarchy. These foundational strategies exert
influence predominantly by shaping the proximal determinants, enhancing Positive
Attitude and reducing Avoidance, rather than through direct effects on pain. This
pattern clarifies why bivariate associations can vanish in multivariate models and

underscores the importance of examining indirect causal networks [198, 200].

When this coping hierarchy is embedded within the full biopsychosocial context,
pain, disability, and quality of life (QoL) core domains, patients naturally segregate
into two distinct, stable clusters. Cluster 1 (Adaptive, Lower-Burden Phenotype)
exhibits lower pain, higher QoL, and a coping profile anchored by Positive Attitude.
Its sparse network structure suggests that these adaptive resources operate in
a relatively decoupled, resilient manner, a pattern aligned with the concept
of “thriving” in chronic pain [199]. In contrast, Cluster 2 (Maladaptive, High-
Burden Phenotype) is defined by severe pain, catastrophically low QoL, and
a coping profile dominated by Avoidance. Critically, its network is dense and

interconnected, with Avoidance as the central hub. This topology suggests a vicious
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cycle consistent with established fear-avoidance and mutual maintenance models,
where pain, disability, and maladaptive cognition reinforce one another [198, 201].
The successful identification of such distinct subgroups using data-driven methods
aligns with the growing use of machine learning for pain phenotyping, which aims

to predict treatment response and tailor management [202].

These data-driven phenotypes reveal that the most critical determinants of patient
distress are psychosocial, a conclusion powerfully reinforced by the complete
clinical-radiological decoupling observed in this cohort. This finding provides
strong empirical support for a core principle of the biopsychosocial model: that
the illness experience may be substantially dissociated from structural disease [30].
In our cohort, patients in the maladaptive, high-burden cluster exhibited severe
pain and disability that appeared independent of the level or pattern of pathology
visible on conventional MRI. This dissociation suggests that for a distinct clinical
phenotype, functional burden may not be reliably inferred from imaging findings

alone.

This decoupling carries immediate diagnostic and therapeutic implications. It
challenges the clinical heuristic that seeks the cause of disability primarily in
imaging findings. Instead, it underscores that the clinical state of the maladaptive
cluster is a product of functional and perceptual processes, specifically, the dense
network of fear-avoidance and maladaptive cognition that characterizes this phe-
notype, rather than structural severity. Consequently, effective management must
pivot decisively away from a pathoanatomic diagnostic model. Treatment should
target the specific psychosocial mechanisms defining this subgroup, such as using
cognitive-behavioral approaches to disrupt avoidance cycles and fostering psy-
chological flexibility to build resilience [203]. Consequently, for the maladaptive,
high-burden phenotype identified in this study, effective management requires
moving beyond a pathoanatomic diagnosis. This aligns with modern frameworks
for chronic pain, which advocate a fundamental shift in treatment goals from
seeking a structural cause to improving functional capacity and self-management
[204, 203, 205].

Clinical Translation: From Stratification to Action

The translation of these phenotypic insights into a practical screening tool ad-
dresses a major barrier to biopsychosocial implementation: assessment burden.
By reducing the full 12-variable battery to four core predictors (Pain Intensity,
Disability, Psychological QoL, Avoidance Coping), the tool enables rapid, point-of-

care stratification without requiring specialised scoring software or lengthy patient

121



Chapter 5 Psychosocial Determinants and Phenotypic Stratification in Spinal Pain

questionnaires. This approach is consistent with contemporary calls for integrated,
co-managed care that addresses both pathoanatomic and psychosocial factors

simultaneously [203].

The derived decision rules and risk score directly inform stratified, mechanism-

targeted care pathways:

« For Cluster 1 (Adaptive Copers): Care should focus on maintenance and
prevention. Reinforce adaptive coping via positive psychology interventions
that foster engagement, relationships, and meaning [199], and support self-
management. Standard rehabilitation is likely adequate.

o For Cluster 2 (Maladaptive Copers): This group requires intensive,
multimodal intervention to disrupt its dense maladaptive network. Treatment
must concurrently:

1. Target the Central Hub (Avoidance): Employ graded exposure and
Cognitive-Behavioral Therapy (CBT) to break the fear-avoidance cycle
[198].

2. Build Adaptive Resources: Use Acceptance and Commitment Therapy
(ACT) to foster psychological flexibility, pain acceptance, and values-based
action [206, 207].

3. Leverage Foundational Strategies: Actively facilitate social support
and problem-solving skills to indirectly bolster primary adaptive targets.

The network density observed in the Maladaptive phenotype (Figure 5.8) implies

that isolated interventions may be insufficient; an integrated, co-managed

approach targeting multiple nodes simultaneously is warranted [203].

5.4.2 Limitations

Several methodological boundaries shaped what can be concluded from this study

and, perhaps more importantly, what remains to be explored.

First, the cross-sectional design precludes causal inference and tracking of pheno-
typic stability. Future longitudinal studies would benefit from testing whether
these phenotypes predict trajectories of chronicity or differential treatment re-
sponse, a logical next step supported by phenotyping research [202]. Second,
the single-center cohort may limit generalizability; external validation in diverse
cultural and healthcare settings is essential. Third, while self-report is appropriate
for subjective constructs, future work could integrate objective behavioral or
physiological measures. Finally, although radiological decoupling was clear, other

unmeasured neurophysiological or inflammatory factors may yet play a role.
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Separately, the predictive models, while promising, require prospective validation
in independent cohorts and integration into clinical decision support systems to

evaluate their real-world impact on treatment selection and patient outcomes.

5.4.3 Methodological Considerations and Strengths

The methodological framework of this study was designed to provide a compre-
hensive, multi-layered understanding of patient heterogeneity in spinal pain by
employing sequential, complementary analytical strategies, each addressing a
distinct research question. First, mediation analysis was used to move beyond
simple association and elucidate the functional hierarchy and potential causal
pathways within the coping system [196]. This approach allowed us to distinguish
foundational strategies (e.g., Problem Orientation) with indirect effects from
proximal determinants (Avoidance, Positive Attitude) with direct effects on pain,
thereby clarifying the mechanisms through which coping influences outcomes.
Second, to transition from these variable-centered mechanisms to person-centered
profiles, we employed unsupervised machine learning (k-means clustering). This
data-driven technique avoided imposing a priori categorical assumptions, allowing
distinct biopsychosocial phenotypes to emerge directly from the patterns in the
data [197]. The robustness of the two-cluster solution was supported by the
convergence of multiple validation metrics (elbow method, silhouette analysis,

bootstrap stability) and demonstrated high reproducibility.

Third, building on the identification of these phenotypes, network analysis was
applied to move beyond comparing mean levels of variables. This analysis re-
vealed fundamental differences in the systemic interconnectivity of clinical and
psychosocial factors between clusters [208]. The discovery of a dense, maladaptive
network in the high-burden phenotype, with Avoidance as a central hub, provides
a novel, mechanistic lens that suggests therapeutic interventions may need to

target interconnected system dynamics rather than isolated symptoms.

Finally, to bridge the gap between statistical identification and clinical application,
we developed a simplified predictive tool using a principled, tri-criteria approach
that balanced statistical discriminative power, clinical relevance, and practical
feasibility. This process ensures the tool has genuine translational relevance for

point-of-care risk stratification.
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5.5 Conclusion

This study demonstrates the critical importance of psychosocial data in under-
standing and stratifying patients with spinal pain. Through a multi-method
analysis of patient-reported outcome measures (PROMs), we identified a robust,
two-cluster phenotypic solution. The ”Adaptive, Lower-Burden” phenotype, char-
acterized by positive cognitive coping and resilient network dynamics, contrasts
sharply with the "Maladaptive, High-Burden” phenotype, defined by avoidance
coping, dense psychological interconnectivity, and severe impairment. Critically,
these distinct clinical profiles were completely dissociated from the severity or
pattern of structural pathology on MRI, providing empirical validation for a

biopsychosocial model of care.

These findings offer more than a clinical typology; they provide the validated
data architecture for the PROM module within the proposed Al ecosystem for
spine care. The specific measures that successfully defined these phenotypes,
pain intensity (NRS), disability (Roland-Morris), quality of life (WHOQoL), and
coping strategies (COPE-NVI), are precisely the multimodal inputs required for
the PROM module of the framework. Furthermore, the predictive model derived
from this analysis, which prioritizes Psychological QoL, Pain Intensity, Avoidance
Coping, and Functional Disability, exemplifies the translation of complex PROM

data into a clinically actionable tool for early risk stratification.

Together, this work operationalizes the key psychosocial dimensions that, when
integrated with automated imaging analysis and large language model synthesis,
can enable a truly personalized, mechanism-informed approach to spine care. This

shifts the focus from isolated pathology to comprehensive patient function.
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Proof-of-Concept: Feasibility and
Interpretability of the Integrated
Workflow

6.1 Introduction

This chapter presents an empirical proof-of-concept pilot study to evaluate the clin-
ical feasibility and interpretability of a workflow that integrates patient-reported
outcome measures (PROMs) with automated spine MRI analysis. While Chapters
4 and 5 validated the core analytical components, LumbarAl for imaging and clus-
tering for psychosocial phenotyping, this study assesses the clinical sense-making

potential of their combined outputs in a simulated clinical setting.

The central aim is to demonstrate whether a unified view of structural and
psychosocial data, when presented coherently, can: (a) be integrated into a
radiological workflow without disruption, (b) influence specialist reasoning toward
more personalized treatment prioritization, and (c) be perceived as clinically
plausible and useful. This pilot serves as a critical, real-world feasibility and
sense-making step, probing the core assumptions of the conceptual framework

presented in Chapter 3 prior to any investment in full automation.

Clarification of Scope and Claims Importantly, this proof-of-concept is not
intended to constitute a full system integration or a clinical validation study.
Rather, it represents a manual, researcher-mediated integration designed to test
feasibility, interpretability, and clinical sense-making prior to automation. The

synthesis of imaging outputs and PROMs was performed using predefined rule-
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based mappings (severity thresholds, lookup tables, and conditional logic) rather
than end-to-end Al orchestration. Full system-level integration would require
substantial multidisciplinary development, including clinical workflow engineering,
regulatory alignment, and prospective deployment, which are beyond the scope of

this dissertation.

6.2 Methods for the Integrated Pilot Study

6.2.1 Study Design and Participants

A qualitative pilot case series was conducted to obtain preliminary evidence on the
usability and impact of a multimodal workflow. The study involved the following

elements:

o Patients: Three patients were purposively sampled from the dataset presented
in Chapter 5, to represent the spectrum of different psychosocial phenotypes:
one Adaptive Coper (Patient A), one Maladaptive Coper (Patient C), and one
patient with an intermediate profile (Patient B).

e Clinicians: Two experienced musculoskeletal radiologists participated. Both
were familiar with routine spine MRI reporting but were naive to the specific
AT tools and PROMs profiles used in this study.

6.2.2 Study Procedures

The evaluation followed a structured, three-phase protocol for each patient case:

1. Baseline MRI-Only Reporting: Radiologists were shown spine MRI images
without additional context and asked to generate a standard report using voice
transcription. Only active dictation time was recorded.

2. Al-Assisted Reporting: Radiologists were provided with a draft report
generated by the LumbarAI model, complete with explainable AT (XAI) overlays
(heatmaps and annotations) as illustrated in Appendix A. They were asked to
review, edit, and refine this draft. The time for this task was recorded.

3. PROMs-Informed Clinical Planning: Radiologists were given a summary of
the patient’s key PROMs (NRS pain, Roland-Moris disability score, WHOQoL
subdomains scores, Cope-NVI profile, and phenotype cluster). They were
explicitly asked if this information altered their treatment recommendations

from Phase 1. Any changes were documented.

Finally, unstructured debriefing interviews were conducted. Feedback was analyzed

using thematic analysis to identify key insights about workflow integration and
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multimodal data value.

6.2.3 Nature of the Manual Integration

The integration demonstrated in this pilot was deliberately manual and modular,
a standard methodological approach in translational Al research for isolating con-
ceptual value prior to automation. The process involved two distinct components.
First, LumbarAl generated outputs in the form of pathology-specific severity
scores and structured labels, as visualized in Appendix A. Second, these discrete
outputs were manually mapped to standardized descriptive statements using a
predefined, transparent rule-based logic (numeric grade-to-severity translation
via conditional statements). No large language model or autonomous narrative
generator was used. This controlled, non-generative approach was chosen to isolate
the conceptual value of multimodal synthesis from confounding effects related to
generative model behavior. Consequently, the pilot produced a hybrid clinical
draft report that combined Al-generated scores with manually synthesized prose
(see Appendix A). This design allowed radiologists to evaluate the quality and
utility of the integrated clinical content itself, rather than the fluency of automated

text generation.

6.3 Summary of Validated Core Components

This proof-of-concept builds upon two independently validated modules whose

performance is a prerequisite for any meaningful integration:

e Module 1: LumbarAlI. The imaging model (Chapter 4) provides accurate,
multi-pathology detection. Its key output for integration is a structured
radiology report with explainable visualizations.

e Module 2: Psychosocial Phenotyping. The clustering model (Chapter 5)
robustly identifies two patient phenotypes. Its key output is a patient’s cluster

assignment and profile of core determinants.

6.4 Results

6.4.1 Integrated Patient Profiles

The three patients represented a clear gradient of biopsychosocial burden (Ta-~
ble 6.1). The manual synthesis for the Maladaptive Coper (Patient C), for

example, combined the LumbarAl finding of “severe L4-L5 central stenosis” with
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the PROMs-based label “Maladaptive Coper with high avoidance and catastrophic
disability” to generate the clinical insight: “Structural severity is compounded by
a maladaptive psychosocial profile, suggesting interventions targeting coping behav-

iors may be prerequisite for successful engagement with physical rehabilitation.”

Table 6.1: Summary of dominant PROMs, clinical, and imaging findings across pilot
patients.

Patient A Patient B Patient C

(Adaptive) (Intermed.) (Maladaptive)
Age, Gender 60, M 65, M 35, F
Pain Location Lumbar Lumbar Lumbar
BMI 29.0 25.0 27.5
Pain Duration >12 weeks >12 weeks 3 years
Pain (NRS 0-10) 7.0 9.0 10.0
Disability (0-24) 6 8 19
Physical QOL (0-100) 78.6 57.1 32.1
Psychological QOL (0-100) 66.7 75.0 25.0
Avoidance Coping (1-4) 1.0 1.0 2.0
Positive Attitude (1-4) 4.0 1.0 1.7

L3-L4 canal stenosis, 1,2-1.3 herniation & L3-L4 foraminal stenosis &

Dominant imagings L4-L5 protrusion &  foraminal stenosis, degeneration (Pfirrmann 5),
findings foraminal stenosis L5-S1 spondylolisthesis  L4-L5 severe canal stenosis

6.4.2 Reporting Efficiency

Al-assisted reporting resulted in substantial reductions in active reporting time
for both radiologists (Table 6.2). Radiologist 1 showed a 75-85% reduction, while
Radiologist 2 showed a 40-57% reduction. Both noted the AI draft was highly

concordant with their initial assessment, requiring minimal edits.

Table 6.2: Reporting time efficiency: MRI-only vs. Al-assisted editing.

Radiologist Patient MRI-Only (min:sec) Al-Assisted (min:sec)

A 1:20 0:25
Radiologist 1 B 1:45 0:20
C 1:51 0:20
A 2:20 1:00
Radiologist 2 B 2:50 1:08
C 2:26 1:20

6.4.3 Impact on Treatment Planning

The integration of PROMs data directly altered clinical reasoning. For the
Adaptive Coper (Patient A), radiologists maintained their initial conservative

management plan. For the Maladaptive Coper (Patient C), both fundamentally
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reprioritized their recommendations, explicitly moving “psychological therapy”
and “coping skills training” to a first-line intervention, while demoting structural

interventions to a later stage.

6.4.4 Radiologist Feedback and Qualitative Insights

Both participating radiologists provided reflective debriefing comments following
the proof-of-concept evaluation. Given the exploratory nature of this pilot, their
full verbatim statements are reported below to maximize analytic transparency,

followed by a thematic interpretation.

Radiologist 1 “The comparison between specialist reporting and reporting ob-
tained with artificial intelligence tends to be very similar to the specialist’s reporting.
So this is definitely the future, because it will already provide you with a perfect
report. In fact, artificial intelligence could potentially even correct some of the
radiologist’s oversights or some details the radiologist might have missed, so the
future certainly lies more with artificial intelligence than with direct specialist

reporting.”

This radiologist also noted adapting his reporting style after reviewing the Al
outputs, beginning to incorporate more standardized terminology (e.g., Pfirrmann

grading) that he had not previously used consistently.

Radiologist 2 “Probably in a patient with multiple and pathological findings as
in this case, assistance with artificial intelligence can reduce the reporting time by

highlighting the existing problems.”

This observation on efficiency gains was particularly emphasized for cases with
multiregional or complex pathology, aligning with the measured time savings for
Patient C.

Thematic Interpretation and Workflow Impact Analytic interpretation of
these statements and subsequent discussions identified three cross-cutting themes

with direct workflow implications:

1. Efficiency and Augmented Accuracy: Both experts perceived high con-
cordance between Al-assisted and conventional reporting. They emphasized

the tool’s potential to reduce oversight and expedite the reporting process,
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especially for complex cases, thereby augmenting rather than replacing their
expertise.

2. Enhanced Contextualization: The integration of patient-reported outcome
measures (PROMs) was noted as valuable for interpreting symptom-imaging
discordance. Radiologists reported that this biopsychosocial context supported
more coherent clinical reasoning and a clearer understanding of why a patient’s
experience may not correlate with structural findings.

3. Tailored Clinical Communication: Both participants highlighted the utility
of incorporating psychosocial context into the report narrative. They suggested
this could improve interdisciplinary communication, for instance, by using con-
textual phrases such as “findings consistent with chronic degenerative changes

in a patient reporting preserved function” to guide treatment planning.

Qualitatively, this pilot suggested that the integrated framework could enhance
interpretive confidence and guide more personalized reporting. The complete draft
reports generated by LumbarAl for the three evaluated patient cases, including
the explainable AT (XAI) visualizations (heatmaps and annotations) reviewed by

the radiologists, are provided in Appendix A.

6.5 Discussion

This pilot study provides empirical evidence that integrating the framework’s core
modules adds tangible clinical value, empirically probing and de-risking the key

requirements articulated in Chapter 3.

6.5.1 Synthesis of Evidence

The study demonstrates workflow feasibility and clinical sense-making through
significant time savings and positive usability feedback. Most importantly, the
changed treatment plans for the Maladaptive Coper provide concrete evidence of
personalized clinical utility, showing how a synthesized view can pivot specialist

reasoning from a purely structural to a biopsychosocial approach.

6.5.2 Limitations and the Path to Automation

The primary limitation of this study is its deliberately small scale and illustrative
design. With only three cases, no claims of generalizability, population-level
effectiveness, or diagnostic performance are made. Instead, the study addresses a

different and prerequisite question: whether multimodal integration of imaging
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and psychosocial data is clinically intelligible, workflow-compatible, and capable
of altering expert reasoning when presented in a coherent form. Within this scope,

the proof-of-concept achieves its objective.

The manual synthesis step, while methodologically intentional for this phase, is
the key barrier to scalability. This illustrates the necessity and defines the precise
functional requirement for the envisioned clinically governed RAG-based LLM
Synthesis Module (Module 3): to automate this rule-based mapping and narrative

assembly:.

6.5.3 Future Directions

The clear next step, directly informed by this proof-of-concept, is the technical
development of Module 3. The radiologists’ validated need for “narrative tailoring”
provides a concrete specification for an LLM: to generate draft reports that perform
the manual synthesis demonstrated here, but at scale. A subsequent controlled
study should quantitatively measure the impact of such automated, integrated

reports on diagnostic confidence and clinical decision-making.

6.6 Conclusion

This proof-of-concept chapter bridges the validation of standalone Al components
(Chapters 4 and 5) and the vision of an integrated clinical Al ecosystem (Chapter
3). By demonstrating that a manually synthesized multimodal profile can improve
reporting efficiency and alter treatment planning in clinically meaningful ways, it
provides robust preliminary evidence of feasibility, interpretability, and

clinical plausibility.

The study confirms that the major translational barrier is no longer the accuracy
of individual Al models, but the automation of synthesis. Therefore, this work
concludes that the proposed framework is conceptually sound and practically plau-
sible, delivering a clear, user-informed mandate for the next phase of development:
engineering the Al synthesizer required to realize personalized, biopsychosocial

spine care.
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Summary, General Discussion, and
Conclusions

7.1 Thesis Summary

This dissertation was driven by the core problem that the management of chronic
spinal pain remains isolated, with structural imaging and psychosocial assessment
operating in parallel, often discordant, clinical pathways. To bridge this gap, it
proposed, developed, and evaluated a modular Al framework designed to integrate
these dimensions for personalized care. The following summary recapitulates the

journey and contributions of each empirical chapter.

Chapter 3 established the foundational blueprint. Moving beyond a critique of iso-
lated Al tools, it synthesized stakeholder needs into a principled three-component
architecture for a clinically integrated Al ecosystem: (1) automated spine MRI
grading, (2) multimodal psychosocial phenotyping, and (3) Al-synthesized re-
porting. This chapter transformed the identified clinical problem into a concrete

engineering and research agenda.

Chapter 4 delivered the first pillar: a clinically-aligned imaging module. By
benchmarking and then outperforming a state-of-the-art model, LumbarAI demon-
strated that Al could achieve specialist-level agreement in quantifying structural
pathology. More importantly, its hybrid, curriculum-based design proved that
AT could be engineered to mirror, and accelerate, the established radiological

workflow, providing not just predictions but explainable, workflow-ready outputs.

Chapter 5 delivered the second pillar and a pivotal scientific insight: a robust,
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data-driven typology of patient experience. It identified Avoidance and Positive
Attitude as the primary determinants of pain intensity and revealed two stable
biopsychosocial phenotypes (Adaptive and Maladaptive Copers) with starkly
different disability and quality-of-life profiles. Critically, it provided powerful
empirical evidence for a core tenet of the biopsychosocial model: these disabling

phenotypes were completely dissociated from the severity or extent of findings on
spinal MRI.

Chapter 6 integrated the first two pillars into a proof-of-concept, addressing the
framework’s core integrative premise. It demonstrated that a manually synthesized
view of imaging and phenotype data was clinically intelligible, significantly reduced
specialist reporting time, and, most importantly, altered treatment prioritization in
a clinically plausible manner, specifically by highlighting psychosocial interventions
for high-risk patients. This chapter de-risked the fundamental assumption that

such synthesis provides actionable value beyond isolated assessment.

Collectively, these chapters fulfill the dissertation’s original aim: to move from
identifying the integration gap to providing and validating a coherent, component-

by-component blueprint for closing it.

7.2 General Discussion

The empirical work presented leads to several higher-order conceptual discus-
sions that challenge prevailing paradigms and clarify the path forward for Al in

personalized medicine.

7.2.1 Imaging Severity and the Limits of Structural Expla-
nation

A cornerstone finding of this thesis is the robust statistical dissociation between
imaging-derived pathology and patient-reported suffering (Chapter 5). This
‘clinical-radiological decoupling’ is not an artifact but a fundamental characteristic
of chronic spinal pain that our data powerfully quantifies. It carries a profound
implication: imaging AI, no matter how accurate, is inherently limited as
a standalone explanatory tool for symptom burden. The current dominant
paradigm in medical Al, focusing narrowly on beating human performance on
detection or grading tasks, is therefore insufficient for conditions where illness
is not reducible to anatomy. Our work argues that the evaluation of imaging

AT must evolve to assess its performance within integrative models that include
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patient context, moving beyond diagnostic accuracy to predictive and explanatory

validity for clinical outcomes.

7.2.2 Coping Phenotypes as Organizing Principles

If spinal morphology is a poor organizer of clinical reality, what serves better?
Our analysis identifies coping strategy profiles as a more potent organizing
principle. The mediation hierarchy (where foundational strategies like Problem
Orientation operate through proximal ones like Avoidance) and the distinct, stable
clusters (Adaptive vs. Maladaptive) provide a coherent, data-driven schema
for the ‘psychosocial’ component of pain. This contributes to biopsychosocial
models by moving them from a heuristic checklist to a quantifiable, mechanistic
framework. The phenotype is not a secondary modifier of a structural diagnosis;
for a substantial patient subgroup, it is the primary determinant of disability.
This recenters the clinical question from “What do we see?” to “How does this

person cope with what we see?”

7.2.3 Al as Clinical Decision Support

The proof-of-concept (Chapter 6), though small in scale, is pivotal for its demon-
stration of clinical sense-making. Its value lies not in automation, the synthesis
was deliberately manual, but in proving that the output of integration is intelli-
gible and action-guiding for specialists. This distinction is crucial. It shifts the
objective of clinical Al from pure task automation (replacing the radiologist) to
augmentation and sense-making (equipping the radiologist with synthesized
context). The observed change in treatment prioritization, where psychosocial
interventions were moved forward for maladaptive copers, is a direct example of
ATl enabling a more holistic, biopsychosocial reasoning process. This validates the
framework’s core design principle: Al should synthesize information to support

decisions, not make them autonomously.

7.3 Future Work

This thesis provides a validated foundation; the following directions outline the

necessary work to translate it into practice.

« Automation of Synthesis (Module 3): The immediate next step is the
development of the LLM-based synthesis module. This involves engineering a

constrained, deterministic language system that codifies the rule-based integra-
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tion logic validated in Chapter 6, enabling scalable generation of contextualized
draft reports.

¢ Prospective Validation: A controlled, prospective study is required to quan-
titatively measure the impact of integrated Al reports on clinical outcomes (e.g.,
time to appropriate treatment, patient satisfaction, functional improvement)
compared to standard care.

« Workflow Integration: Research must address the health systems challenges
of embedding the framework into live clinical workflows, including interoperabil-
ity with hospital information systems, defining referral triggers, and managing
the handoff of synthesized reports to treating teams.

o Generalization: The framework’s architecture is generalizable. Future work
should test its application to other musculoskeletal domains (e.g., osteoarthritis,
shoulder pain) where similar discordance between imaging and symptoms exists,

and to other multimodal data sources (e.g., genomics, wearable sensors).

7.4 General Conclusion

This dissertation set out to address a fundamental disconnect in spine care. It
has demonstrated that the siloed assessment of a multidimensional condition is
not only a clinical inefficiency but a scientific and operational error. Through the
consecutive development and validation of a modular Al framework, this work

provides a coherent alternative.

The thesis demonstrated that Al can reliably quantify both the structural and
psychosocial pillars of chronic pain. It challenged the primacy of the structural
narrative by providing robust evidence that disabling phenotypes are independent
of imaging severity. Finally, it enabled a new paradigm by demonstrating that
synthesizing these pillars alters specialist reasoning in a clinically meaningful way;,
turning the biopsychosocial model from an abstract ideal into an engineerable

workflow.

The contribution therefore extends beyond spine care. It offers a template for
ATl in medicine at large: a move from isolated, task-specific models toward
integrative, sense-making systems that respect clinical complexity. By proving
that technology can help reconcile the long-observed paradox between pathology
and illness, this work points toward a future where AI does not simply see what

we see, but helps us understand what it means.

136



A

Appendix: LumbarAl Output and
Draft Report

137



Patient A: Spine Pathology Heatmap with Explainability

Pathalogy Abbreviations:
ccs: CentralCanalStenosis
fsl: ForaminalStenosisLeft
fsr: ForaminalStenosisRight
hm: Herniation
led: LowerEndplateDefect

ry:
- D lyzed: 5
+ Pathological discs: ['L1-L2", ‘L3-L4']

Imr: LowerMarrow
nar: Narrowing
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L3-L4
['ccs’, ‘fsl', ‘fsr’, ‘hrn’, 'led’, "Imr’, ‘nar’, 'pfn’, 'ued’, 'umr']

Al-Generated MRI interpretation output:

At L1-L2, there is Pfirrmann grade 4 disc degeneration, narrowing grade 3. At L3-L4, severe disc
degeneration with Pfirrmann grade 5, narrowing grade 4, central canal stenosis grade 3 which
represents severe stenosis, upper and lower endplate defects present, upper and lower marrow
changes present, bilateral foraminal stenosis, and herniation present. At L5-S1, findings show mild
disc degeneration Pfirrmann grade 3.

Summary for Patient A:

Severe degeneration at L3-L4 (grade 5). Most severe pathology concentrated at L3-L4 with
extensive multi-faceted changes including central canal stenosis (grade 3), endplate defects,
marrow changes, bilateral foraminal stenosis, and herniation. Herniation also present at L1-L2.
Overall pattern shows a heterogeneous distribution with localized severe pathology at L3-L4 and
well-preserved adjacent levels.



Patient B: Spine Pathology Heatmap with Explainability

Pathology Abbreviations:

fsl: ForaminalStenosisLeft
fsr: ForaminalStenosisRight
hm: Hemiation

led: LowerEndplateDefect

Summary:
+ Discs analyzed: 5
* Pathological discs: ['L1-L2", "L2-13", 'L3-L4", 'L4-L5", L5-51']

Imc: LowerMarrow
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Al-Generated MRI interpretation output:

At L1-L2, there is Pfirrmann grade 4 disc degeneration, narrowing grade 3, upper and lower
endplate defects present, upper and lower marrow changes present, bilateral foraminal stenosis,
and herniation present. At L2-L3, the most severe pathology is observed with Pfirrmann grade 5
disc degeneration, narrowing grade 4, upper and lower endplate defects present, upper and lower
marrow changes present, bilateral foraminal stenosis, and herniation present. At L3-L4, findings
include Pfirrmann grade 4 disc degeneration, narrowing grade 3, upper endplate defect present,
lower endplate defect absent, upper and lower marrow changes present, bilateral foraminal
stenosis, and herniation present. At L4-L5, there is Pfirrmann grade 4 disc degeneration, narrowing
grade 3, central canal stenosis grade 1, upper endplate defect absent, lower endplate defect present,
upper and lower marrow changes present, bilateral foraminal stenosis, and herniation present. At
L5-S1, findings show Pfirrmann grade 3 disc degeneration, narrowing grade 2, spondylolisthesis
present.

Summary for Patient B:

The MRI finding show Pfirrmann grades range from 3 to 5, with most severe degeneration at L.2-
L3 (grade 5). Widespread endplate defects present at L1-L.2, L.2-L.3, L3-L4, and L4-L5. Bilateral
foraminal stenosis present at all levels except L1-L2. Herniation present at L1-L2, L2-L3, L3-L4,
and L4-L5. Unique finding of spondylolisthesis at L5-S1, which is not present in the other two
patients. Central canal stenosis uniformly grade 1 across all levels. Overall pattern demonstrates
extensive multi-level pathology with widespread endplate defects and foraminal stenosis.



Patient C: Spine Pathology Heatmap with Explainability

Summary:
analyzed: 5

lyze
* Pathological discs: ['L1-L2", 'L2-13", 'L3-L4", 'L4-L5"]

L1-L2
['nar’, 'pfn']

L3-L4
[‘ces’, ‘fsl, ‘fsr’, ‘hrn', ‘led’, ‘nar’, 'pfn’, ‘ued’]

Al-Generated MRI interpretation output:

At L1-L2, there is Pfirrmann grade 3 disc degeneration, narrowing grade 3. At L2-L3, findings
include Pfirrmann grade 3 disc degeneration, narrowing grade 2. At L3-L4, the most severe
pathology is observed with Pfirrmann grade 5 disc degeneration, narrowing grade 4, central canal
stenosis grade 2, upper and lower endplate defects present, upper and lower marrow changes
present, bilateral foraminal stenosis, and herniation present. At L4-L5, there is Pfirrmann grade 4
disc degeneration, narrowing grade 2, severe central canal stenosis grade 3, bilateral foraminal
stenosis, and herniation present. At L5-S1, findings show mild/moderate disc degeneration with
Pfirrmann grade 3.

Summary for Patient C:

Moderate to severe degenerative changes with Pfirrmann grades ranging from 3 to 5. Most severe
disc degeneration at L.3-L4 (grade 5) with extensive multi-faceted pathology including endplate
defects, marrow changes, bilateral foraminal stenosis, and herniation. Significant central canal
stenosis at L4-L5 (grade 3) and L3-L4 (grade 2). Herniation present at L3-L4 and L4-L5. Overall
pattern shows moderate to severe degeneration with notable central canal stenosis.

hrn: Herniation
led: LowerEndplateDefect
nar: Narrowing
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